HOUSEHOLDER SYMPOSIUM XX
PROGRAM AND ABSTRACTS
MONDAY 19 JUNE
7–8:30am

breakfast buffet in latham cdef

8:30am

opening remarks (latham ab)

8:45–9:50am

plenary talks [chair: Jim Nagy]

8:45am

Rich Lehoucq
A computational spectral graph theory tutorial

9:20am

Chen Greif
Recent advances in the solution of saddle-point systems

9:50am
10:30am

coffee
Parallel Talks #1 (20 minute talks, 5 minutes for transition)
Track 1a: Algorithms for Data and Low-Rank Structure (latham ab)
Ipsen, Damle, M. Chung, Kontopoulou, Zheng
Track 1b: High Performance Computing (solitude)
X. Li, Bientinesi, Demmel, Solomonik, Devarakonda
Track 1c: Eigenvalue Problems and Operator Theory (cascades)
Serra-Capizzano, Shao, Mazza, Trefethen

12:30pm
2:00–3:40pm
2:00pm

lunch buffet in latham cdef
plenary talks [chair: David Bindel]
Silvia Gazzola
Enforcing nonnegativity by flexible Krylov subspaces

2:35pm

Erin Carson
The Behavior of Synchronization-Reducing Variants of the Conjugate Gradient
Method in Finite Precision

3:10pm

Edmond Chow
Iterative Construction and Updating of Incomplete LU Factorizations

3:40pm

coffee

4:15pm

Parallel Talks #2 (20 minute talks, 5 minutes for transition)
Track 2a: Ill-Posed Problems (latham ab)
Scott, Buccini, J. Chung, Hochstenbach
Track 2b: Pseudospectra and Distance to Instability (solitude)
Elman, Mitchell, Lu
Track 2c: Matrix Polynomials (cascades)
Mackey, Truhar, Del Corso, Pérez

6:30pm

dinner buffet in latham cdef

8:00pm

Poster Blitz #1 in latham ab

9–10:30pm

Poster session #1 in duck pond and smithfield

Plenary talks are 30 minutes long (including questions), with 5 minutes for transition between talks.
Parallel talks are 20 minutes long (including questions), with 5 minutes for transition between talks.
i

TUESDAY 20 JUNE
7–8:30am

breakfast buffet in latham cdef

8:30–10:10am

plenary talks [chair: Jim Demmel]

8:30am

Bo Kågström
NLAFET: parallel numerical linear algebra for future extreme scale systems

9:05am

Alex Townsend
On the singular values of matrices with displacement structure

9:40am

Anne Greenbaum
Optimal Blaschke products

10:10am

coffee

10:30am

Parallel Talks #3 (20 minute talks, 5 minutes for transition)
Track 3a: Preconditioning (latham ab)
Szyld, Frommer, Vuik, Sifuentes, Ruiz
Track 3b: Model Reduction I (solitude)
Drmač, Peherstorfer, Gugercin, Zaslavsky, Zimmerling
Track 3c: Dense Eigenvalue Algorithms and Subspace Geometry (cascades)
Mastronardi, Watkins, Edelman, Sutton

12:30pm
2:00–3:40pm
2:00pm

lunch buffet in latham cdef
plenary talks [chair: Françoise Tisseur]
Leonardo Robol
Fast and backward stable computation of the eigenvalues of matrix polynomials

2:35pm

Andrii Dmytryshyn
Stratification of matrix polynomials

3:10pm

Yuji Nakatsukasa
Global optimization via eigenvalues

3:40pm

coffee

4:15pm

Parallel Talks #4 (20 minute talks, 5 minutes for transition)
Track 4a: Functions of Matrices (latham ab)
Pozza, Cardoso, Schweitzer, Overton
Track 4b: Incomplete LU Factorizations (solitude)
Tisseur, Tůma, Ng
Track 4c: Symplectic Eigenvalue Problems (cascades)
Moro, Sosa, Rozložník

6:30pm

dinner buffet in latham cdef

8:00pm

Poster Blitz #2 in latham ab

9–10:30pm

Poster session #2 in duck pond and smithfield

Plenary talks are 30 minutes long (including questions), with 5 minutes for transition between talks.
Parallel talks are 20 minutes long (including questions), with 5 minutes for transition between talks.
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WEDNESDAY 21 JUNE
7–8:30am
8:30–10:10am
8:30am

breakfast buffet in latham cdef
plenary talks [chair: Heike Fassbender]
Karl Meerbergen
Can we solve nonlinear eigenvalue problems?

9:05am

Thanos Antoulas
Data-driven optimization of large-scale systems

9:40am

Matthias Bolten
Numerical linear algebra aspects of parallelization in time

10:10am
10:30–12:10am
10:30am

coffee
plenary talks [chair: Alan Edelman]
Vanni Noferini
Matrix polynomials meet complex network analysis: The deformed graph Laplacian
and its applications

11:05am

Francesca Arrigo
Generalized matrix functions: theoretical and computational aspects

11:40am

Nicolas Gillis
Exact and heuristic algorithms for semi-nonnegative matrix factorizations

12:10pm

pick up boxed lunches outside latham ab

12:30pm

departure for excursions
Excursion 1: Hike at Cascade Falls, followed by local beer tasting
at Hahn Horticulture Gardens (Virginia Tech)
Excursion 2: Wine tasting at Valhalla Vineyards in Roanoke,
followed by a short hike at Falls Ridge Preserve
Excursion 3: Vigorous hike at Dragon’s Tooth

7:00pm

conference banquet in latham cdef
after-dinner speaker: Cleve Moler

Plenary talks are 30 minutes long (including questions), with 5 minutes for transition between talks.
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THURSDAY 22 JUNE
7–8:45am
8:45–9:15am
8:45am

breakfast buffet in latham cdef
plenary talk [chair: Andy Wathen]
Bart Vandereycken
Subspace methods for computing the Crawford number and the real pseudospectral abscissa

9:20am

Householder Prize lecture [chair: Howard Elman]

9:50am

coffee

10:30am

Parallel Talks #5 (20 minute talks, 5 minutes for transition)
Track 5a: Iterative Methods for Eigenvalues (latham ab)
Knyazev, Międlar, Romero, Paige, Xia
Track 5b: Model Reduction II (solitude)
Kürschner, Mengi, Ahuja, Remis, Druskin
Track 5c: Tensors (cascades)
Kazeev, Qi, Friedland, Ye, Benson

12:30pm
2:00–3:40pm
2:00pm

lunch buffet in latham cdef
plenary talks [chair: Zlatko Drmač]
Laura Grigori
Low rank approximation of a sparse matrix based on LU factorization with column and row
tournament pivoting

2:35pm

Nick Vannieuwenhoven
Riemannian optimization and a geometric condition number for tensor rank decompositions

3:10pm

Federico Poloni
Rigorous invariant measure computations using a two-grid strategy to approximate matrix norms

3:40pm

coffee

4:15pm

Parallel Talks #6 (20 minute talks, 5 minutes for transition)
Track 6a: Nonlinear Eigenvalue Problems (latham ab)
Dopico, Jarlebring, Plestenjak
Track 6b: Large Scale Linear Systems (solitude)
Duff, Boman, Tichý
Track 6c: Optimization (cascades)
Gürbüzbalaban, Marcia, Voigt

6:30pm

dinner buffet in latham cdef

7:15pm

live music, followed by dancing in latham cdef

Plenary talks are 30 minutes long (including questions), with 5 minutes for transition between talks.
Parallel talks are 20 minutes long (including questions), with 5 minutes for transition between talks.
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FRIDAY 23 JUNE
7–8:30am
8:30–10:10am
8:30am

breakfast buffet in latham cdef
plenary talks [chair: Ilse Ipsen]
Jennifer Pestana
Preconditioned MINRES for Nonsymmetric Toeplitz and block Toeplitz matrices

9:05am

John Pearson
Fast interior point solvers and preconditioning for PDE-constrained optimization

9:40am

Paul Van Dooren (ILAS speaker)
Dual minimal bases of polynomial matrices and applications

10:10am
10:30–11:35am
10:30am

coffee
plenary talks [chair: Andy Wathen]
Zdenek Strakoš
Sparsity, discretization, preconditioning, and adaptivity in linear solvers

11:05am

Michael Saunders
Error bounds for CG via SYMMLQ

11:35am

closing remarks
buffet lunch in latham cdef (boxed lunches available for those departing early)
departure

Plenary talks are 30 minutes long (including questions), with 5 minutes for transition between talks.

v

Parallel Talks #1 (Monday 10:30am–12:30pm)

Parallel Track #1a: Algorithms for Data and Low-Rank Structure (Room: Latham)
Chair: Serkan Gugercin
10:30am

Ilse Ipsen

Randomized Computation of Active Subspaces

10:55am

Anil Damle

Robust and Efficient Multi-Way Spectral Clustering via QR
Factorizations with Column Pivoting

11:20am

Matthias Chung

Optimal Regularized Low-Rank Inverse Matrix Approximation

11:45am

Eugenia Kontopoulou

Structural Convergence Results for Low-Rank Approximations
from Block Krylov Spaces

12:10pm

Ning Zheng

An Alternating Modulus Nonnegative Least Squares Method for
Nonnegative Matrix Factorization

Parallel Talks #1b: High Performance Computing (Room: Solitude)
Chair: Eric de Sturler
10:30am

Xiaoye Li

Sparse Factorization Methods for Indefinite Systems Towards
Exascale

10:55am

Paolo Bientinesi

The Linear Algebra Mapping Problem (LAMP)

11:20am

James Demmel

Communication-Avoiding Algorithms, and the New BLAS

11:45am

Edgar Solomonik

A Communication-Avoiding Parallel Algorithm for the Symmetric
Eigenvalue Problem

12:10pm

Aditya Devarakonda

Communication-Avoiding Primal and Dual Block Coordinate
Descent Methods

Parallel Talks #1c: Eigenvalue Problems and Operator Theory (Room: Cascades)
Chair: Chris Beattie
10:30am

Stefano
Serra-Capizzano

Eigenvalues of Banded Symmetric Toeplitz Matrices are Known
Almost in Close Form: Numerics and Algorithmic Proposals

10:55am

Meiyue Shao

Recent Progress on the Bethe–Salpeter Eigenvalue Problem

11:20am

Mariarosa Mazza

Spectral Analysis and Numerical Methods for Space-Fractional
Diffusion Equations

11:45am

Nick Trefethen

Block Operators and Spectral Discretizations

vi

Parallel Talks #2 (Monday 4:15–5:50pm)

Parallel Track #2a: Ill-Posed Problems (Room: Latham)
Chair: Eric de Sturler
4:15pm

Jennifer Scott

The Challenge of Rank-Deficient Sparse Linear Least-Squares
Problems

4:40pm

Alessandro Buccini

Non-Stationary Regularizing Preconditioners for Ill-Posed
Problems

5:05pm

Julianne Chung

Hybrid Iterative Methods for Large-Scale Bayesian Inverse
Problems

5:30pm

Michiel Hochstenbach

Multidirectional Subspace Expansion for Eigenvalue Problems
and Inverse Problems

Parallel Track #2b: Pseudospectra and Distance to Instability (Room: Solitude)
Chair: Mark Embree
4:15pm

Howard Elman

Collocation Methods for Exploring Perturbations in Linear
Stability Analysis

4:40pm

Tim Mitchell

A Fast and Scalable Method for Approximating the Real
Structured Stability Radius with Frobenius-Norm Bounded
Perturbations

5:05pm

Ding Lu

A Criss-Cross Type Algorithm for Computing the Real
Pseudospectral Abscissa

Parallel Track #2c: Matrix Polynomials (Room: Cascades)
Chair: Serkan Gugercin
4:15pm

Steven Mackey

Product Realizations for Matrix Polynomials

4:40pm

Ninoslav Truhar

Perturbation Bounds for the Quadratic Eigenvalue Problem

5:05pm

Gianna Del Corso

Combinatorics of Fiedler Pencils with Repetitions

5:30pm

Javier Pérez

Structured and Global Backward Error Analysis of Odd-Degree
Structured Polynomial Eigenvalue Problems Solved via
Structure-Preserving Linearizations

vii

Parallel Talks #3 (Tuesday 10:30am–12:30pm)

Parallel Track #3a: Preconditioning (Room: Latham)
Chair: Eric de Sturler
10:30am

Daniel Szyld

Asynchronous Optimized Schwarz Methods: Convergence Theory
and Experiments

10:55am

Andreas Frommer

Spectral Relations Between Overlap Operators and Their Kernels
and Their Use in Designing Preconditioners

11:20am

Kees Vuik

The Adapted Augmented Lagrangian Preconditioner for the
Turbulent Incompressible Navier-Stokes Equations Discretized by
a Finite Volume Method

11:45am

Josef Sifuentes

Spectral Properties of Approximately Preconditioned Saddle
Point Problems and GMRES Convergence Bounds

12:10pm

Daniel Ruiz

A Refined Lower Bound on the Positive Eigenvalues of Saddle
Point Matrices that Incorporates Specific Information from the
Interactions Between the Blocks

Parallel Track #3b: Model Reduction I (Room: Solitude)
Chair: Chris Beattie
10:30am

Zlatko Drmač

New Contributions to the Theory and Practice of the Discrete
Empirical Interpolation Method

10:55am

Benjamin Peherstorfer

Optimal Low-Rank Updates for Online Adaptive Model
Reduction with the Discrete Empirical Interpolation Method

11:20am

Serkan Gugercin

Sylvester Equations and Tensor Algebra in H2 -Quasi-Optimal
Model Order Reduction for Quadratic-Bilinear Control Systems

11:45am

Mikhail Zaslavsky

Algebraic Sparse Reduced Order Multi-Scale Method for Large
Dynamical Systems

12:10pm

Jörn Zimmerling

Phase-Preconditioned Rational Krylov Subspaces for Wave
Simulation

Parallel Track #3c: Dense Eigenvalue Algorithms and Subspace Geometry (Room: Cascades)
Chair: Mark Embree
10:30am

Nicola Mastronardi

Revisiting the Perfect Shift Strategy in the Implicitly Shifted QR
Algorithm

10:55am

David Watkins

Francis’s Algorithm as a Core-Chasing Algorithm

11:20am

Alan Edelman

Matrix Trigonometry, or, Where are the Ellipses?

11:45am

Brian Sutton

On the Cut Locus of a Flag Manifold

viii

Parallel Talks #4 (Tuesday 4:15–5:50pm)

Parallel Track #4a: Functions of Matrices (Room: Latham)
Chair: Chris Beattie
4:15pm

Stefano Pozza

Decay Bounds for Functions of Banded Non-Hermitian Matrices

4:40pm

João Cardoso

Matrix Arithmetic-Geometric Mean and the Computation of the
Logarithm

5:05pm

Marcel Schweitzer

Computing Low-Rank Approximations of the Fréchet Derivative
of a Matrix Function by Two-Sided and Block Krylov Subspace
Methods

5:30pm

Michael Overton

Numerical Investigation of Crouzeix’s Conjecture

Parallel Track #4b: Incomplete LU Factorizations (Room: Solitude)
Chair: Julianne Chung
4:15pm

Françoise Tisseur

Incomplete LU Preconditioner Based on Max-Plus Approximation
of LU Factorization

4:40pm

Miroslav Tůma

Towards Data-Sparse Incomplete Factorizations

5:05pm

Esmond Ng

Enhancing Performance of Sparse Matrix Factorizations via
Ordering Refinements

Parallel Track #4c: Symplectic Eigenvalue Problems (Room: Cascades)
Chair: Mark Embree
4:15pm

Julio Moro

Asymptotic Expansions for Eigenvalues of Multiplicatively
Perturbed Matrices

4:40pm

Fredy Sosa

Structured Multiplicative Perturbation of Eigenvalues of
Symplectic Matrices

5:05pm

Miro Rozložník

On the Conditioning of Factors in the SR Decomposition

ix

Parallel Talks #5 (Thursday 10:30am–12:30pm)

Parallel Track #5a: Iterative Methods for Eigenvalues (Room: Latham)
Chair: Mark Embree
10:30am

Andrew Knyazev

Recent Implementations, Applications, and Extensions of the
Locally Optimal Block Preconditioned Conjugate Gradient
Method (LOBPCG)

10:55am

Agnieszka Międlar

Super-Converging Ritz Values via p-Hierarchical Inverse Iteration

11:20am

Eloy Romero

Combining Refined and Standard Rayleigh-Ritz for Interior
Hermitian Eigenvalue Problems

11:45am

Chris Paige

Loss of Orthogonality, and Accuracy of the Finite Precision
Lanczos Process and Conjugate Gradients

12:10pm

Jianlin Xia

Fast and Superfast Structured Eigenvalue Solutions and Accuracy
Analysis

Parallel Track #5b: Model Reduction II (Room: Solitude)
Chair: Serkan Gugercin
10:30am

Patrick Kürschner

Numerical Computation of Low-Rank Factors of Time- and
Frequency-Limited Gramians

10:55am

Emre Mengi

A Subspace Framework for Large-Scale H∞ Norm Computation

11:20am

Kapil Ahuja

Preconditioned Iterative Solves in Model Reduction of Second
Order Linear Dynamical Systems

11:45am

Rob Remis

Stability-Corrected Wave Functions and Structure-Preserving
Rational Krylov Methods for Large-Scale Wavefield Simulations
on Open Domains

12:10pm

Vladimir Druskin

Direct Solution of Inverse Hyperbolic Problems via Data-Driven
ROMs

Parallel Track #5c: Tensors (Room: Cascades)
Chair: Matthias Chung
10:30am

Vladimir Kazeev

Tensor-Structured Multilevel Function Approximation: Sharper
Bounds for Polynomial and Piecewise-Analytic Functions

10:55am

Yang Qi

Nonnegative Tensor Rank

11:20am

Shmuel Friedland

Spectral and Nuclear Norms of Higher-Order Tensors

11:45am

Ke Ye

Fast Structured Matrix Computations: Tensor Rank and
Cohn–Umans Method

12:10pm

Austin Benson

Spacey Random Walks

x

Parallel Talks #6 (Thursday 4:15–5:25pm)

Parallel Track #6a: Nonlinear Eigenvalue Problems (Room: Latham)
Chair: Serkan Gugercin
4:15pm

Froilán Dopico

Strong Linearizations of Rational Matrices: Definition, Explicit
Constructions, and Associated Recovery Procedures

4:40pm

Elias Jarlebring

The Infinite Bi-Lanczos Method for Nonlinear Eigenvalue
Problems

5:05pm

Bor Plestenjak

Subspace Methods for Multiparameter Eigenvalue Problems with
Applications to Separable Boundary Value Problems

Parallel Track #6b: Large Scale Linear Systems (Room: Solitude)
Chair: Julianne Chung
4:15pm

Iain Duff

New Developments in the Solution of Large Sparse Unsymmetric
Systems

4:40pm

Erik Boman

A Hierarchical Low-rank Solver for Sparse Linear Systems

5:05pm

Petr Tichý

Towards Practical Estimation of the A-norm of the Error in CG

Parallel Track #6c: Optimization (Room: Cascades)
Chair: Matthias Chung
4:15pm

Mert Gürbüzbalaban

The Role of Without-Replacement Sampling in Least Square
Problems and Additive Convex Optimization: New Results and
Algorithms

4:40pm

Roummel Marcia

Compact Representation of Quasi-Newton Update Matrices

5:05pm

Matthias Voigt

Linear-Quadratic Optimal Control of Differential-Algebraic
Equations

xi

Monday: Poster Blitz #1 (8–9pm), Poster Session #1 (9–10:30pm)
Kensuke Aishima

A Quadratically Convergent Algorithm Based on Matrix Equations for Inverse Eigenvalue Problems

poster 9

duck pond

Haim Avron

Revisiting Asynchronous Linear Solvers: Provable
Convergence Rate Through Randomization

poster 39

smithfield

Peter Benner

Range-Separated Tensor Formats for Numerical Modeling of Many-Particle Systems

poster 17

duck pond

Mario Berljafa

Rational Krylov Methods:
and Subspace Extraction

Matrix Decompositions

poster 19

duck pond

Daniel Boley

Fast Computation of Random Walk Fundamental Tensor

poster 15

duck pond

Trevor Caldwell

Numerical Conformal Mapping in Chebfun

poster 45

smithfield

Jurjen Duintjer Tebbens

Condition Number Estimators for Efficient Preconditioning

poster 27

smithfield

Mark Embree

Restarting GMRES with Weighted Inner Products

poster 21

duck pond

Massimiliano Fasi

A Multiprecision Algorithm for the Computation of
the Matrix Logarithm

poster 43

smithfield

Melina Freitag

Balanced Truncation and Singular Perturbation Approximation Model Order Reduction for Stochastically
Controlled Linear Systems

poster 31

smithfield

Luka Grubišić

Finite Element Approximations for a Network of PDEs
Modeling a Coronary Stent

poster 33

smithfield

Iveta Hnětynková

On Pairing Strategies Between Exact and Finite Precision Short-Recurrences

poster 25

smithfield

Akira Imakura

A Complex Moment-Based Nonlinear Parallel Eigensolver Using the Block Communication-Avoiding
Arnoldi Procedure

poster 37

smithfield

Stefan Johansson

Tools for Computing and Analyzing Canonical Structure Information

poster 35

smithfield

Nicholas Knight

Communication Lower Bounds for Matrix and Tensor
Computations

poster 13

duck pond

Daniel Kressner

Subspace Methods for Parameter-Dependent Eigenvalue Problems

poster 3

duck pond

Ren-Cang Li

General Theory of Doubling Algorithms for Nonlinear
Matrix Equations

poster 11

duck pond

Kathryn Lund-Nguyen

Block Krylov Subspace Methods for Functions of Matrices

poster 23

duck pond

Thomas Mach

Computing the Roots of Polynomials in Chebyshev
Basis via the Cayley Transform

poster 47

smithfield

Hermann Mena

Solving Stochastic Linear Quadratic Optimal Control
Problems

poster 41

smithfield

xii

Cleve Moler

Another Look at the Arrowhead Coauthor Graph

poster 49

smithfield

Ron Morgan

New Methods for Difficult Eigenvalue Problems

poster 1

duck pond

Bob Plemmons

Computational 3D Imaging: Sparse Recovery and PSF
Engineering for 3D Information from 2D Data

poster 51

smithfield

Punit Sharma

Computing Nearest Stable Matrix Pairs

poster 5

duck pond

Roel Van Beeumen

A Newton–Carleman Linearization for Eigenvector
Nonlinearities

poster 7

duck pond

Andy Wathen

Preconditioning for Two-Phase Flow

poster 29

smithfield

xiii

Tuesday: Poster Blitz #2 (8–9pm), Poster Session #2 (9–10:30pm)
Zhaojun Bai

Rayleigh Quotient Optimizations and Eigenvalue
Problems

poster 4

duck pond

Grey Ballard

Discovering Fast Matrix Multiplication Algorithms using Tensor Decomposition

poster 16

duck pond

David Bindel

Stochastic Estimators in Gaussian Process Kernel
Learning

poster 34

smithfield

Jessica Bosch

Fast Iterative Solvers for Cahn–Hilliard Problems

poster 22

duck pond

Eric de Sturler

Randomization plus Krylov Methods for Efficient Estimates of Block Bilinear and Quadratic Forms

poster 42

smithfield

Ignat Domanov

On Algebraic Algorithm for the Computation of a
Structured Matrix Factorization and Applications
for Tensor Decompositions

poster 12

duck pond

Caterina Fenu

On the Computation of the GCV Function for
Tikhonov Regularization

poster 50

smithfield

José Garay

Asynchronous Optimized Schwarz Method for the
Poisson Equation in Rectangular Domains

poster 38

smithfield

Misha Kilmer

Tensor Dictionary Learning for Imaging Applications

poster 14

duck pond

Jörg Liesen

Numerical Linear Algebra and Walsh’s Conformal
Map onto Lemniscatic Domains

poster 44

smithfield

Robert Luce

Fast and Superfast Computation of the Toeplitz Matrix Exponential

poster 46

smithfield

Aaron Melman

Bounds on Polynomial Eigenvalues from Extensions
and Generalizations of Scalar Polynomial Zero Bounds

poster 8

duck pond

Keiichi Morikuni

Inner-iteration Preconditioning for Singular Linear
Systems

poster 28

smithfield

Mirko Myllykoski

How Fast Direct Solvers Can Benefit from GPUacceleration

poster 36

smithfield

Davide Palitta

Efficient Krylov Methods for a Class of Large-Scale
Generalized Lyapunov Equations

poster 20

duck pond

Miroslav Pranić

Interplay Between Gauss Quadrature, Non-Hermitian
Lanczos, Padé Approximants and Complex Jacobi Matrices in Quasi-Definite Case

poster 48

smithfield

Arvind Saibaba

A Randomized Approach for D–Optimal Experimental
Design

poster 40

smithfield

Christian Schröder

Quadratification for Second Order Model Reduction

poster 32

smithfield

Andreas Stathopoulos

A One-Stage GD+k Method for Computing Left and
Right Singular Vectors in Full Accuracy

poster 2

duck pond

Pete Stewart

The Geometry of Camille Jordan

poster 52

smithfield

Ana Šušnjara

Fast Computation of Spectral Projectors of Banded
Matrices

poster 6

duck pond

xiv

Christine Tobler

Graph Algorithms in MATLAB

poster 10

duck pond

Francesco Tudisco

A Nonlinear Krylov-type Method for Mixed Subordinate Matrix Norms

poster 26

smithfield

Steve Vavasis

A New Proof of the Square-Root-Condition-Number
Bound for Conjugate Gradient

poster 24

duck pond

Fei Xue

A Preconditioned Locally Harmonic Residual Method
for Nonlinear Eigenproblems

poster 30

smithfield

xv

ALPHABETICAL LIST OF PRESENTERS
PS1 =⇒ “Poster Session 1” (Monday night)
PS2 =⇒ “Poster Session 2” (Tuesday night)

Kapil Ahuja

Preconditioned Iterative Solves in Model
Reduction of Second Order Linear
Dynamical Systems

track 5b

Thu 11:20

solitude

p. 1

Kensuke Aishima

A Quadratically Convergent Algorithm
Based on Matrix Equations for Inverse
Eigenvalue Problems

PS 1

poster 9

duck pond

p. 5

Thanos Antoulas

Data-Driven Optimization of Large-Scale
Systems

plenary

Wed 9:05

latham ab

p. 7

Francesca Arrigo

Generalized Matrix Functions: Theoretical
and Computational Aspects

plenary

Wed 11:05

latham ab

p. 9

Haim Avron

Revisiting Asynchronous Linear Solvers:
Provable Convergence Rate Through
Randomization

PS 1

poster 39

smithfield

p. 11

Zhaojun Bai

Rayleigh Quotient Optimizations and
Eigenvalue Problems

PS 2

poster 4

duck pond

p. 15

Grey Ballard

Discovering Fast Matrix Multiplication
Algorithms using Tensor Decomposition

PS 2

poster 16

duck pond

p. 16

Peter Benner

Range-Separated Tensor Formats for
Numerical Modeling of Many-Particle
Systems

PS 1

poster 17

duck pond

p. 18

Austin Benson

Spacey Random Walks

track 5c

Thu 12:10

cascades

p. 21

Mario Berljafa

Rational Krylov Methods: Matrix
Decompositions and Subspace Extraction

PS 1

poster 19

duck pond

p. 26

Paolo Bientinesi

The Linear Algebra Mapping Problem
(LAMP)

track 1b

Mon 10:55

solitude

p. 29

David Bindel

Stochastic Estimators in Gaussian Process
Kernel Learning

PS 2

poster 34

smithfield

p. 32

Daniel Boley

Fast Computation of Random Walk
Fundamental Tensor

PS 1

poster 15

duck pond

p. 34

Matthias Bolten

Numerical Linear Algebra Aspects of
Parallelization in Time

plenary

Wed 9:40

latham ab

p. 38

Erik Boman

A Hierarchical Low-rank Solver for Sparse
Linear Systems

track 6b

Thu 4:40

solitude

p. 40

Jessica Bosch

Fast Iterative Solvers for Cahn–Hilliard
Problems

PS 2

poster 22

duck pond

p. 42

Alessandro Buccini

Non-Stationary Regularizing
Preconditioners for Ill-Posed Problems

track 2a

Mon 4:40

latham ab

p. 44

Trevor Caldwell

Numerical Conformal Mapping in Chebfun

PS 1

poster 45

smithfield

p. 48

João Cardoso

Matrix Arithmetic-Geometric Mean and the
Computation of the Logarithm

track 4a

Tue 4:40
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Preconditioned Iterative Solves in Model Reduction
of Second Order Linear Dynamical Systems
Navneet Pratap Singh, Kapil Ahuja, Heike Fassbender
Abstract
Recently a new algorithm for model reduction of second order linear dynamical systems with proportional damping, the Adaptive Iterative Rational Global Arnoldi (AIRGA) algorithm [4], has been
proposed. The main computational cost of the AIRGA algorithm is in solving a sequence of linear
systems. These linear systems do change only slightly from one iteration step to the next. Here
we focus on efficiently solving these systems by iterative methods and the choice of an appropriate
preconditioner. We propose the use of relevant iterative algorithm and the Sparse Approximate
Inverse (SPAI) preconditioner. A technique to cheaply update the SPAI preconditioner in each
iteration step of the model order reduction process is given. Moreover, it is shown that under
certain conditions the AIRGA algorithm is stable with respect to the error introduced by iterative
methods. Our theory is illustrated by experiments. It is demonstrated that SPAI preconditioned
Conjugate Gradient (CG) works well for model reduction of a one dimensional beam model with
AIRGA algorithm. Moreover, the computation time of preconditioner with update is on an average
2
3 -rd of the computation time of preconditioner without update. With average timings running into
hours for very large systems, such savings are substantial.
The main contributions of this work are briefly described in four different sections. Section 1
summarizes the AIRGA model reduction process. We discuss the use of preconditioners and cheap
updates to them in Section 2. In Section 3, we discuss stability of AIRGA with respect to the errors
introduced by iterative solvers. Results are summarized in 4.

1

Model Reduction and AIRGA

A continuous time-invariant second order linear dynamical system is of the form
M ẍ(t) = − Dẋ(t) − Kx(t) + F u(t),
y(t) = Cp x(t) + Cv ẋ(t),

(1)

where M, D, K ∈ Rn×n are mass, damping and stiffness matrices, respectively, F ∈ Rn×m , Cp , Cv ∈
Rq×n are constant matrices. In (1), x(t) ∈ Rn is the state, u(t) ∈ Rm is the input, and y(t) ∈ Rq is
the output. We assume the case of proportional damping, i.e., D = αM +βK, where the coefficients
α and β are chosen based on experimental results [3, 4].
It is assumed that the order n of the system (1) is extremely high. The simulation of large dynamical
systems can be unmanageable due to high demands on computational resources, which is the main
motivation for model reduction. The reduced system of (1) is described by
¨ = − D̂x̂(t)
˙ − K̂ x̂(t) + F̂ u(t),
M̂ x̂(t)
˙
ŷ(t) = Ĉp x̂(t) + Ĉv x̂(t),
where M̂ , K̂, D̂ ∈ Rr×r , F̂ ∈ Rr×m , Ĉp , Ĉv ∈ Rq×r and r  n. The damping property of the
original system needs to be reflected in the reduced system. That is, D̂ = αM̂ + β K̂ is required,
where α and β remain unchanged from the original system.
1

This work focuses on the Adaptive Iterative Rational Global Arnoldi (AIRGA) algorithm [4] for
model reduction, which is a moment matching based algorithm. Here, the moments are matched at
multiple expansion points si , i = {1, . . . , l}. AIRGA algorithm is listed in Algorithm 1, and here
we only show those parts of AIRGA algorithm that require solving a linear system.
Algorithm 1 Adaptive Iterative Rational Global Arnoldi Algorithm [4]
1: Input: {M, D, K, F, Cp , Cv ; S is the set initial expansion points si , i = 1, . . . , l}
2: while no convergence do
3:
for each si ∈ S do
4:
X (0) (si ) = (s2i M + si D + K)−1 F
5:
end for
6:
j=1
7:
while no convergence do
8:
Let σj be expansion point corr. to maximum moment error of reduced system at si
9:
Vj = X (j−1) (σj )/kX (j−1) (σj )kF
10:
for i = 1, . . . , l do
11:
if (si == σj ) then
12:
X (j) (si ) = −(s2i M + si D + K)−1 M Vj
13:
else X (j) (si ) = X (j−1) (si )
14:
end if
15:
end for
16:
j =j+1
17:
end while
18:
Compute Ṽ = [V1 , V2 , . . .], and use it to compute a temporary reduced system.
19: end while
20: Use the V ’s above, and compute the reduced system.

2

SPAI and SPAI Updates

Some existing preconditioning techniques include Successive Over Relaxation, Polynomial, Incomplete Factorizations, Sparse Approximate Inverse (SPAI), and Algebraic Multi-Grid. We use SPAI
preconditioner [5] here since these (along with incomplete factorizations) are known to work in the
most general setting. Also, SPAI preconditioners are easily parallelizable, hence, have an edge over
incomplete factorization based preconditioners. Application of SPAI to linear solves in AIRGA is
straightforward. Here we show cheap SPAI updates that exploit the change in the linear system
matrices of AIRGA.
Let Kold = s2old M + sold D + K and Knew = s2new M + snew D + K be two coefficient matrices for
different expansion points sold and snew , respectively. These expansion points can be at the same or
different AIRGA iteration. If the difference between Kold and Knew is small, then one can exploit
this while building preconditioners for this sequence of matrices. This has been considered in the
quantum Monte Carlo setting [1] and for model reduction of first order linear dynamical systems [6].
Let Pold be a good initial preconditioner for Kold . As will be seen, a cheap preconditioner update
can be obtained by asking for Kold Pold ≈ Knew Pnew , where old, new = {1, . . . , l} and, as earlier, l
denotes the number of expansion points. Expressing Knew in terms of Kold , we get
−1
−1
Knew = Kold (I + (s2new − s2old )Kold
M + (snew − sold )Kold
D).

2

Now we enforce Kold Pold = Knew Pnew or

−1
−1
Kold Pold = Kold (I + (s2new − s2old )Kold
M + (snew − sold )Kold
D)

−1
−1
· (I + (s2new − s2old )Kold
M + (snew − sold )Kold
D)−1 Pold

= Knew Pnew ,

−1
−1
where Pnew = (I + (s2new − s2old )Kold
M + (snew − sold )Kold
D)−1 Pold .

−1
−1
Let Qnew ≈ (I + (s2new − s2old )Kold
M + (snew − sold )Kold
D)−1 , then the above implies Kold Pold ≈
Knew Qnew Pold or Kold ≈ Knew Qnew . This leads us to the following idea: instead of solving for Pnew
from Kold Pold = Knew Pnew , we solve a simpler problem

min kKold − Knew Qnew k2F = min
(j)

n
X
j=1

(j)

(j)
kold − Knew qnew

2
2

,

(j)

where kold and qnew denote the j th columns of Kold and Qnew , respectively. Compare this minimization problem with the one in SPAI. Earlier, we were finding the preconditioner Pnew for Knew by
solving min kI − Knew Pnew k2F . Here, we are finding the preconditioner Pnew (i.e., Pnew = Qnew Pold )
by solving min kKold − Knew Qnew k2F . The second formulation is much easier to solve since in the
first Knew could be very different from I, while in the second Knew and Kold are similar (change
only in the expansion points).

3

Stability of AIRGA

In this section, we study stability of AIRGA with respect to the errors introduced by iterative solves.
This work is inspired by stabilty of another model reduction algorithm, IRKA, in [2].
Suppose X (j) (si ) at line 4 and 12 in AIRGA algorithm (Algorithm 1) are computed using a direct
method of solving linear system. This gives us the matrix V at line 18 in Algorithm 1. Let f be
the functional representation of the moment matching process that uses V in AIRGA (i.e., exact
AIRGA). Similarly, suppose X (j) (si ) at line 4 and 12 in Algorithm 1 are computed using an iterative
method of solving linear systems. Since iterative methods are inexact, i.e., they solve the linear
systems upto a certain tolerance, we denote the resulting matrix V as Ṽ . Let f˜ be the functional
representation of the moment matching process that uses Ṽ in AIRGA (i.e., inexact AIRGA). Then,
we will say that AIRGA is stable with respect to iterative solvers if
f˜(H(s)) = f (H̃(s)) for some H̃(s) with
kH(s) − H̃(s)kH2 or
kH(s)kH2 or H∞

H∞

= O(kZk),

where H(s) is the transfer function of the original full model and H̃(s) is the transfer function of
a perturbed original full model corresponding to the error in the linear solves for computing Ṽ in
inexact AIRGA. This perturbation is denoted by Z.
In our paper we derive the expression for Z. The next theorem summarizes the stability of AIRGA.

Theorem 1 If the linear systems arising in AIRGA are solved by a Ritz-Galerkin based solver (i.e.,
the residual is orthogonal to the generated Krylov subspace) and k(s2 M + sD + K)−1 kH∞ · kZk < 1,
then AIRGA is stable.
3

Table 1: Total computation time of CG with preconditioners
Size CG and SPAI (Min) CG and SPAI update (Min)
2000
3.1
2.1
10000
61.2
40.7
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Results

Consider a one dimensional beam model [3], which is of the form (1)
M ẍ(t) + Dẋ(t) + Kx(t) = F u(t),
y(t) = Cp x(t),
where m = q = 1, F ∈ Rn×1 and Cp ∈ R1×n . The model has proportional damping, i.e., D =
αM + βK, where the damping coefficients α and β belong to (0, 1) [3]. We consider the model with
two different sizes, n = 2000 and n = 10000. We compute a reduced order model by the AIRGA
algorithm given in Algorithm 1.
Table 1 shows the total computation time for iterative solves (i.e., CG time plus the preconditioner
time) when using basic SPAI preconditioner and when using SPAI with update preconditioner for
model sizes 2000 and 10000. We can notice from this table that computation time of iterative solves
with SPAI update is on an average 32 -rd of the computation time of iterative solves with SPAI. This
saving is larger for model size 10000 (we go from around 1 hour to 40 Minutes). Hence, larger the
problem more the saving.

References
[1] K. Ahuja and B. K. Clark and E. de Sturler and D. M. Ceperley and J. Kim, Improved Scaling for Quantum Monte Carlo on Insulators, SIAM Journal on Scientific Computing,
33 (2011), pp. 1837–1859.
[2] C. Beattie and S. Gugercin and S. A. Wyatt, Inexact solves in interpolatory model
reduction, Elsevier Journal of Linear Algebra and its Applications, 436 (2012), pp. 2916–2943.
[3] C. Beattie and S. Gugercin, Krylov-based model reduction of second-order systems with
proportional damping, Proceedings of the 44th IEEE Conference on Decision and Control (2005),
pp. 2278–2283.
[4] T. Bonin and H. Fassbender and A. Soppa and M. Zaeh, A fully adaptive rational global
Arnoldi method for the model-order reduction of second-order MIMO systems with proportional
damping, Elsevier Mathematics and Computers in Simulation, 122 (2016), pp. 1–19.
[5] E. Chow and Y. Saad, Approximate inverse techniques for block-partitioned matrices, SIAM
Journal on Scientific Computing, 18 (1997), pp. 1657–1675.
[6] A. K. Grim-McNally, Reusing and updating preconditioners for sequences of matrices, Masters Thesis (2015), Virginia Tech, USA.

Go back to Thursday’s schedule.

Go back to Parallel Talks #5.

4

Go back to speaker index.

A Quadratically Convergent Algorithm Based on Matrix Equations
for Inverse Eigenvalue Problems
Kensuke Aishima
Abstract
Inverse eigenvalue problems arise in a variety of applications [3]. In this talk, we derive an effective
numerical algorithm to solve the inverse symmetric eigenvalue problems based on matrix equations.
The idea is seen in the latest study by Ogita–Aishima [8] that proposes an efficient iterative refinement algorithm for symmetric eigenvalue problems. In other words, this study is interpreted as a
unified view to eigenvalue problems and inverse eigenvalue problems based on the matrix equations.
To the best of our knowledge, such a unified development of algorithms is provided for the first time.
The proposed algorithm [1] for solving the inverse eigenvalue problems is viewed as an improved
version of the Cayley transform method [2, 3, 7, 9] that is one of the most effective methods for the
inverse eigenvalue problems.
More specifically, our aim is to solve the following inverse eigenvalue problems. Let A0 , A1 , . . . , An
be real symmetric n × n matrices. As in [2, 7], we assume that the prescribed eigenvalues are all
distinct, i.e., λ∗1 < λ∗2 < · · · < λ∗n . In addition, let c = [c1 , . . . , cn ]T ∈ Rn , Λ∗ = diag(λ∗1 , . . . , λ∗n ).
Define
A(c) := A0 + c1 A1 + · · · + cn An

(1)

and denote its eigenvalues by λ1 (c) ≤ λ2 (c) ≤ · · · ≤ λn (c) in the ascending order. A typical inverse
eigenvalue problem is to find c∗ ∈ Rn such that λi (c∗ ) = λ∗i for all 1 ≤ i ≤ n. Let X ∗ ∈ Rn×n
denote an orthogonal matrix whose columns are the eigenvectors of A(c∗ ).
b ∈ Rn×n ,
The idea to design the proposed algorithm [1] is as follows. For a computed matrix X
b = X ∗ (I + E). Our aim is to compute an accurate E
e of E using the
define E ∈ Rn×n such that X
following two relations:
 ∗T ∗
X X =I
(2)
X ∗T A(c∗ )X ∗ = Λ∗
e based on the following matrix equations:
More precisely, we compute E
(
e+E
eT = X
b TX
b −I
E
e+E
e T Λ∗ = X
b T A(e
b
Λ∗ + Λ ∗ E
c)X

(3)

e and the vector c can be obtained in O(n3 ), while there are n2 + n unknown variables.
Actually, E
e we can update X
b 0 := X(I − E),
e where I − E
e is the first order approximation
After computing E,
−1
e
of (I + E) using the Neumann series.
The strengths of the proposed algorithm are summarized as follows:

• The proposed algorithm is primarily comprising matrix multiplications, though a typical Newton method requires to solve eigenvalue problems in the iterative process
• Although the proposed algorithm is similar to the Cayley transform method [2, 3, 7, 9], the
Cayley transform is not required in our algorithm, which can reduce the arithmetic operations
in each iteration.

5

• Our idea can be extended to inverse generalized symmetric definite eigenvalue problems [4, 5,
6], while the Cayley transform method cannot be applied to such problems.
Moreover, we show a sufficient condition on the convergence of the proposed algorithm, and its
quadratic convergence as stated in the following theorem.
Theorem 1 ([1]) Suppose that all the prescribed eigenvalues are distinct, [J ∗ ]ij := x∗i T Aj x∗i is
b ∈ Rn×n that satisfy
nonsingular, and the proposed algorithm is applied to X
mini6=j |λ∗i − λ∗j |
,
6nkΛ∗ k(1 + α)
p
b = X ∗ (I + E) and α := kJ ∗ −1 k√n Pn kA` k2 . Then, we obtain
where X
`=1
kEk ≤

kE 0 k ≤

359
kEk,
564

lim sup
kEk→0

kE 0 k
2nkΛ∗ k(1 + α)
≤
+ 1,
kEk2
mini6=j |λ∗i − λ∗j |

(4)

(5)

b 0 = X ∗ (I + E 0 ).
where X
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Data-Driven Optimization of Large-Scale Systems
Thanos Antoulas and Victor Gosea
Abstract
Model reduction seeks to replace a large-scale system described in terms of differential or difference
equations by a system of much lower dimension that has nearly the same response characteristics.
Model (order) reduction (sometimes abbreviated as the acronym MOR) is commonly used in the
simulation and control of complex physical processes. The systems that inevitably arise in such cases
are often too complex to meet the expediency requirements of interactive design, optimization,
or real time control. MOR has been devised as a means to reduce the dimensionality of these
complex systems to a level that is amenable to such requirements. The ensuing methods have been
an indispensable tool for speeding up the simulations arising in various engineering applications
involving large-scale dynamical systems.
Generally, large systems arise due to accuracy requirements on the spatial discretization of partial
differential equations for fluids, structures, or in the context of lumped-circuit approximations of
distributed circuit elements.
The model reduction problem. Consider a system described by a set of differential equations
Σ : Eẋ(t) = f (x(t)) + g(x(t))u(t), y(t) = Cx(t), E ∈ Rn×n , C ∈ Rp×n ,
where x(t) ∈ Rn , u(t) ∈ Rm and y(t) ∈ Rp . We seek reduced systems of the form:
˙
Σ̂ : Êx̂(t)
= f̂ (x̂(t)) + ĝ(x̂(t))u(t), ŷ(t) = Ĉx̂(t), Ê ∈ Rk×k , Ĉ ∈ Rp×k ,
where x̂(t) ∈ Rk . The numbers of inputs and outputs, m, p, remain the same, while: k  n. The
following special cases are of interest. First, linear systems:
ΣL : f (x(t)) = Ax(t), g(x(t)) = B, A ∈ Rn×n , B ∈ Rn×m ,
linear switched systems, composed of a series of N linear systems of possibly different dimension:
ΣLSS : f (x(t)) = Ai xi (t), g(x(t)) = Bi , Ai ∈ Rni ×ni , Bi ∈ Rni ×m , i = 1, · · · , N,
bilinear systems:
ΣB : f (x(t)) = Ax(t), g(x(t)) = [N1 x(t), · · · , Nm x(t)] + B, Ni ∈ Rn×n , i = 1, · · · , m,
quadratic systems:
2

ΣQ : f (x(t)) = Ax(t) + K(x(t) ⊗ x(t)), g(x(t)) = B, K ∈ Rn×n .
and finally quadratic bilinear systems, where
ΣQB : f (x(t)) = Ax(t) + K(x(t) ⊗ x(t)), g(x(t)) = [N1 x(t), · · · , Nm x(t)] + B,
2

where Ni ∈ Rn×n , i = 1, · · · , m, and K ∈ Rn×n . The symbol ⊗ denotes the Kronecker product.
7

Some general goals for reduced order models are: (1) the reduced input-output map should be
uniformly “close” to the original: for the same u(t), y − yk , should be "small" in an appropriate
sense; (2) Critical system features and structure should be preserved: stability, passivity, Hamiltonian structure, subsystem interconnectivity, or second-order structure; (3) Strategies for computing the reduced system should lead to robust, numerically stable algorithms and require minimal
application-specific tuning.
In this talk we will consider exclusively interpolatory model reduction methods. Roughly speaking, in
the linear case one seeks reduced models whose transfer function matches that of the original system
at selected frequencies. For the nonlinear case, these methods require the appropriate definition of
transfer functions. This will be done for the classes of linear switched systems, bilinear systems and
quadratic bilinear systems.
Interpolatory reduction for linear systems can be defined as follows. Consider a full-order system
defined by E, A, B, C, and its transfer function H(s) = C(sE − A)−1 B. Given left interpolation
points: {µi }qi=1 ⊂ C, with left tangential directions: {`i }qi=1 ⊂ Cp , and right interpolation points:
{λi }ki=1 ⊂ C, with right tangential directions: {ri }ki=1 ⊂ Cm , find a reduced-order system Ê, Â, B̂, Ĉ,
such that the resulting transfer function, Ĥ(s) is a tangential interpolant to H(s):
`Ti Ĥ(µi ) = `Ti H(µi ), for i = 1, · · · , q,

and

Ĥ(λj )rj = H(λj )rj , for j = 1, · · · , k,

Interpolation points and tangent directions are selected to realize the model reduction goals stated.
If instead of state space data, we are given input/output data (measured or generated by DNS –
Direct Numerical Simulation), the resulting problem is modified as follows. Given a set of inputoutput response measurements specified by left driving frequencies: {µi }qi=1 ⊂ C, using left input
directions: {`i }qi=1 ⊂ Cp , producing left responses: {vi }qi=1 ⊂ Cm , and right driving frequencies:
{λi }ki=1 ⊂ C, using right input directions: {ri }ki=1 ⊂ Cm , producing right responses: {wi }ki=1 ⊂ Cp ,
find (low order) system matrices Ê, Â, B̂, Ĉ, such that the resulting transfer function, Ĥ(s), is an
(approximate) tangential interpolant to the data:
`Ti Ĥ(µi ) = viT , for i = 1, · · · , q,

and

Ĥ(λj )rj = wj , for j = 1, · · · , k.

Interpolation points and tangent directions are determined by the data.
Goal. The purpose of this talk is to elaborate on the Loewner approach as it applies to model reduction combined with optimization for at least some of the classes of systems mentioned above. Both
Hamilton-Jacobi and Conjugate Gradient methods will be addressed in this data-driven framework.
Some recent references on the Loewner framework can be found in the bibliography.
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Generalized Matrix Functions: Theoretical and Computational Aspects
Francesca Arrigo, Michele Benzi and Caterina Fenu
Abstract
In the early 1970s Hawkins and Ben-Israel generalized the well-known notion of matrix function to
the case of rectangular matrices, introducing the concept of generalized matrix function [7].
These matrix functions (sometimes referred to as singular value functional calculus [1] or spectral
functions [5, 6]) are defined in terms of the compact singular value decomposition instead of the
Jordan canonical form, as in the standard case [9].
More explicitly, let A ∈ Cm×n be a (possibly) rectangular matrix and let r ≤ min{m, n} be the
rank of A. Moreover, let A = Ur Σr Vr∗ be a compact singular value decomposition of A, where
U ∈ Cm×r and V ∈ Cn×r have orthonormal columns and Σr = diag(σ1 , σ2 , . . . , σr ) ∈ Rr×r is square
and diagonal with the singular values of A as its diagonal elements σ1 ≥ σ2 ≥ · · · ≥ σr > 0.
If f : R+ → C is a function defined at the singular values of A, the generalized matrix function
f  : Cm×n → Cm×n induced by f is defined as
f  (A) := Ur f (Σr )Vr∗ ,
where f (Σr ) = diag(f (σ1 ), f (σ2 ), . . . , f (σr )).
The original paper by Hawkins and Ben-Israel is purely theoretical and has gone largely unnoticed,
probably due to a perceived scarcity of applications. However, generalized matrix functions have
often appeared in the literature, but have almost never been recognized as such. Applications of
generalized matrix functions range from matrix optimization problems and compressed sensing to
control theory and network science.
In this talk, after briefly reviewing some of these applications, we describe a few properties of
generalized matrix functions. We then move on to the description of three different approaches,
all based on the Golub–Kahan bidiagonalization algorithm [8], that can be used to approximate
bilinear forms that involve generalized matrix functions: z∗ f  (A)w, where w ∈ Cn and z ∈ Cm .
We also show some numerical results that assess the effectiveness of the proposed techniques. In
particular, we focus on applications in the field of network science, where bilinear forms involving
generalized matrix functions are used to define centrality and communicability indices in directed
networks [2, 4].
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Revisiting Asynchronous Linear Solvers:
Provable Convergence Rate Through Randomization†
Haim Avron, Alex Druinsky, Anshul Gupta
Abstract

1

Introduction

It has long been recognized that high global synchronization costs will eventually limit the scalability
of iterative solvers. So early on, starting with the pioneering work of [2] on chaotic relaxation (see
review by [3]), asynchronous methods have been researched and deployed. These methods avoid
synchronization points and their associated costs by allowing processors to continue to work even
if not all progress made by other processors has been communicated to them.
While asynchronous methods were successfully applied to many numerical problems [3], interest
in them dwindled over the years. One important reason is that until recently, concurrency was
not large enough to warrant the use of asynchronous methods, as asynchronous methods typically
require more computation when compared to their synchronous counterparts. Other reasons are
related to the limits of existing theory on asynchronous methods. Historically, the applicability of
asynchronous methods for solving linear equations was limited to restricted classes of matrices, such
as diagonally dominant matrices. This had a substantially negative impact on the relevance and
interest in asynchronous methods, as most of the matrices arising in applications did not posses
the required attributes. Furthermore, analysis of asynchronous methods for solving linear equations
focused on proving convergence in the limit. How the rate of convergence compares to the rate of
convergence of the synchronous counterparts, and how this rate scales when the number of processors
increases, was seldom studied and is still not well understood.
Today, with concurrency reaching extreme levels, asynchronous algorithms are becoming attractive.
On the other hand, it is also clear that a paradigm shift regarding the way asynchronous methods
are designed and analyzed must be made, if such methods are to be deployed. To that end, the talk
will present three significant contributions. It presents an asynchronous solver with randomization
as a key algorithmic component, a rigorous analysis that affirms the role of randomization as an
effective tool for improving asynchronous solvers, and an analytical methodology for asynchronous
linear solvers based on a realistic bounded-delay model.
Specifically, we will present a new asynchronous shared-memory parallel solver for symmetric positive definite matrices with a provable linear convergence rate under a mostly asynchronous computational model that assumes bounded delays. Our analysis shows a convergence rate that is linear
in the condition number of the matrix, and depends on the number of processors and the degree to
which the matrix is sparse. A slightly better bound is achieved if we occasionally synchronize the
processors. In either case, as long as the number of processors is not too large relative to the size and
sparsity of the matrix, the convergence rate is close to that of the synchronous counterpart. Unlike
in general asynchronous methods, the convergence rate does not depend on numerical classification
of the matrix (e.g., diagonal dominance). In particular, our method will converge for essentially any
†

This abstract is based on a Journal of the ACM article of the same name [1], which, in turn, is an extended
version of a previous IPDPS paper. All the results in this abstract already appear in the JACM paper.
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large sparse symmetric positive definite matrix as long as not too many processors are used. We
also present an algorithm for unsymmetric systems and overdetermined least-squares.
Our method and its analysis do have some limitations. Adapting the algorithm to the distributed
memory setting is not straightforward, and will require a more limited form of randomization which
might break the theoretical analysis. Our algorithm also tends to generate much more cache misses
than classical asynchronous methods for structured matrices. Again, it may be possible to circumvent this using a more restricted form of randomization. More importantly, our algorithm’s
convergence is inherently slower than that of Krylov-subspace methods, which is a feature of the
underlying synchronous algorithm. For this reason, the algorithm is most suitable when only moderate accuracy is sought, either when we require low accuracy in the ultimate solution or when we
use the algorithm as a preconditioner in a flexible Krylov method.
Nevertheless, even with these limitations we believe our work presents a significant improvement in
the applicability of asynchronous linear solvers, as well as in the convergence analysis, and suggests
randomization as a key paradigm to serve as a foundation for asynchronous methods.

Setup and Notation. This abstract is concerned with solving the linear equation Ax = b where
A ∈ Rn×n is a symmetric positive definite matrix, and b ∈ Rn . For simplicity we assume that A has
a unit diagonal. This is easily accomplished using re-scaling. Our results can be easily generalized
to allow an arbitrary diagonal, but making this assumption helps keep the presentation and notation
more manageable. We denote the exact solution to this equation by x? , i.e. x? = A−1 b. We denote
the largest eigenvalue of A by λmax , and the smallest eigenvalue by λmin . The condition number of
A, which is equal to λmax /λmin , is denoted by κ.
We describe algorithms that generate a series of approximations to x? , denoted by x0 , x1 , . . . (subscript index is the iteration counter), which are actually random vectors. We denote the expected
squared A-norm of the error of xm by Em . That is,


Em ≡ E kxm − x? k2A .

2

Randomized Gauss-Seidel

Consider the following iteration [5, 4] applied to some arbitrary initial vector x0 ∈ Rn , and a series
of direction vectors d0 , d1 , . . . :
γj = (x? − xj , dj )A

xj+1 = xj + βγj dj .

(1)

where 0 < β < 2. Even though x? is unknown, the iteration is computable since Ax? = b.
In (1) the scalars γ0 , γ1 , . . . are selected so as to minimize kx? − xj+1 kA when xj+1 is obtained from
xj by taking a step in the direction dj with β = 1. There are quite a few ways to set d0 , d1 , . . . .
Randomized Gauss-Seidel refers to using random unit directions: d0 , d1 , . . . are i.i.d. random
vectors, taking e(1) , . . . , e(n) . For this distribution of direction vectors, Griebel and Oswald [4]
proved the following bound on the expected error in the A-norm:
Em ≤



β(2 − β)λmin m
kx0 − x? k2A .
1−
n
12

(2)

3

Asynchronous Randomized Gauss-Seidel (AsyRGS)

Algorithm 1 Randomized Gauss-Seidel
1: Input: A ∈ Rn×n , b ∈ Rn , (pointer to) vector x (initial approximation and algorithm output),
β ∈ (0, 2).
2:
3:
4:
5:
6:
7:
8:

loop
Pick a random r uniformly over {1, . . . , n}
Read the entries of x corresponding to non-zero entries in Ar
Using these entries, compute γ ← (b)r − Ar x
Update: (x)r ← (x)r + βγ
end loop

Algorithm 1 contains a pseudo-code description of randomized Gauss-Seidel in which we made the
read and update operations explicit. Consider a shared memory model with P processors. Each
processor follows Algorithm 1 using the same x, i.e. all processors read and update the same
x stored in a shared memory. The processors do not explicitly coordinate or synchronize their
iterations. We do, however, impose assumptions, some of which may require enforcement in an
actual implementation. These are:
Assumption A-1 (Atomic Write). The update operation in line 7 is atomic.
Assumption A-2 (Bounded Asynchronism). There is a constant τ (measure of asynchronism)
such that all updates that are older than τ iterations participate in the computation of iteration j,
for all iterations j = 1, 2, . . . .
Assumption A-3 (Independent Delays). The set of delays in updates can be arbitrary, but it
does not depend on the random choices d0 , d1 , . . . .
Under these assumptions the governing iteration is:
{0, . . . , max{0, j − τ − 1}} ⊆ K(j) ⊆ {0, . . . , j}
dj ∼ U (e(1) , . . . , e(n) )

γj = (x? − xK(j) , dj )A

(3)

xj+1 = xj + βγj dj

with the additional assumptions that d0 , d1 , . . . are i.i.d, and that K(0), K(1), . . . do not depend on
the random choices d0 , d1 , . . . . See the full paper for a more detailed discussion of the assumptions.

4

Main Result

The following is our main theoretical result for (3). The full paper contains also a discussion and
additional results, which will be discussed in the talk.
Theorem 1 Consider iteration (3) with the additional assumptions
listed below it for some 0 ≤
 P
β < 1 and an arbitrary starting vector x0 . Let ρ2 = maxl n1 nr=1 A2lr . Provided that β(1 − β −
ρ2 τ 2 β/2) > 0, the following holds:
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(a) For every m ≥

log(1/2)
log(1−λmax /n)

≈

0.693n
λmax

we have


ωτ (β)
Em ≤ 1 −
E0
2κ

where
(b) Let T0 =

l

log(1/2)
log(1−λmax /n)

Em ≤

m



ωτ (β) = 2β(1 − β − ρ2 τ 2 β/2) .
and T = T0 + τ . For every m ≥ rT (r = 1, 2, . . . ) we have

ωτ (β)
1−
2κ


r−1
ωτ (β)(1 − λmax /n)τ
1−
+ ψ(β)
E0
2κ

where
ψ(β) =

5

ρ2 τ 3 β 2 λmax (1 − λmax /n)−2τ
.
n

Numerical Experiments

While the primary aim of the talk will be to present analytical results, we will also report experimental results. With our implementation, we are able to demonstrate that the proposed method can
be attractive for certain types of linear systems even in the absence of massive parallelism. Previous
asynchronous methods, as well as ours, are based on basic iteration (e.g., Gauss-Seidel). Those are
known to convergence very slowly in the long run when compared with Krylov subspace methods.
However, big data applications typically require very low accuracy, so they are better served using
basic iterations as these tend to initially converge very quickly and scale better. Our experiments
show that for a linear system arising from analysis of social media data, our proposed algorithm
scales well, pays very little to no penalty for asynchronicity, and overall seems to present the best
choice for solving the said linear system to the required accuracy. We will also report experiments
that use our method as a preconditioner.
Due to space limitation, actual experimental results are not included in this abstract. We refer the
interested reader to the journal paper [1].
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Rayleigh Quotient Optimizations and Eigenvalue Problems
Zhaojun Bai, Chengming Jiang, Ren-Cang Li, Ding Lu
Abstract
Classical Rayleigh quotient optimizations and variational principles for symmetric matrices and
symmetric definite pencils are in large part responsible in our deep understanding and efficient
computational treatments for the associated eigenvalue problems. Meanwhile, the advance of eigensolver techniques also facilitate the solutions and applications of a large class of Rayleigh quotient
optimization problems arising in computational science and engineering and data analysis.
In the past few years, we have taken a synergistic study on the origins of various Rayleigh quotienttype optimizations and their underlying eigenvalue problems. In this talk, we will present our recent
work on the following two Rayleigh quotient-type optimizations:
1. Robust Rayleigh quotient optimizations arising from applications that involve data acquisition
and analysis encounter with uncertainty in the form of noises and measurement errors,
2. Constrained Rayleigh quotient optimizations that incorporate a prior domain knowledge such
as must-link and cannot-link constrained arising in data clustering and graph partition.
We will show these RQ-type optimizations can be reformulated in nonlinear eigenvalue problems,
and present newly developed eigensolvers for those challenging problems.
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Discovering Fast Matrix Multiplication Algorithms
Using Tensor Decomposition
Grey Ballard
Abstract
Fast algorithms for matrix multiplication are ones that perform o(n3 ) arithmetic operations for
multiplying n × n matrices. For example, Strassen discovered the first such algorithm [7], which
has arithmetic complexity O(nlog2 7 ), where log2 7 ≈ 2.81. Since that discovery, significant effort
and progress has been made to tighten the lower and upper bounds on the true exponent of matrix
multiplication, with the current tightest upper bound being approximately 2.373 [5].
However, much of the progress on reducing the upper bound has been purely theoretical. That is,
few of the fast algorithms that yield the better exponents have been implemented and demonstrated
to outperform the best implementations of the classical, Θ(n3 ) algorithm for reasonable matrix sizes
and on high performance architectures. Recently, there has been renewed interest in identifying fast
algorithms that are also practical [2, 6]: those with exponents smaller than 3 that actually outperform vendor-tuned BLAS libraries, which implement the classical algorithm. We also note that
the reduced arithmetic complexity of fast algorithms does come at the expense of some numerical
accuracy. However, the norm-wise bounds that exist for fast algorithms are well understood, and
there exist cheap pre- and post-processing techniques that help mitigate anomalous instances [1].
Nearly all fast algorithms are defined by a recursive rule for multiplying matrices of fixed dimensions.
Letting hm, k, ni denote the matrix multiplication of an m × k matrix by a k × n matrix, if we define
an algorithm for hm0 , k0 , n0 i that requires q < m0 k0 n0 scalar multiplications (and some number
of additions and subtractions), then we can use recursion to obtain an algorithm for hmt0 , k0t , nt0 i
that has arithmetic complexity O(q t ). When m0 = k0 = n0 , q multiplies implies an algorithm for
hn, n, ni with complexity O(nlogn0 q ). For example, Strassen’s original algorithm is based on a rule for
h2, 2, 2i using 7 multiplies. Furthermore, an algorithm for hm0 , k0 , n0 i using q multiplies also yields
algorithms for hn0 , m0 , k0 i and hk0 , n0 , m0 i with the same number of multiplies [3], which implies
an algorithm for hn, n, ni with complexity O(n3 logm0 k0 n0 q ). These properties reduce the search for
better arithmetic complexity exponents to the search for algorithms that minimize multiplications
for fixed sets of base case dimensions.
The search for algorithms can be reduced further to a tensor decomposition problem. An algorithm
for hm, k, ni using q multiplies corresponds to an exact rank-q CP decomposition of a particular
mk × kn × mn tensor. Here, the CP decomposition is the CANDECOMP/PARAFAC or canonical
polyadic decomposition, defined by
T=

q
X
r=1

ur ◦ v r ◦ w r ,

where ur , vr , wr are vectors and ◦ is outer-product multiplication. Elements of the tensor corresponding to hm, k, ni are in {0, 1} and defined by
ta+(c−1)m,d+(e−1)k,f +(b−1)n = δab δcd δef ,
where 1 ≤ {a,b} ≤ m; 1 ≤ {c,d} ≤ k; 1 ≤ {e,f } ≤ n; and δ is the Kronecker delta function, so
that δij = 1 if i = j and δij = 0 otherwise. The vectors {ur , vr , wr } of the CP decomposition can
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be organized into three factor matrices U, V, W that each have q columns. We use the notation
JU, V, WK to denote the tensor generated by the factor matrices. Thus, our goal is to solve the
optimization problem
min kT − JU, V, WKk ,
U,V,W

and obtaining an objective function value of zero corresponds to the discovery of an algorithm.
Numerical methods for solving this optimization problem have been well studied. The most popular
technique is known as Alternating Least Squares (ALS), which works by alternatingly solving for one
of the factor matrices with all other factor matrices are fixed. However, because ALS is a numerical
method, even if it is converging to a solution, the variables will have floating point values and the
solution will be only an approximation, correct up to a function of the floating point precision.
In order to obtain an exact matrix multiplication algorithm, we need the decomposition also to be
exact. To address this issue, various regularization techniques have been used to encourage variables
to converge to a discrete set of values (e.g., {−1, 0, 1}) [2, 4, 6].
In this talk, we will present the most successful techniques for using numerical tensor approximation
methods to discover new fast matrix multiplication algorithms. We will survey the set of recently
discovered algorithms and discuss their practicality, both in terms of the performance of their implementations and their numerical properties (which can be readily determined from their JU, V, WK
representations). Finally, we will highlight recent progress in exploiting unique structure in matrix
multiplication tensors to extend the reach of computational techniques for tackling the problem of
the complexity of matrix multiplication.
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Range-Separated Tensor Formats for Numerical Modeling
of Many-Particle Systems
Peter Benner, Boris N. Khoromskij, Venera Khoromskaia
Abstract
One of the central developments of the past decade in the Computational Sciences and Engineering
is the increasing omnipresence of tensors for representing high-dimensional data and the associated
development of computational techniques to deal with tensors efficiently, see the surveys [6, 2] and
the recent monograph [3]. In particular, the detection and exploitation of low-rank structures in
tensors has led to numerous highly efficient algorithms, often breaking the curse of dimensionality
inherent to most high-dimensional problems. Such formats for approximating and storing tensors
in low-rank formats include the (hierarchical) Tucker and the related tensor-train formats as well
as the CP (CANDECOMP/PARAFAC) decomposition. The development of computational tensor
techniques or numerical tensor/multi-linear algebra is one of the driving forces in many application
areas, ranging from multi-particle physics and quantum chemistry to big data analytics, machine
learning, and uncertainty quantification. We refrain from a list of references supporting these statements, but refer to the literature survey in [2] for this. Here, we will focus on the typical situation
arising in computational physics and chemistry involving low- and short-range interactions in many
particle systems, and we will propose a new tensor format dedicated to the efficient representation
of low-range interaction potentials.
The numerical treatment of long-range interaction potentials is a challenging task in computer
modeling of many-particle systems. For a given non-local generating kernel p(kxk), x ∈ R3 , the
calculation of a weighted sum of interaction potentials in the large N -particle system, with the
particle locations at xν ∈ R3 , ν = 1, . . . , N ,
P (x) =

XN

ν=1

zν p(kx − xν k),

zν ∈ R,

xν , x ∈ Ω = [−b, b]3 ,

(1)

leads to computationally intensive numerical tasks. Indeed, the generating radial basis function
p(kxk) is allowed to have a slow polynomial decay in 1/kxk as kxk → ∞ so that each individual
term in (1) contributes essentially to the total potential at each point in the computational domain
Ω, thus predicting an O(N ) complexity for the straightforward summation at every fixed target
x ∈ R3 . Moreover, in general, the function p(kxk) has a singularity or a cusp at the origin, x = 0,
making its full grid representation problematic. Typical examples of the radial basis functions
p(kxk) are given by the Newton, Slater, Yukawa, Helmholtz, and other Green’s kernels.
The traditional methods for numerical modeling of many-particle systems are based on the Ewald
summation techniques combined with the FFT or fast multipole methods. All these approaches
have limitations due to mapping the target multi-particle potentials onto large spatial grids of high
fidelity.
We present the new range-separated (RS) canonical/Tucker tensor formats [1] which aim for the efficient numerical treatment of 3D long-range interaction potentials in a system of generally distributed
particles. The main idea of the RS format is the distinct grid-based low-rank tensor representation
of the long- and short-range parts in the total sum P (x) of single-particle long-range (electrostatic)
potentials in (1) discretized in the form of a tensor P ∈ Rn×n×n by projection of P (x) onto a fine
3D n × n × n Cartesian grid Ωn ⊂ Ω. This global splitting is based on the separation of a single
tensor for the reference potential p(kxk), say p(kxk) = 1/kxk in the case of electrostatics, into a sum
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of localized and long-range canonical tensors, both represented with low-rank on the computational
grid Ωn .
The main benefits of the RS format and the respective reduced model approach is the efficient
representation of the long-range contribution Pl to the total potential sum P by using the multigrid
accelerated canonical-to-Tucker transform [5], which returns Pl in a form of a low-rank canonical/Tucker tensor at the asymptotic cost O(N n). It is proven in [1] that the corresponding tensor
ranks only weakly (logarithmically) depend on the number of particles N , justifying the competitiveness of the RS tensor approach.
Theorem 1 (Rank bounds for the long-range tensor). With the proper long-short range tensor
splitting of the generating kernel p(kxk), the total ε-rank r0 of the Tucker approximation to the
long-range tensor Pl is bounded by
|r0 | := rankT uck (Pl ) = C b log3/2 (| log(ε/N )|),
where the constant C does not depend on the number of particles N and ε is the approximation
accuracy of the low-rank tensor approximation.
Hence, the long-range contribution Pl to the target sum is represented via the low-rank global
canonical/Tucker tensor defined on the fine n × n × n grid Ωn , with O(n) memory requirements.

The short-range contribution Ps to the total tensor sum P = Ps + Pl is constructed by using a
single reference low-rank tensor U0 , rank (U0 ) = R0 , of local support selected from the "shortrange" canonical vectors in the tensor decomposition of p(kxk). To that end, the whole set of N
short-range clusters is represented by replication and rescaling of the rank-R0 localized canonical
tensor U0 defined on a small ns × ns × ns Cartesian grid with ns  n, thus reducing the storage to
an O(1)-parametrization of the reference canonical tensor U0 and the list of coordinates {xν } and
charges {zν } of particles. Summation of the short-range parts living on the n × n × n computational
grid Ωn needs O(N ns ) operations.
Definition 1 (RS-canonical tensors). Given the generating localized tensor U0 with rank (U0 ) ≤
R0 and diam (suppU0 ) = ns , the RS-canonical tensor format specifies the class of d-tensors A ∈
Rn1 ×···×nd which can be represented
tensor A0 ∈ Rn1 ×···×nd and a
PNas a sum of a rank-R canonical
n
×···×n
1
b
d is generated by replication
cumulated canonical tensor U = ν=1 zν Uν , where each Uν ∈ R
of U0 at the particle centers {xν },
A=

XR

k=1

(1)

(d)

ξk uk ⊗ · · · ⊗ uk +

XN

ν=1

zν Uν .

(2)

For quasi-uniformly distributed points {xν }, the RS canonical tensor can be parametrized with a
cost that is linearly proportional to both the number of particles N and the univariate grid size n.
Indeed, the memory cost of a RS-canonical tensor A = [ai ] in (2) is estimated by
mem (A) ≤ dRn + (d + 1)N + dR0 ns .
Each entry ai in the RS-canonical tensor A can be calculated as a sum of long- and short-range
contributions at a cost in O(dR + 2dns R0 ). The class of RS Tucker tensors is defined in a similar
way.
The RS canonical/Tucker tensor representations reduce the cost of multi-linear algebraic operations
involving the 3D potential sums arising in numerical modeling of multi-dimensional data by radial
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basis functions. For instance, this arises in computation of the electrostatic potential of a system
of distributed charged particles like proteins, core potentials in lattice-structured systems and in
compact molecules [4], in 3D integration and convolution transforms, computation of gradients,
forces and the interaction energy of many-particle systems, as well as in the low parametric fitting
of multi-dimensional scattered data or covariance in stochastic measurements by reducing all of
them to 1D calculations.
The efficient numerical realization of RS formats can be achieved by a trade-off between the rank
parameters in the long-range part and the effective support of the local sub-tensors Uν . Indeed, the
range separation step can be realized adaptively by a simple tuning of splitting rank parameters in
the reference tensor based on an ε-tolerance threshold in estimating the effective local support ns .
Besides introducing the RS tensor formats, we will describe the computational multi-linear algebra
calculus associated with this new low-rank tensor format and discuss the related computational
complexity. The efficiency of the RS tensor approximation will be illustrated by numerics for the
free space electrostatic potential of proteins (including more than one thousand of atoms) arising
in the solution of the Poisson-Boltzmann equation.
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Spacey Random Walks
Austin R. Benson, David F. Gleich, Lek-Heng Lim
Abstract
Random walks are a fundamental model in applied mathematics and are a common example of a
Markov chain. The limiting stationary distribution of the Markov chain represents the fraction of the
time spent in each state during the stochastic process. A standard way to compute this distribution
for a random walk on a finite set of states is to compute the Perron vector of the associated
transition probability matrix. There are algebraic analogues of this Perron vector in terms of z
eigenvectors of transition probability tensors whose entries come from higher-order Markov chains.
These vectors are nonnegative, have dimension equal to the dimension of the state space, and sum
to one. However, they are derived from an algebraic substitution in the stationary distribution
equation of higher-order Markov chains and do not carry a probabilistic interpretation.
In this talk, we present the spacey random walk, a non-Markovian stochastic process whose stationary distribution is given by a dominant z eigenvector of the transition probability tensor [2].
The process itself is a vertex-reinforced random walk, and its discrete dynamics are related to a
continuous dynamical system. We analyze the convergence properties of these dynamics and discuss
numerical methods for computing the stationary distribution. We also provide several applications
of the spacey random walk model in population genetics, ranking, and clustering data, and we use
the process to analyze taxi trajectory data in New York. This example shows definite non-Markovian
structure.

Random walks, higher-order Markov chains, and stationary distributions
Random walks and Markov chains are some of the most well-known and studied stochastic processes
as well as a common tool in applied mathematics. One of the key properties of a Markov chain is its
stationary distribution. This models where we expect the walk to be “on average” as the process runs
to infinity. (For the experts, we are concerned with the Cesàro limiting distributions.) To compute
and understand these stationary distributions, we turn to matrices. For an N -state Markov chain,
there is an N × N column stochastic matrix P, where Pij is the probability of transitioning to state
i from state j. A stationary distribution on the states is a vector x ∈ RN satisfying
X
X
xi =
Pij xj ,
xi = 1, xi ≥ 0, 1 ≤ i ≤ N.
(1)
j

i

The existence and uniqueness of x, as well as efficient numerical algorithms for computing x, are
all well-understood [5, 12].
A natural extension of Markov chains is to have the transitions depend on the past few states,
rather than just the last one. These processes are called higher-order Markov chains and are much
better at modeling data in a variety of applications including airport travel flows [11], web browsing
behavior [3], and network clustering [6].
Stationary distributions of higher-order Markov chains again show which states appear “on average”
as the process runs to infinity. To compute them, we turn to tensors. For simplicity of presentation,
we consider second-order Markov chains. We can encode the transition probabilities into a thirdorder transition probability tensor P where Pijk is the probability of transitioning to state i, given
21

P
that the last state is j and the second last state was k. In this case, i Pijk = 1 for all j and k.
(For an mth-order Markov chain, we will have an (m + 1)th-order transition probability tensor.)
The stationary distribution of a second-order Markov chain, it turns out, is simply computed by
converting the second-order Markov chain into a first-order Markov chain on a larger state space
given by pairs of states. Specifically, the stationary distribution is an N × N matrix X where
Xij is the stationary probability associated with the pair of states (i, j). This matrix satisfies the
stationary equations:
X
X
Xij =
Pijk Xjk ,
Xij = 1, Xij ≥ 0, 1 ≤ i, j ≤ N.
(2)
i,j

k

The conditions when X exists can be deduced from applying the Perron-Frobenius theorem to this
more complicated equation.
Computing the stationary distribution in this manner requires Θ(N 2 ) storage, regardless of any
possible efficiency in storing and manipulating P. For modern problems on large datasets, this may
be infeasible. Recent work by Li and Ng provides a space-friendly alternative approximation through
z eigenvectors of the transition probability tensor by considering a “rank-one approximation” to X,
i.e., Xij = xi xj [7]. In this case, Equation 2 reduces to
xi =

X
jk

Pijk xj xk ,

X

xi = 1,

i

xi ≥ 0, 1 ≤ i ≤ N.

(3)

Without the stochastic constraints on the vector entries, x is called a z eigenvector [10] or an
l2 eigenvector [8] of P with eigenvalue 1. Recent research analyzes when a solution vector x for
Equation 3 exists and provides some algorithms for computing x [4, 7]. These algorithms are
guaranteed to converge to a unique solution vector if P satisfies certain properties.
Because the entries of x sum to one and are nonnegative, they can be interpreted as a probability
vector. However, this transformation was purely algebraic. We do not yet have a canonical process
like the random walk connected to the vector x.

The spacey random walk: a stochastic process interpretation of the algebraic
tensor eigenvector problem
In this talk, we discuss an underlying stochastic process, the spacey random walk, where the limiting
proportion of the time spent at each node—if this quantity exists—is the z eigenvector x computed
above. The process is an instance of a vertex-reinforced random walk [9]. The process acts like a
random walk but edge traversal probabilities depend on previously visited nodes.
The spacey random walk stochastic process consists of a sequence of states X1 , X2 , X3 , . . . and
uses the set of transition probabilities from a second-order Markov chain (which, again, can be
summarized by a transition probability tensor P). In a second-order Markov chain, we use Xn and
Xn−1 to look-up the appropriate column of transition data based on the last two states of history.
In the spacey random walk process on this data, once the process visits Xn , it spaces out and forgets
its second last state (that is, the state Xn−1 ). It then invents a new history state Yn by randomly
drawing a past state X1 , . . . , Xn . Finally, it transitions to Xn+1 as a second-order Markov chain as
if its last two states were Xn and Yn , i.e., it transitions to Xn+1 with probability PXn+1 ,Xn ,Yn .
In order to study the convergence of the spacey random walk, we use a result from Benaïm that
describes a relationship between discrete vertex-reinforced random walks and a continuous-time
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dynamical system associated with the process [1]. In our context, the dynamical system is


dx
= π P(1) · (x ⊗ I) − x,
dt

(4)

where π is the map that sends a transition matrix to its stationary distribution and P(1) is the
mode-1 unfolding of P:


P(1) := P••1 P••2 . . . P••N .
(5)
Essentially, the possible limiting distributions of the spacey random walk are governed by the longterm dynamics of the system in Equation 4. Put another way, convergence of the dynamical system
to a fixed point is equivalent to convergence of the fraction of time spent at each node for the
stochastic process, and thus, the convergence of the dynamical system implies the existence of a
stationary distribution.

The set of stationary distributions for the spacey random walk are the fixed points of the dynamical
system in Equation 4 . These are vectors for which
0=

X


dx
= π P(1) · (x ⊗ I) − x ⇐⇒ P(1) · (x ⊗ x) = x ⇐⇒ xi =
Pijk xj xk
dt

(6)

ij

In other words, fixed points of the dynamical system are the z eigenvectors of P that are nonnegative and sum to one, i.e., satisfy Equation 3. However, in general, not all fixed points are stable
equilibrium points for the dynamical system.
While we have presented our ideas in terms of second-order Markov chains, all of the above ideas
generalize to higher-order Markov chains of any order.

Key results
Our primary result connects the algebraic problem of dominant z eigenvectors of stochastic tensors
to the stationary distribution of the spacey random walk stochastic process, where our key analytical
tool is a dynamical system describing the asymptotic behavior of vertex-reinforced random walks.
In addition, this talk will present several other key results, which are outlined below.
Characterization of the 2-state case. We completely characterize the dynamics of the spacey
random walk for the simple case where there are only two states. We show that the dynamical
system corresponding to the spacey random walk always converges to a Lyapunov stable point,
although this point may not be unique. Our analysis applies to a wide range of generalized Pólya
urn processes.
A new method for computing the dominant z eigenvector of transition probability
tensors. An attractive, practical approach for computing z eigenvectors is a “power method”
or “fixed point” iteration. Unfortunately, this method does not always converge, even when the
dynamical system in Equation 4 converges. We present a new algorithm for computing the dominant
z eigenvector of transition probability tensors based on numerically integrating the system of ODEs
in Equation 4. We analyze the Euler method for this approach and provide conditions under which
it will converge.
An application: learning P from data. We also use the spacey random walk in a machine
learning problem. Given a set of trajectories, i.e., a set of sequences of states, we devise a convex
optimization problem for learning the entries of the tensor P under the model that the trajectories
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were generated from the spacey random walk. We learn the transition probability tensor for a
dataset consisting of taxi trajectories in New York City and find that the spacey random walk
model is just as predictive as a higher-order Markov chain.
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Generalized Matrix Functions: Properties, Algorithms, and Applications
Michele Benzi
Abstract
Generalized matrix functions were introduced in 1973 by Hawkins and Ben-Israel as a way to extend the notion of a matrix function to rectangular matrices [2]. If A is a matrix of rank r and
A = Ur Σr Vr∗ is a compact singular value decomposition of A, then one can define a function of A as
f (A) := Ur f (Σr )Vr∗ for any scalar function f defined on the singular values σ1 ≥ σ2 ≥ · · · ≥ σr > 0
of A. (Note that, generally speaking, this kind of matrix function does not reduce to the usual one
when A is square.) While the paper by Hawkins and Ben-Israel attracted little attention, generalized matrix functions arise naturally in various applications, and over the course of time several
authors have made use of them without recognizing them as such. In this talk I will review the basic
properties of generalized matrix functions and discuss some applications and numerical methods for
their approximation.
The talk is based on joint work with Francesca Arrigo and Caterina Fenu [1].

References
[1] F. Arrigo, M. Benzi, and C. Fenu, Computation of generalized matrix functions, SIAM J. Matrix. Anal. Appl., 37 (2016), pp. 836–860.
[2] J. B. Hawkins and A. Ben-Israel, On generalized matrix functions, Linear Multilinear Algebra,
1 (1973), pp. 163–171.

25

Rational Krylov Methods: Matrix Decompositions and Subspace Extraction
Mario Berljafa, Stefan Güttel
Abstract
In his paper “Rational Krylov sequence methods for eigenvalue computation,” published in 1984,
Axel Ruhe presents “a new class of algorithms which is based on rational functions of the matrix” [4]. He considers the problem of finding some of the eigenvalues of a large and sparse (or
structured) matrix A ∈ CN,N with iterative subspace algorithms. The contribution of the paper is
essentially the suggestion to use the space span{r1 (A)b, r2 (A)b, . . . , rm (A)b}, where r1 , r2 , . . . , rm
are certain rational functions, instead of the so called polynomial Krylov space Km+1 (A, b) =
span{b, Ab, . . . , Am−1 b}, where b ∈ CN is a nonzero vector. However, the paper contains essentially
no guidance for choosing rational functions and reports no numerical experiments. Consequently,
with the reach and competitiveness of the method being unclear, the paper obtains almost no attention in the following decade. Fortunately, Ruhe himself reconsiders the method and his subsequent
papers [5, 6] published in 1994 and 1998, respectively, lay the foundation for the theory and application of rational Krylov methods as we know it today. Applications can now be found in model order
reduction, nonlinear eigenvalue problems, matrix equations, and nonlinear rational least squares
fitting, to name a few. The success of rational Krylov methods relies on the superior approximation properties of rational functions compared to polynomials, in particular when approximating
functions on unbounded regions of the complex plane or near singularities.
Ruhe’s method allows for several parameters to be selected during its execution, and many different choices have been proposed in the literature, typically without justification. We consider the
method in its most general form and describe, in a necessary and sufficient sense, a related type
of matrix decompositions, which, among others, allows us to study the influence of the aforementioned parameters. Furthermore, we provide new strategies for extracting information from these
decompositions.
Rational Krylov spaces. Given a nonzero polynomial qm of degree at most m with roots disjoint
from the spectrum Λ(A) of A, we define the associated rational Krylov space of order m for (A, b, qm )
as [4, 5, 6]
Qm+1 (A, b, qm ) := qm (A)−1 Km+1 (A, b).
(1)
The roots of qm are called poles of the rational Krylov space and denoted by {ξj }m
j=1 .

Rational Arnoldi decompositions. The rational Arnoldi algorithm by Ruhe [6] constructs an
orthonormal basis for the rational Krylov space (1) and leads to matrix decompositions of the form
AVm+1 Km = Vm+1 Hm ,

(2)

which we formally introduce in Definition 1 below. Recall that a matrix Hm = [hij ] ∈ Cm+1,m is
called upper Hessenberg if all the elements below the first subdiagonal are zero. Furthermore, an
upper Hessenberg matrix Hm is called unreduced if all the elements on the first subdiagonal are
nonzero, i.e., if hj+1,j 6= 0 for j = 1, 2, . . . , m. We say that an (m + 1)-by-m pencil (Hm , Km ) of
upper Hessenberg matrices is unreduced if |hj+1,j | + |kj+1,j | =
6 0 for j = 1, 2, . . . , m.
Definition 1 A relation of the form (2) is called a rational Arnoldi decomposition (RAD) if Vm+1 ∈
CN,m+1 is of full column rank, (Hm , Km ) is an unreduced upper Hessenberg pencil of size (m + 1)by-m, and the quotients {hj+1,j /kj+1,j }m
j=1 , called poles of the decomposition, are outside Λ(A). If
Vm+1 is orthonormal, we say that the RAD is orthonormal.
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Although RADs have been considered before, our formulation is the most general. Other approaches
typically exclude the possibility to have poles at both zero and infinity simultaneously; see, e.g., [6].
The introduction of unreduced pencils allows to bypass this restriction. As already mentioned,
the rational Arnoldi algorithm generates RADs, in which case it is known (by construction) that
R(Vm+1 ) spans a rational Krylov space. One of our contributions is to show that the converse also
holds. In the remainder, with e1 = [ 1 0 ... 0 ]T we denote the first canonical vector.
Theorem 1 ([2, Theorem 2.5]) Let Vm+1 be a vector space of dimension m + 1. Then Vm+1 is
a rational Krylov space with starting vector b ∈ Vm+1 and poles {ξj }m
j=1 if and only if there exists
an RAD (2) with R(Vm+1 ) = Vm+1 , Vm+1 e1 = b, and poles {ξj }m
.
j=1
Rational implicit Q theorem. We present a generalization of the implicit Q theorem to the rational case. The theorem asserts that the vector b and the ordering of the poles define a corresponding
orthonormal RAD in an essentially unique way. That is, if there are two such orthonormal RADs,
b m = Vbm+1 H
b m , then there exists a unitary diagonal matrix D and an upper
namely, (2) and AVbm+1 K
b m = D∗ Hm T and K
b m = D∗ Km T .
triangular nonsingular matrix T such that Vbm+1 = Vm+1 D, H

Theorem 2 ([2, Theorem 3.2]) Let (2) be an orthonormal RAD with poles ξj = hj+1,j /kj+1,j
for j = 1, 2, . . . , m. The orthonormal matrix Vm+1 and the pencil (Hm , Km ) are essentially uniquely
determined by Vm+1 e1 and the poles ξ1 , ξ2 , . . . , ξm .

This implies that the remaining parameters within the rational Arnoldi algorithm make no essential
difference, at least in theory. Numerically, however, they may play an important role [3]. In practice,
the (rational) implicit Q theorem is useful as it allows for certain transformations of RADs to be
performed at a reduced computational cost. These transformations consist of two steps. First, the
reduced pencil (Hm , Km ) is modified, and second, the RAD structure is recovered and reinterpreted
using Theorem 2.
Rational Krylov subspace extraction. If the last pole of the orthonormal RAD (2) is infinite,
then the last row of Km consists of zeros only. In this case (2) reduces to AVm Km = Vm+1 Hm , where
Km denotes the upper m-by-m part of Km and Vm the leftmost N -by-m part of Vm+1 . It follows
−1 , provided that K is nonsingular. This allows to extract information from
that Vm∗ AVm = Hm Km
m
an RAD in a cheap way, without the need of an additional explicit projection. For instance, some
−1 , while f (A)b
of the eigenvalues of A may be approximated by some of the eigenvalues of Hm Km
−1
∗
may be approximated by Vm f (Hm Km )Vm b.
During the execution of the rational Arnoldi algorithm we often need the intermediate approximants
in order to determine whether a sufficiently accurate result has been constructed. Since the poles
are not all infinite (as that would correspond to the polynomial Arnoldi algorithm), the surrogate
matrices Hj Kj−1 cannot always be used. As a remedy, we develop standard and harmonic-like Ritz

extraction strategies for RADs by considering subspaces of the form R αVm+1 Hm − βVm+1 Km ,
with |α| + |β| =
6 0, instead of the space R (Vm ); see [1, Chapter 3]. For approximating f (A)b, for
instance, this leads to approximation schemes like
†
Hm )(Vm+1 Km )† b, or
• f (A)b ≈ (Vm+1 Km )f (Km
†
• f (A)b ≈ (Vm+1 Hm )f ([Hm
Km ]−1 )(Vm+1 Hm )† b,

for which we list some basic properties and discuss other potential benefits.
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The Linear Algebra Mapping Problem (LAMP)
Henrik Barthels, Diego Fabregat, Paolo Bientinesi
Abstract
Formulas and equations involving matrices play a role in just about every computational discipline.
The following four assignments arise in problems as diverse as the algorithm for exponential transient excision (1) [1], the reduced basis methodology for parametric PDEs (2) [2], the probabilistic
Nordsieck method for ODEs (3) [3], and the L1-norm minimization on manifolds (4) [4]:
x := A(B T B + AT RT ΛRA)−1 B T BA−1 y,
q := u − U (P T U )−1 P T u,
(
C† := P CP T + Q

K := C† H T (HC† H T )−1 ,

E := Q−1 U (I + U T Q−1 U )−1 U T .

(1)
(2)
(3)
(4)

To support the computation of such assignments, in the past 40 years the numerical linear algebra
community has put tremendous effort for the identification, standardization, layering, and optimization of a rich set of computational kernels as those included in libraries such as BLAS and
LAPACK. However, the translation of a target linear algebra expression into a sequence of said
kernels—a task to which we refer as the Linear Algebra Mapping Problem (LAMP)—remains a duty
for domain experts, as none of the currently available languages and tools (Matlab, Julia, Eigen,
Armadillo, . . . ) delivers close-to-optimal solutions. We provide a detailed description of LAMP,
pointing out what makes it a significantly more challenging problem than one would expect, and
present our work towards a compiler that solves LAMP.
Definition. Let E be a list of one or more assignments of the form var := exp, where exp is a
linear algebra expression. Furthermore, let K be a list of available computational kernels, and M
a metric. The Linear Algebra Mapping Problem consists in finding the optimal decomposition of E
in terms of K, according to the metric M. LAMP is NP-complete.

If the total number of floating point operations is used as the metric M, and E and K consist
respectively of only one assignment X := M1 M2 . . . Mk (a “matrix chain”), and the kernel C :=
AB (the matrix product), then LAMP reduces to the well know “Matrix Chain Problem”, which
aims at finding the parenthesization of the matrix chain that minimizes the number of operations
needed to compute X. The matrix chain is a classic problem solvable with a dynamic programming
approach [5,6]; optimally, it can be solved in O(k log k), where k denotes the length of the chain [7].
While many high-level languages such as Matlab, Mathematica and Julia allow users to input unparenthesized matrix chains, they do not solve even this simplest version of LAMP, as the evaluation
typically proceeds either from left to right or vice-versa, and the optimal ordering is not identified.
In practice, the matrix chain problem is a special type of LAMP with rather limited relevance.
Having analyzed dozens of linear algebra algorithms, we observed that E frequently contains one
or multiple statements involving not only matrix products, but also additions, transpositions and
inversions; other operators such as logarithm, exponential, and norm, are also not uncommon.
Similarly, it is often reasonable to identify K with the set of routines offered by BLAS and LAPACK;
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this set can certainly also be extended to include other specific operations, as well as specialized
and/or sparse solvers. Common metrics for LAMP include execution time and performance (neither
of which is directly equivalent to the number of floating point operations), memory usage, number
of memory accesses, and most importantly, accuracy. It is obvious that the optimal solution to an
instance of LAMP depends greatly on the specific choice of K and M. Because of this, finding
such a solution is a task that requires deep knowledge in both numerical linear algebra and highperformance computing, and is still beyond the current state-of-the-art computing systems.
There a number of aspects that contribute to the complexity of LAMP. Here we give a summary.
• Matrix properties. Many linear algebra algorithms take advantage of the structure and the
properties of the input matrices. Several programming languages allow users to specify matrix
properties; in some cases, tailored kernels are then chosen. However, no available system
automatically tracks the properties of the matrices as the computation unfolds. To this end,
we developed an algebra to symbolically infer the properties of the intermediate results; those
properties are also used to symbolically rewrite and simplify the target expressions.
• Common subexpressions. In the context of matrix computations, the elimination of common subexpressions is a critically important task to reduce the computation time. While
modern compilers handle the elimination of scalar common subexpressions very effectively,
the techniques do not apply to matrix computations for a number of reasons, including the
non commutativity of the multiplication, and the fact that apparently distinct terms such as
A−1 B and B T A−T are in actuality one common subexpression. Our solution incorporates an
algorithm to detect common subexpressions of arbitrary length.
• Multi-level metric. While the number of floating point operations (FLOPs) is the most
obvious cost function for LAMP, this is not especially useful in practice, and others have to be
considered instead. In making decisions, a numerical analyst would give priority to accuracy
over performance; for instance, he/she would never solve a general linear system by explicitly
inverting the coefficient matrix, even if in certain situations this route could yield better
performance. An expert in high-performance computing would instead focus on choices that
increase the temporal and/or the spacial locality of the algorithm, as it is well understood
that such properties impact the overall execution time more than FLOPs; also, one would
want to take advantage of BLAS-3 routines as much as possible, as those are the ones that
attain the highest efficiency. Any practical solution to LAMP needs to be able to deal with a
multi-level metric that accounts for both accuracy and speed.
• Single-instance vs. indexed assignments. We found that some versions of LAMP contain
a (possibly high-dimensional) grid of “indexed” assignments. An example of two-dimensional
grid is given by the expression Xij := Ai BCdj , where i = 1, . . . , ri , and j = 1, . . . , rj . Indexed
assignments pose additional challenges: First of all, segments (sub-expressions) that are constant with respect to a given index should be reused as much as possible, to avoid redundant
calculations. However, when dealing with matrix expressions, the storage of intermediate results might not be possible, resulting in a typical time-space tradeoff [8]. Furthermore, the
algorithmic decision have to be made based on the number of assignments along each dimension of the grid. Finally, whenever possible, one wants to group independent expressions to
exploit higher levels of BLAS.
Conclusions. With this contribution, we aim at two objectives. On the one hand, we want to
provide a formal description of a problem (LAMP) whose instances are routinely, and painstakingly
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solved, without a proper framework, by domain experts; on the other hand, we introduce an algorithm (and a corresponding software prototype) that returns solutions that are superior in quality
than those obtained by current programming languages, and that are competitive with those found
by human experts.
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Stochastic Estimators in Gaussian Process Kernel Learning
David Bindel, Kun Dong, David Eriksson, Andrew Wilson
Abstract
Gaussian processes are random processes over function spaces that generalize multivariate Gaussian
random variables. Gaussian processes have long played a key role in methods for time series analysis
and spatial prediction, and more recently have become increasingly popular as the basis of prediction
methods and Bayesian optimization in more general machine learning settings [1]. Formally, a
Gaussian process is a collection of random variables {f (x)}x∈Rd with an associated mean function µ :
Rd → R and a positive definite covariance kernel k : Rd × Rd → R such that for any finite collection

T
of points X = (x1 , . . . , xn ) in Rd , the corresponding random vector fX = f (x1 ) . . . f (xn ) is
distributed according to a multivariate Gaussian
fX ∼ N (µX , K),
where µX represents the vector of mean values at each of the points xi and the covariance matrix
K has entries Kij = k(xi , xj ).
Gaussian process regression is based on the idea that we assume some unknown function f : Rd → R
is drawn from a Gaussian process, and then compute a posterior distribution for f conditioned on
noisy observations (xi , yi = f (xi ) + i )ni=1 , where i ∼ N (0, σ 2 ). The posterior distribution provides
us with not only an estimate for f (the posterior mean), but also a point-by-point measure of how
certain or uncertain we are of this estimate (the posterior marginal variance). The key computational
bottleneck in scalable learning and prediction with Gaussian processes with a fixed kernel is the
solution of the linear system
K̃c = y − µX , K̃ = K + σ 2 I;
to avoid the O(n3 ) cost of factoring K̃, several authors proposed to use CG together with methods
to compute fast matrix-vector products with the kernel matrix K; for example, the structured kernel
interpolation (SKI) approximation [3] for translation-invariant kernels uses the decomposition
K ≈ W ǨW T
where W ∈ Rn×m is a sparse interpolation matrix mapping functions on a regular grid to values at
data locations, and Ǩ ∈ Rm×m is a matrix for which a fast matrix-vector product is available.

Often, the kernel function k depends on a hyperparameter vector θ. In a Bayesian framework, a
principled way to choose the hyperparameters is to maximize the marginal log likelihood of the data
with respect to the hyperparameters,
i
1h
L(θ|y) = − (y − µ)T c + log det K̃ + n log(2π) .
2

The first and second derivatives of the log marginal likelihood are, respectively
"
!
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Hence, in order to enable scalable learning, we would also like to compute the log determinant and
trace terms in the log likelihood function without explicitly forming and factoring K̃.
As with scalable learning, one key ingredient in our approach is fast matrix vector products with
the kernel matrix K̃ via SKI or a similar approximation; we apply the same technique to compute
matrix-vector products with the matrices ∂K/∂θi . The second key ingredient to our approach is
stochastic trace estimation. Recall that if z is a random vector whose entries are independent with
mean zero and variance one, then
E[zz T ] = I and E[z T Az] = tr(A).
We draw independent probe vectors {z` }, and run a Lanczos iteration started from each probe
vector z` to estimate w` = log(K̃)z` . From here, we have the stochastic log determinant estimator
log det K̃ = E[z`T w` ],
which was also suggested in [2]. In practice, we find only a few probe vectors (5 or 10) were required
to obtain reasonable accuracy for a variety of examples drawn from spatio-temporal statistics.
The computation of the stochastic log determinant estimate sets us up to also estimate the gradient
and Hessian of the marginal likelihood at remarkably low cost. We first compute u` = K̃ −1 z` using
the same Lanczos factorization employed to compute log(K̃)z` . From here, we need only multiply
each ∂K/∂θi by c and by each of the probe vectors z` , and then compute a few dot products using
the formulas (for m 6= `),
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With approximate Hessians and gradients in hand, we are able to optimize the log likelihood using
standard optimization methods. Alternatively, if the kernel depends on only a small number of
hyperparameters, we might sample the parameter space and optimize via a surrogate method in
which we approximate the log likelihood function by a radial basis function interpolant. We have
successfully applied this approach to a variety of real and synthetic kernel learning and prediction
problems, including a 3D rainfall data set with over half a million data points.
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Fast Computation of Random Walk Fundamental Tensor
Daniel Boley, Alejandro Buendia
Abstract

1

Introduction

Background. The fundamental matrix N of an absorbing Markov chain [3] is a matrix whose
ij-th entry gives the the expected number of random walk passages through node j when starting a
random walk at node i before being absorbed. For a recurring Markov chain, Golnari et al (see e.g.
[2]) made use of a triply subscripted entity N (s, m, t), subsequently grouped into a random walk
fundamental tensor N , where each entry denotes the average number of passages by a random walk
through an intermediate node m when started from node s before reaching node t. This tensor
P can
t
be used to quickly compute several betweeness measures
P
P such
P as Random walk closeness [5] s Hs =
s,m N (s, m, t) and Random walk betweenness [4]
s,t
k |N (s, m, t)Pmk −N (s, k, t)Pkm |, as well
as several centrality measures.
Contribution. In this paper we define formally the fundamental tensor, and introduce an algorithm
with O(n3 ) complexity for efficiently calculating its entries. The algorithm is based on applying rankone updates to the Moore-Penrose pseudoinverse of the graph Laplacian derived from the directed
graph corresponding to the Markov chain. We show that computing the fundamental tensor leads
to convenient calculation of hitting times, absorption probabilities, and centrality measures.
Preliminaries. We consider a strongly connected directed graph G = (V, E, A), where |V| = n.
This digraph can be modeled by an irreducible Markov chain with stationary probability vector π.
By strongly connected we mean that there is a path from any node to any other node within the
directed graph. For simplicity we assume the graph is unweighted, though the development can
easily be extended to the weighted case. The probability transition matrix for the Markov chain is
calculated as P = D−1 A, in which A is the adjacency matrix and D = Diag(A · 1) is the diagonal
matrix of vertex out-degrees and A is the adjacency matrix.

2

Fundamental Tensor

Fundamental Matrix. We consider a Markov chain where the nodes are numbered 1 to n. The
probability transition matrix for this Markov chain is


P11 r
P =
.
sT τ
This matrix is row-stochastic (i.e., P 1 = 1), and the vector of recurring probabilities
π = (π1 ; . . . ; πn ) satisfies π T P = π T , π1 > 0, . . . , πn > 0, kπk1 = 1. Here we use “;” to denote
vertical concatenation à la Matlab. If we were to assume no self-loops, τ would be zero.
If we set sT = 0, τ = 1, this becomes an absorbing Markov chain with corresponding probability
transition matrix Pe, where the last node t = n is a single absorbing node. In this case the
Fundamental Matrix N [3] is the matrix N = (I − P11 )−1 , whose ij-th entry is the
34

average/expected number of passes through node j in random walks starting from node i, before
reaching node t.
Laplacian. The normalized graph Laplacian for the original recurring Markov chain is given here,
together with a rank-one modification we will use presently.




I − P11 −r
e = L + en · (sT , 0) = I − P11 −r .
L=I −P =
and
L
−sT
1−τ
0T
1−τ

The first matrix satisfies L1 = 0, and π T L = 0T . The assumption that the graph is strongly
e has an inverse.
connected (or the Markov Chain has no absorbing states) guarantees that L

Fundamental Tensor. We would like to compute the Fundamental Matrix that arises when any
node t is made into an absorbing node instead of just the last node t = n. In this way we can
construct the so-called Fundamental Tensor N (s, m, t) for all triples (s, m, t) of source, middle,
and target nodes, where N (s, m, t) = the average number of passes through intermediate node
m for random walks starting at s before reaching t. If we fix t = n, then it is seen that the
average number of passes through a node j for random walks starting at i before reaching t = n
is Nij = [(I − P11 )−1 ]ij = N (i, j, n). Any node t from the original recurring Markov chain can be
converted into an absorbing node, yielding a value for N (i, j, t). However, each new choice of t
requires the inverse of the (n − 1) × (n − 1) matrix I − P−t,−t , where P−t,−t denotes the matrix
obtained by removing row and column t from the matrix P . Computing the entire tensor N using
this naïve approach would cost O(n4 ) operations. In the next section we show how to compute the
entire tensor in O(n3 ) operations, averaging constant time per entry.

3

Computing the Fundamental Tensor: A New Algorithm

The basic idea is to compute the fundamental matrix N for the one case t = n as outlined above.
This yields one face N (:, :, n). [Here “:” denotes “all subscripts” as in Matlab.] We then compute
all the parallel slices N (:, :, 1), . . . , N (:, :, n − 1) by using rank-one corrections and generalizations
of the Sherman-Morrison formula.
Phase 1: From Submatrix Inverse to Pseudoinverse. We set t to be the last node n as above
−1
and calculate the Fundamental Matrix: Nn = L−1
11 = (I − P11 ) , corresponding to the slice of
the fundamental tensor in which node n is the absorbing state. This is the upper-left block of the
e −1 .
inverse L

Next we obtain the Moore-Penrose pseudoinverse L+ of the normalized Laplacian, L [1]. In the
general case, this would require the use of the Singular Value Decomposition, but in this special
e −1 as follows [1, Lemma 3]:
case we can obtain it directly from L




xxT e −1
yyT
+
L = I− T
L
I− T
x x
y y
where

L
x
yT
en

=
=
=
=

e − en (sT , 0)
L
e −1 en
L
e −1
(sT , 0)L
(0; . . . ; 0; 1)

Phase 2: From Pseudoinverse to Submatrix Inverses. Once we have the pseudoinverse, we
can then calculate the Fundamental Matrix Nt for each node t = 1, . . . , n − 1 in turn using rank-one
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perturbations on L+ [1, Lemma 2]:
(L−t,−t )−1 = (In−1 + vvT )(L+ )−t,−t (In−1 + uuT )
where uT =

1
πt (π1 , . . . , πt−1 , πt+1 , . . . , πn ),

and v = 1.

Computational Complexity. The computational complexity of Phase I is O(n3 ).
computation of Nt for each t is O(n2 ), hence the total cost for all t = 1, . . . , n − 1 is O(n3 ).

4

The

Applications

Hitting Time. The expected time for a random walk starting at source s to reach target t is
X
N (s, m, t).
H(s, t) =
m

This can easily be computed directly from the Laplacian (see e.g. [1] and references therein).
Centrality Measures. It is easy to compute a variety of centrality measures such as the average
round-trip commute times from a node to all other nodes
X
X
C(s) =
(H(s, t) + H(t, s))/n =
(N (s, m, t) + N (t, m, s))/n,
t

m,t

or the importance of individual nodes in terms of bottleneck or influence, random walk closeness
[Noh and Rieger, 2004]:
X
X
closeness(t) =
H(s, t) =
N (s, m, t).
s

s,m

But the real usefulness of this tensor comes in computing betweenness measures such as the Random
Walk Betweenness [4]:
XX
|N (s, m, t)Pmk − N (s, k, t)Pkm |.
s,t

5

k

Illustrative Example

We give a small example with 4 nodes
1

↔

2

→

4

↓ 3

By definition, N (s, m, t) = 0 for s = t 6= m and N (s, m, t) = 1 for m = t. In other words, one
always passes node the target node t exactly once, and if you start on node t you stop without
passing through any other node. In this case the probability transition matrix and normalized
Laplacian are
 1





0 /2 1/2 0
1 −1/2 −1/2 0
8 −3 −3 −10
1 0 0 0
−1

1
0
0
21 −7 −14


 , L+ = 1  0
,
P =
0 0 0 1 , L =  0


0
1
−1
10
28 −8 −11 17
1 0 0 0
−1
0
0
1
0 −7 −7
14
36

where the recurring

1 0 0
1 1 0
N::1 = 
1 0 1
1 0 0

probabilities are


0
2


0
0
N::2 = 
2
1
1
2

π = (0.4; 0.2; 0.2; 0.2). The


1 1 1
2 1


1 0 0
2 2
N::3 = 
0 0
1 2 2
1 1 2
2 1

computed tensor is


1 0
2


1 0
2
N::4 = 
0
1 0
1 1
0

then
1
2
0
0

1
1
1
0


1
1

1
1
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Numerical Linear Algebra Aspects of Parallelization in Time
Matthias Bolten
Abstract
Many applications in computational science and engineering require to use large-scale computers
and therefore demand parallel numerical methods. In the past numerical methods mostly have
been parallelized along the spatial dimensions, as the time-evolution usually is sequential and computing a time-step requires information from the previous one. While space-time multigrid has
been considered by Hackbusch [5] and later by Horton and Vandewalle [6] and others, it has not
been necessary to use time-parallel methods in the past. With the growing number of cores in
supercomputers the spatial parallelization of numerical methods suffers from stagnating speedups,
resulting in an in-efficient use of the computing resources available. For this reason, the interest in
time-parallel methods is growing. One of the most widely used parallel-in-time integration methods is parareal [7], a method that combines a fine, i.e., high resolution, and often highly accurate
time integrator that is computed in parallel with a coarse, and considerably cheaper, integrator.
Both schemes are combined in an iterative manner, similar to spatial multigrid methods. Also in
methods for time integration the extension from two-level to multi-level is possible [10]. Besides
parareal, space-time multigrid methods like the ones mentioned before, MGRIT [3] or PFASST [2]
are commonly used. Time-parallel methods are widely used and yield a much better scaling behavior than pure spatial parallelization, allowing to use 100.000s of cores more efficiently [9]. The
limiting effect of the serial coarse propagator on the speedup can be reduced by combining it with
a suitable coarsening in space [8].
The analysis of parallel-in-time methods, especially of multigrid-in-time methods, is based on the
analysis of the operators occurring during the computation. Similar to spatial multigrid methods,
the operators are highly structured and can be interpreted as structured matrices. Nevertheless,
the analysis of the time dimension usually cannot be interpreted like the spatial dimension, i.e., like
having periodic boundary conditions or being periodic in space. This limitation can be overcome by
semi-algebraic mode analysis [4]. In this manner, we are able to analyze time- and space-multigrid
methods and predict their performance allowing to optimize the methods [1].
In this presentation time-parallel methods for time-dependent PDEs will be presented. The formulation of the methods using operators that can be analyzed as structured matrices and the prediction
of the performance will be shown.
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A Hierarchical Low-rank Solver for Sparse Linear Systems
Erik G. Boman† , Chao Chen, Eric Darve, Hadi Pouransari, Siva Rajamanickam
Abstract
There has been much focus in recent years on developing hierarchical low-rank matrix solvers.
Examples include solvers based on H, H 2 , HSS, and HODLR structure. While early work targeted
dense systems, much recent work has been on sparse systems from partial differential equations.
Here we present a recent solver for sparse systems that we believe is simpler than many related
methods.
The key components of the algorithm are:
1. A hierarchical cluster decomposition (recursive partitioning) of the matrix graph,
2. Extended sparsification (augmenting the system with new variables),
3. Block incomplete factorization with low-rank compression of blocks corresponding to some fill
edges.
The factorization phase builds a tree structure (corresponding to the partioning) and implicitly
performs a block LU factorization by traversing this tree bottom-up. The extended sparsification
method creates a larger but sparser linear system. This is needed to exploit low-rank structure in
the off-diagonal blocks. Schur complements corresponding to fill often have approximate low rank
and are thus suitable for low-rank compression. This can be viewed as a variation of incomplete
factorization.
We show our hierachical approach both can speed up sparse direct solvers and be an efficient
preconditioner for iterative methods. In fact, an attractive feature is that one can easily tune the
factorization accuracy  to go from an exact factorization to a preconditioner. Under reasonable
conditions the factorization phase is O(n), where n is the matrix dimension. More precisely, the
factorization cost is O(n log2 1/). For appropriate choices of , the number of iterations grows very
slowly with problem size n, giving a nearly-linear time solver. Our goal is a method that is both
fast and robust, and where one can easily experiment with trade-offs between these two objectives.
We discuss several design choices: Cluster size, how to do the partitioning, how to choose the ranks,
which low-rank factorization to use, etc.
Parallel Algorithm. We have recently developed a parallel version of the serial algorithm [1] for
solving large-scale problems.
There are two levels of parallelism. First, a lot of the work is done in dense linear algebra so
multithreaded BLAS and LAPACK may be used. Second, the algorithm works on clusters of
variables (matrix rows), and there is cluster-level parallelism as only some clusters interact. Observe
that two clusters only interact if there is an edge between them. Even then, only vertices along the
boundaries are immediately affected. We classify vertices by their distance to the boundary. While
vertices of distance 1 and 2 typically interact with remote vertices (i.e., in other clusters), vertices
of distance 3 or greater can be eliminated independently in parallel (as the effect is purely local).
†

egboman@sandia.gov. Sandia National Laboratories is a multiprogram laboratory managed and operated by
Sandia Corporation, a wholly owned subsidiary of Lockheed Martin Corporation, for the U.S. DOE’s National Nuclear
Security Administration under contract DE–AC04–94AL85000.
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Care must be taken to schedule work along the boundaries. We propose a parallel algorithm based
on graph coloring.
Preliminary parallel results for an MPI-based code on hundreds of cores show good strong and weak
scaling.
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Fast Iterative Solvers for Cahn–Hilliard Problems
Jessica Bosch, Martin Stoll
Abstract
The Cahn–Hilliard equation belongs to the class of phase field models, which are used to solve interfacial problems. Originally, it was introduced to model phase separation and coarsening processes
in two-component alloys. In praxis, often more than two components occur, and the model has been
extended to the multi-component case. The Cahn–Hilliard model has also been used in different
other contexts, e.g., in image processing, biology, or chemistry.
We consider a system with N > 2 components inside a bounded domain Ω ⊂ Rd with d ∈ {2, 3}. We
denote the pure phases by Ai for i = 1, . . . , N . We are interested in the evolution of the components
or their mixture in the period (0, T ) with a fixed time T > 0. We use a vector-valued phase variable
u = [u1 , . . . , uN ]T : Ω × (0, T ) → RN , which represents the state of the system. Here, ui describes
the concentration of phase Ai for i = 1, . . . , N . If ui (x, t) ≈ 1, then only phase Ai (the pure phase
Ai ) is present at point x at time t. The case ui (x, t) ≈ 0 means phase Ai is absent at point x at
time t. Values of ui between 0 and 1 represent mixed regions. In particular, these regions include
the interfacial area. Here, the interface is a small boundary layer that separates the pure phases
Ai , i = 1, . . . , N, from each other. It acts as a diffuse phase transition and we can control its width
via the model parameter ε > 0. Due to the model properties, admissible states belong to the Gibbs
simplex
(
)
N
X
T
N
N
(1)
G := v = [v1 , . . . , vN ] ∈ R :
vi = 1, vi ≥ 0 for i = 1, . . . , N .
i=1

The Cahn–Hilliard equation can be derived as the H −1 -gradient flow of the Ginzburg–Landau energy
E(u) =

Z

Ω

N
ε2 X
|∇ui |2 + ψ(u) dx
2

(2)

i=1

P
under the constraint N
i=1 ui = 1 from (1). The first part of (2) is large whenever ui changes rapidly
for some i ∈ {1, . . . , N }. Hence, its minimization gives rise to the interfacial area. The potential
function ψ : RN → R≥0 ∪ {∞} gives rise to phase separation. It has N distinct minima, one for each
pure phase Ai . Different types of potential functions were proposed in the literature. We consider
the smooth potential
N
1X 2
ψ(u) =
ui (1 − ui )2
4
i=1

and nonsmooth potentials given as
ψ(u) =



ψ0 (u) u ∈ G N ,
∞ otherwise,

with a focus on the latter. Here, ψ0 (u) = − 12 u · T u and T ∈ RN ×N is a symmetric matrix, which
contains constant interaction parameters [T ]ij . From physical considerations, T must have at least
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one positive eigenvalue.
In the nonsmooth case, we regularize the energy with the Moreau–Yosida penalty term, which leads
to
Z 2X
N
N
ε
1 X
E(u) =
|∇ui |2 + ψ0 (u) +
| min(0, ui )|2 dx,
2
2c
Ω
i=1

i=1

where 0 < c  1 is the penalty parameter. The resulting subproblems are nonsmooth and nonlinear
and we solve them with a semismooth Newton method. We apply classical finite element methods
to discretize the problems in space and denote by m the number of degrees of freedom. At the heart
of our method lies the solution of large and sparse fully discrete systems of linear equations. They
have the following saddle point structure


I ⊗ M −ε2 I ⊗ K − Gψ0 (u(k) )
A=
L⊗K
I ⊗M
with I ∈ RN ×N being the identity matrix, M ∈ Rm×m is symmetric positive definite, and
L ∈ RN ×N and K ∈ Rm×m are symmetric positive semidefinite. The block Gψ0 (u(k) ) ∈ RN m×N m
contains the Newton derivative of the potential term ψ 0 – in particular the penalty terms in the
nonsmooth case – and depends on the solution u(k) of the previous Newton step k. The (1, 2) block
of A is nonsymmetric and possibly indefinite.
We present block preconditioners using effective Schur complement approximations. For the smooth
systems, we derive optimal preconditioners, which are proven to be robust with respect to crucial
model parameters. Further, we prove that the use of the same preconditioners give poor approximations for the nonsmooth formulations. The preconditioners we present for the nonsmooth problems
incorporate the penalty terms. Extensive numerical experiments show an outstanding behavior of
our developed preconditioners.
Finally, our strategy applies to different other Cahn–Hilliard problems including image inpainting
and two-phase flows.
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Non-Stationary Regularizing Preconditioners for Ill-Posed Problems
Alessandro Buccini and Marco Donatelli
Abstract
Many applications in science and engineering lead to discrete ill-posed inverse problems [16, 15]
Ax + η = bδ ,

(1)

where x ∈ Rn , η, bδ ∈ Rm , and A ∈ Rm×n . A is severely ill-conditioned, i.e., its singular values
rapidly decreases to zero with no significant gap, and η represents the inevitable noise present on
the data. We assume that a bound on the noise kηk ≤ δ is known.
The combination of the ill-conditioning of the operator and the presence of noise implies that it is
meaningless to solve (1) directly. In order to obtain a useful reconstruction of the desired solution
x† = A† b, where A† denotes the Moore-Penrose pseudoinverse, we need to resort to regularization
methods (see, e.g., [9, 12]).
One of the most popular regularization method is Tikhonov regularization [11], whose general form
is
2
xα = arg minn Ax − bδ + α kLxk2 ,
(2)
x∈R

where α > 0 is the regularization parameter and L ∈ Rp×n is the regularization operator. The
solution of (2) is unique if we assume that N (L) ∩ N (A) = {0}, where N (A) denotes the null space
of the operator A. Tikhonov regularization is said to be in standard form when L = In and in this
case the uniqueness of the solution is trivial. The first term in (2) ensures that the reconstructed
solution xα fits the measured data bδ , while the second term, the so-called penalty term, ensures a
certain degree of smoothness, or regularity, on the computed solution. The parameter α balances
the trade-off between the two terms, while the operator L weights the norm in the penalty term
and enhances some features of x over others. The choice of α and L has been widely investigated
[7, 10, 17], and an imprudent selection can lead to very poor reconstructions.
To improve the quality of the reconstructions obtained with (2) the Iterated Tikhonov (IT) method
was developed. The IT algorithm is obtained by solving the error equation in a refinement technique
using Tikhonov in standard form. More explicitly, assume that xk is the approximated solution at
the kth step. We want to provide an estimate hk to ek = x† − xk such that
xk+1 = xk + hk ≈ xk + ek = x† .

For retrieving ek we have to solve the error equation Aek ≈ rk = bδ − Axk , where we do not have
equality due to the presence of noise. Solving the error equation with Tikhonov in standard form
leads to the following iteration
xk+1 = xk + (At A + αIn )−1 At (bδ − Axk ),
where At denotes the transpose of A. The role of α is crucial in this case also, and an imprudent choice can provide poor reconstructions. A fast convergent method is obtained when a nonstationary succession is chosen, i.e., when α changes at each iteration, see [14].
Starting from the IT method, in [6] an algorithm for inverse problems, that is able to achieve very
high precision while keeping under control the computational effort, was developed. Let C be an
operator spectrally equivalent to A, i.e., such that
k(C − A)zk ≤ ρ kAzk
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∀z ∈ Rn ,

where 0 ≤ ρ ≤ 12 is a fixed constant. The proposed method is obtained by replacing A with C in
the error equation. Intuitively, since the error equation admits a misfit due to the presence of noise
and because we are assuming that C is a good approximation of A, we can solve it with C instead
of A without loosing anything in term of quality of the reconstruction. Moreover, if a clever choice
of C is performed, we can lower the computational effort by using its properties for speeding up
the computations. In order to construct a stable and robust method a non-stationary choice of the
regularization parameter was used, thus obtaining the following iteration
xk+1 = xk + C t (CC t + αk In )−1 (bδ − Axk ).
Inspired by the Levemberg-Marquardt iterations [13], αk is chosen using a damped version of the
discrepancy principle, i.e., it satisfies the non-linear equation
krk − Chk k = qk krk k ,
where hk = C t (CC t + αk In )−1 rk and qk is an appropriate (and computable) real number that
depends on the noise norm δ. The iteration stops when kek k ≤ τ δ with τ = (1 + 2ρ)/(1 − 2ρ) > 1
(discrepancy principle). We will refer to this algorithm as Approximated Iterated Tikhonov (AIT),
since the error equation is solved using an approximated version of the IT method.
The main advantage of AIT is that there is no parameter to be tuned; in fact, all the values that
appear in the algorithm can be computed knowing the noise level δ, and the only constant that
has to be estimated is ρ. However, numerical evidences show that the method is fairly stable with
respect to the value of ρ since small changes do not affect severely the quality of the obtained
reconstructions.
In [4] the theory of non-approximated Tikhonov iterations when L 6= In , i.e., when the error equation
is solved using Tikhonov regularization in general form, was developed. The experiments in [4] show
that the quality of the reconstruction can be greatly improved when an appropriate regularization
operator is employed. Moreover, if the desired solution x† is known to lie in some closed and convex
set Ω, constraining the iterates xk to lie in this same set can greatly improve the quality of the
reconstructions (see, e.g., [1]).
In this talk we propose three extensions of the previously described AIT method that were proposed
in [2].
In the first one we generalize the AIT method to the case in which Tikhonov in general form is used
for the solution of the error equation, leading to the iteration
xk+1 = xk + C t (CC t + αk LLt )−1 (bδ − Axk ),
we refer to this method as Approximated Iterated Tikhonov with General Penalty term (AIT-GP).
The second extension is constructed by projecting in the set Ω at each step the iterations of the
AIT method, thus obtaining


xk+1 = PΩ xk + C t (CC t + αk In )−1 (bδ − Axk ) ,
where PΩ denotes the metric projection over Ω. We call this method Approximated Projected Iterated
Tikhonov (APIT).

For both AIT-GP and APIT we show that the reconstruction error decreases monotonically (either
in the L seminorm or in the Euclidean norm). Furthermore we show that they are regularization
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methods, i.e., that the approximation obtained with noise level δ converges to a solution of the
system (1) when δ → 0.
The third extension, called Approximated Projected Iterated Tikhonov with General Penalty term
(APIT-GP), combines both the usage of the regularization operator L with the projection into Ω


xk+1 = PΩ xk + C t (CC t + αk LLt )−1 (bδ − Axk ) .

All the proposed algorithms inherit the good properties of the original method AIT; in particular, they do not need the estimation of any parameter (aside from ρ) and, they have a very low
computational cost, if C is appropriately selected.
We show the performances of the proposed methods on image deblurring problems. We show
that not only the proposed extensions are able to outperform the original method, but also are
competitive with state of the art methods.
We conclude by showing an example on how we can obtain new and improved algorithms using the
methods described above.
In recent years multigrid has been successfully used for the solution of ill-posed inverse problems
(see, e.g., [8]). In [5] a multigrid method with regularization properties was developed; it combined
framelet soft-thresholding with the CGLS algorithm for image deblurring. Similarly, we construct
a multigrid method that combines APIT with framelet soft-thresholding. This combination let us
develop an efficient and highly performing algorithm that is able to produce high quality restorations
with a reasonable computational effort. We rely on the knowledge of δ for the estimation of all the
parameters involved, thus we do not need to tune any constant obtaining a method that is both
stable and robust [3].
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Numerical Conformal Mapping in Chebfun
Trevor Caldwell, Kenan Li, Anne Greenbaum
Abstract
We demonstrate the use of Chebfun in the conformal mapping of domains with smooth boundaries.
Such domains can be represented very accurately and concisely with Chebyshev or trigonometric
series, as is done in Chebfun, and the boundary curves can then very easily be differentiated,
integrated, or otherwise manipulated. This means that the boundary correspondence function,
defining the image of points on the boundary of such a domain under the conformal map, can
be computed to an accuracy near the limits of the machine precision and the conditioning of the
problem. This boundary correspondence function can again be represented very accurately as a
Chebyshev or trigonometric series and used with the Cauchy integral formula to find the images of
interior points in the domain. We use the same technique to compute the image of a square matrix
A whose eigenvalues lie inside the region under the mapping. The inverse boundary correspondence
function can be determined using bisection or other methods and once this is computed it too can be
used with the Cauchy integral formula to compute inverse images of interior points or of matrices.
For comparison, we consider using a simple polygonal approximation to the domain and the SC
package [1] for conformally mapping the polygon. Although this package is accurate and easy to
use, it cannot, of course, take advantage of the smooth boundary, and so cannot achieve the level
of accuracy that we achieve in Chebfun.
To do the conformal mapping of such a domain Ω to the unit disk D, we use the Kerzman-Stein
integral equation [3, 4]. This method is based upon the relationship between the Riemann mapping
function of a smooth, bounded, simply connected domain Ω and the Szegö kernel S of Ω. In order
to compute S, we use the method in [4], which computes S as the solution of an integral equation
of the second kind. This has the advantage of a smooth, skew-hermitian kernel, and gives rise to
a well-conditioned system of equations once discretized. We parameterize the boundary in terms
of arclength with a Chebyshev interpolant, and employ equally spaced collocation points so that
the trapezoidal rule yields geometric convergence. After solving for S, we use its relationship with
the Riemann mapping function to compute the boundary correspondence between ∂Ω and the unit
circle T. Finally, we compute the map at interior points by way of the Cauchy integral formula.
Now we demonstrate the level of accuracy we can achieve with this approach. Let Ω = Eρ denote
the interior of the Bernstein ellipse with foci at ±1 and with semiminor and semimajor axis lengths
summing to ρ > 1. The formula for the conformal map from Eρ to D is explicitly known in terms
of Jacobi elliptic functions, so we can compare our numerical results with that of the SC package
against the known mapping. For this numerical experiment, we calculate the boundary map using
the Kerzman-Stein equation with n points, as well as the SC map using the same n points for the
approximating polygon. Then, we map an interior ellipse Eρ /2 inside the unit disk and evaluate
the sup-norm of the difference between each approximation gn and the known solution g at the
n mapped points. Below we show the sup-norms kg(Eρ /2) − gn (Eρ /2)k∞ for varying number of
points n and different values for ρ. Note that ρ = 1.7 roughly corresponds to an axis ratio of 2 : 1,
while ρ = 1.2 corresponds to a ratio of about 5 : 1, so significant crowding begins to occur for such
an elongated ellipse. Despite this, the Chebfun implementation of the Kerman-Stein method gives
very accurate results for the interior mapping for all cases, while the SC package struggles mapping
elongated ellipses with significant crowding, and generally cannot match the same level of accuracy.
For example, when ρ = 1.2, the SC Toolbox gives a warning signifying instability due to crowding,
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and the error actually begins to increase with at least n = 128 points. We see this in the table
below, with the errors using the Kerzman-Stein method on the left and SC package on the right:
Table 1: Error norms for Bernstein ellipse interior maps
n
16
32
64
128
256

ρ = 1.7
1.3 × 10−4
3.0 × 10−8
5.0 × 10−13
6.2 × 10−15
3.6 × 10−15

ρ = 1.4
2.1 × 10−3
7.6 × 10−6
1.0 × 10−8
1.3 × 10−12
8.0 × 10−15

ρ = 1.2
2.9 × 10−2
8.6 × 10−4
5.6 × 10−6
1.6 × 10−7
3.4 × 10−10

n
16
32
64
128
256

ρ = 1.7
5.4 × 10−3
1.3 × 10−3
3.2 × 10−4
8.0 × 10−5
2.0 × 10−5

ρ = 1.4
3.8 × 10−3
9.5 × 10−4
2.4 × 10−4
5.9 × 10−5
1.5 × 10−5

ρ = 1.2
3.5 × 10−3
8.1 × 10−4
2.0 × 10−4
6.7 × 10−3
3.1 × 10−1

The boundary mapping is very fast to compute even with a large number of sample points, so it
is easy to obtain a highly accurate boundary correspondence function. As can be seen in the table
above, the interior map retains the accuracy of the boundary mapping, even with the additional
Cauchy integral. This interior mapping is also accurate very close to the boundary, even though
the Cauchy integrals become nearly singular. Additionally, we can write the inverse interior map
from D to Ω in terms of the boundary correspondence function, so we can obtain similar levels of
accuracy for the inverse map. If one desires the inverse boundary correspondence function, then a
simple bisection or Newton iteration scheme can be used to find inverse images pointwise, which
can then be fit with a trigonometric interpolant.
We have used this method successfully in some of our studies involving the field of values and matrix
dilations; see [2]. For this application, we require the conformal map g from the field of values W (A)
to D, as well as evaluating g(A) for a given nonnormal matrix A. We consider generic nonnormal
matrices so that W (A) is smooth, making the Kerzman-Stein method an ideal approach for accurate
maps. For diagonalizable matrices A = V ΛV −1 , we can evaluate g(A) by using the interior map
at the eigenvalues and setting g(A) = V g(Λ)V −1 . In cases where A is not diagonalizable or the
eigenvectors are extremely ill-conditioned, then the Cauchy integral formula can be used to evaluate
g(A).
The combination of accurate Chebyshev representations of smooth curves and a well-conditioned
system of linear equations yields a highly accurate and easily computable solution for the boundary
correspondence function, which can then be used to determine the inverse and interior mappings
with similar accuracy, making this an ideal approach for conformal mappings of smooth domains.
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Matrix Arithmetic-Geometric Mean and the Computation of the Logarithm
João R. Cardoso, Rui Ralha
Abstract
The arithmetic-geometric mean of two positive real numbers, or two complex numbers with positive
real parts, first appeared in a paper by Lagrange but it was Gauss who studied it in depth and
discovered many of its important properties as well as interesting connections with elliptic integrals.
One of the reasons for their interest in the arithmetic-geometric mean was the need of accurately
calculating the perimeter of an ellipse and in turn the elliptical orbit of planets. In modern times,
it has been used successfully in fast and high precision computations of many elementary functions
such as log x, ex , cos x and sin x. For details on theoretical and computational issues on this iteration
we refer the reader to [3, 2, 4, 5, 8] and the references therein.
The algorithm for the scalar case generalizes in a straightforward way to matrices. Given a square
matrix A with eigenvalues having positive real parts, the matrix arithmetic-geometric mean iteration
(AGM iteration for short) is defined by
Ak +Bk
,
2

Ak+1 =

A0 = I,
(1)

Bk+1 =

(Ak Bk

)1/2 ,

B0 = A,

where k = 0, 1, 2, . . ., and X 1/2 denotes the principal matrix square root. It was shown in [11] that
sequences (Ak ) and (Bk ) have a common limit, which is denoted by AGM(A), and that the sequence
defined by Ck := Ak − Bk converges quadratically to the zero matrix.
The iteration (1) is the “natural” procedure for computing the arithmetic-geometric mean of two
commuting matrices with eigenvalues having positive real parts and it has been used by Stickel [11]
in the computation of the matrix logarithm. However, Stickel did not investigate the stability of
the procedure (1) and, as far as we know, we have been the first to deal with the stability issue.
To investigate the stability of a given matrix iterative scheme, we proceed as in [10, Sec.5], where
the analysis is carried out by means of the Fréchet derivative. We characterize the spectrum of
the Fréchet derivative operator associated with iteration (1) and derive a necessary and sufficient
condition for such iteration to be stable, using the eigenvalues of AGM(A). It is shown in particular
that (1) may be not stable for some matrices with non real eigenvalues. To overcome this drawback,
we propose stable versions and discuss their convergence and efficient computation. It comes out
that the so-called Legendre iterative formula for AGM
1/2

Pk+1 = 2Pk
Qk+1 =

Qk
2

(I + Pk )−1 ,

(I + Pk+1 ) ,

P0 = A,
Q0 =

I +A
.
2

has many attractive features that make it a good candidate for an efficient computation of the AGM.
We discuss implementation issues of the Legendre iteration, in particular we manage to replace the
last iterations of the AGM with the computation a few terms of a Taylor expansion, a key point for
the efficiency of AGM computations.
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As an application of the AGM, we present a transformation-free method for computing the matrix
logarithm. Let us denote Φ(A, ) := log(4/)I − π2 [AGM(A)]−1 . The following relative error bound
2 kAk2
klog(A) − Φ(A, )k
≤
k log(A)k
1 − 2 kAk2



3.4 + | log |
1+
,
k log(A)k

valid for any A with no negative real eigenvalues and any positive  sufficiently small such that
kAk < 1/, is the basis for the computation of the logarithm of A from AGM(A), for a carefully
chosen small . We develop an algorithm, whose main block is an optimized AGM scheme, for the
computation of the logarithm of a matrix, which is shown to be competitive, in terms of accuracy,
with the state-of-the-art methods. Methods that do not require an initial reduction to the Schur form
are potentially more efficient on parallel computers. For this reason, our current implementation
does not include such reduction and operates with full matrices till the end. Matrix square roots
are computed with a slightly modified version of the widely used product form of the Denman and
Beavers iteration [9, 7]. As compared to the state-of-the-art reduction-free algorithm proposed in
[1], our method relies more heavily on matrix multiplications, which are highly suited to modern
architectures, and requires a smaller number of multiple right hand side linear systems, making it
competitive also in terms of computational efficiency. Our results are illustrated with numerical
results.
It will be pointed out how our developments can be extended to other matrix functions. This talk
is based on the recently published paper [6].
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The Behavior of Synchronization-Reducing Variants
of the Conjugate Gradient Method in Finite Precision
Erin Carson and Zdeněk Strakoš
Abstract
Krylov subspace methods are among the most general and widely-used methods for solving large,
sparse linear systems Ax = b. These methods are based on vector projection onto expanding
subspaces where in iteration i, the solution update is chosen from the expanding Krylov subspace
Ki (A, v) = span{v, Av, A2 v, ..., Ai−1 v},
where v is a starting vector chosen by the algorithm or input by the user. Our focus here will
be on the well-known Conjugate Gradient (CG) method for solving linear systems with symmetric
positive definite A, although many of our results and comments can be applied to other Krylov
subspace methods as well. In the CG method, the ith approximate solution xi ∈ x0 + Ki (A, r0 )
is constructed according to the Galerkin condition ri ≡ b − Axi ⊥ Ki (A, r0 ). This orthogonality
condition ensures that the approximate solution obtained in each iteration minimizes the error in
the A-norm, i.e.,
kx − xi kA =
min
kx − zkA .
(1)
z∈x0 +Ki (A,r0 )

The original variant of CG due to Hestenes and Stiefel [13] (which we will refer to as “standard
CG”) performs updates in each iteration using coupled two-term recurrences for the residual vectors
ri and search direction vectors pi . This leads to the following method:
r0 = b − Ax0 ,
xi = xi−1 + αi−1 pi−1 ,
where
αi−1 =

p0 = r0 ,

and, for i = 1, 2, . . . ,

ri = ri−1 − αi−1 Api−1 ,

(ri−1 , ri−1 )
(pi−1 , Api−1 )

and βi =

pi = ri + βi pi−1 ,

(ri , ri )
.
(ri−1 , ri−1 )

In terms of computations, standard CG requires one sparse matrix-vector multiplication and two
inner products in each iteration in order to update the coupled vector recurrences. These operations
are both communication-bound on modern machines. The computation of inner products, which
requires a global synchronization between all processors, can be especially costly on large-scale
machines, dominating the overall application runtime (see, e.g., the exascale computing report [6,
pp. 28]).
The dependency between the coupled vector recurrences, whose updates both involve communication-bound operations, is the fundamental obstacle to efficient parallel implementation of Krylov
subspace methods. Approaches to overcoming this obstacle described in the literature typically
involve restructuring the algorithm in a way that reduces the number of synchronization points
and increases parallelism within individual iterations. Pipelined Krylov subspace methods (see,
e.g., [7, 8]), which introduce additional vector recurrences in order to enable the overlapping of global
communication with local arithmetic computations, are one such approach. Another approach are
the s-step Krylov subspace method variants (see, e.g., [1, 14] and references therein). In s-step
Krylov subspace methods, the dimension of the expanding Krylov subspace is increased by a factor
of O(s) in each iteration, which allows the communication required for s iterations to be blocked
together in one communication phase. This can decrease the number of global synchronizations
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required per iteration by a factor of O(s). Both pipelined and s-step approaches, which we will refer
to collectively as “synchronization-reducing” variants, have been shown to improve performance and
scalability on large-scale distributed-memory machines for a number of test problems.
When the computations in CG are inexact, either due to finite precision arithmetic or intentional
approximation, the optimality property (1) no longer holds. Additionally, inexact computation
causes two discernible effects: a delay of convergence (due to multiple Ritz values approximating
the same eigenvalue of A in the Lanczos process) and a loss of attainable accuracy (due to a deviation
between the recursively computed residuals ri and the true residuals b − Axi ).
Much effort has been devoted to understanding the numerical behavior and properties of the standard CG method under inexact computations. Paige [15] has shown that the loss of orthogonality
in finite precision Lanczos is linked to convergence of the computed eigenvalues. The fact that
the delay of convergence in finite precision CG is determined by numerical rank-deficiencies of the
constructed Krylov subspaces was born from the work of, e.g., Greenbaum [9] and Greenbaum and
Strakoš [11]. Analyses of maximum attainable accuracy in CG and other standard Krylov subspace methods are given by, e.g., Greenbaum [10], van der Vorst and Ye [16], and Gutknecht and
Strakoš [12]. The works mentioned here have served to greatly improve our understanding of the
behavior of standard Krylov subspace methods in practice, and in many cases have led to efficient
methods for improving the finite precision behavior.
Both pipelined and s-step Krylov subspace methods are mathematically (i.e., in exact arithmetic)
equivalent to standard Krylov subspace methods, so it should come as no surprise that these methods
are subject to the ill-effects of finite precision computation as well. In fact, the delay of convergence
and loss of attainable accuracy can be much more pronounced in both pipelined and s-step variants
than in the standard Krylov subspace methods [8, 2]. This is not merely an inconvenience, but can
seriously inhibit the practical application of synchronization-reducing variants. If the delay of convergence is significant, we may end up with a slow down of the overall method despite per-iteration
performance gains. If the attainable accuracy does not meet the application-specific requirements,
the method is of no use. It is therefore imperative that we understand the numerical properties of
such methods in order to evaluate practical tradeoffs.
In this talk, we present an analysis of the attainable accuracy in pipelined and s-step CG variants.
We show that in both approaches, the size of the gap in residuals is amplified compared with the
standard CG method (although the amplification factors differ).
Stability of Pipelined CG (Joint work with M. Rozložník, Z. Strakoš, P. Tichý, and M.
Tuma

[3]) After identifying the numerical effects of various modifications to the standard CG recurrences, we analyze a slightly modified variant of Chronopoulos and Gear’s CG [4], considered to
be a precursor to the pipelined CG of Ghysels and Vanroose [8], and show how the introduction of
auxiliary recurrences (which change the computation of the orthogonalization coefficients) can affect
the maximum attainable accuracy. In the particular variant considered, a new auxiliary vector si
is introduced to recursively compute Api .
As in standard CG, the maximum attainable accuracy of this variant can be bounded in terms of
local errors in updating the individual vectors. However in this and other pipelined CG variants,
the gap between the true and computed residuals will also now depend on the gaps between the
computed auxiliary quantities and the “true” value of the quantities they represent (e.g., si − Api ).
We show that for this CG variant, the gap between the computed auxiliary vectors and the quantities
they represent can be bounded in terms of the local errors made in updating the auxiliary vectors
amplified by quantities related to ||ri ||2 /||rj−1 ||2 , j < i. Since the residual norms can oscillate
54

widely in CG, these terms can be large, which can result in dramatic amplification of local errors
and thus a significant decrease in attainable accuracy.
Stability of s-step CG We show that a bound on the deviation of the true and updated residuals
in s-step CG can be written in the same form as the bound for the deviation of the true and
updated residuals in standard CG given by Greenbaum [10], multiplied by an amplification factor.
Here the amplification factor is related to the condition numbers of the O(s)-dimensional Krylov
basis matrices constructed in each outer iteration. Our analysis then suggests that if the condition
numbers of the computed s-step bases can be controlled in some way, the numerical behavior of
s-step CG will be close to that of standard CG.
Tradeoffs and Techniques for Improving Accuracy In both pipelined and s-step CG variants,
there is an interesting tradeoff point between the speed of each iteration and the attainable accuracy.
The optimal choice of a particular CG variant and parameters to balance this tradeoff will be
highly application dependent; in some cases, a highly accurate solution is required, while in others,
a solution accurate to two digits is acceptable. In the case that an accurate solution is required,
the use of synchronization-reducing variants will require the development of techniques for ensuring
acceptable numerical behavior.
For both s-step CG and pipelined CG, we discuss techniques that can improve the convergence
rate and attainable accuracy without sacrificing too much in terms of performance. For the s-step
CG method, these include using better-conditioned polynomials for basis construction, residual
replacement [2], reorthogonalization, and variable s-step methods (see [1]). So far, less work has been
devoted to developing such techniques for pipelined CG methods, although our analysis suggests a
number of possibilities. Cools et al. [5] have recently devised a residual replacement strategy for
pipelined CG which monitors the residual gap and replaces all quantities computed via recurrence
in a replacement step. As the use of residual replacement and related strategies for improving
the accuracy can cause additional delay of convergence, further investigation is needed in order to
develop practical algorithms.
Conclusions and Outlook In the push toward exascale computing, it is important that we not
lose sight of the larger goal: furthering scientific analysis, insight, and discovery through the use of
computation. We therefore stress that the design and implementation of iterative solvers requires
a holistic approach with respect to a particular scientific application. In selecting the right method
and parameters to use for a given problem, one must consider the expected time per iteration as well
as the numerical stability and convergence properties, which as we show can be drastically changed
by only slight modification of the algorithm. It is also imperative to consider the performance and
use of the Krylov subspace method within the context of the overall scientific application. While
synchronization-reducing variants will not be the best choice for all problems and platforms, there
are many cases in a variety of scientific domains for which such approaches can offer significant
savings in both performance and energy while meeting application-specific accuracy constraints.
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Iterative Construction and Updating of Incomplete LU Factorizations
Edmond Chow
Abstract
Incomplete LU (ILU) factorizations are conventionally computed by using a Gaussian elimination
process with a predefined sparsity pattern for the factors or a dropping rule for small nonzeros.
Here, we describe an algorithm for computing incomplete factorizations, one that is iterative and
has much more parallelism. Although level scheduling techniques for parallelizing ILU factorizations
can be faster on computers with low amounts of parallelism, the new algorithm is designed to be
faster overall on computers with high amounts of parallelism. The iterative nature of the algorithm
means that the algorithm can also be used to update an existing ILU factorization.
Given a matrix A, the new algorithm exploits the fact that an (unmodified) incomplete factorization
of A computed by a Gaussian elimination process satisfies
(LU )ij = aij ,

(i, j) ∈ S

(1)

where (LU )ij denotes the (i, j) entry of the product of the incomplete factors L and U , aij denotes
the (i, j) entry of A, and S denotes a set of matrix locations where nonzeros are allowed. Conversely,
any pair of triangular factors L and U satisfying the above condition is an incomplete factorization
that could have been computed by the Gaussian elimination process.
The new algorithm interprets an ILU factorization as, instead of coming from a Gaussian elimination
process, a problem of computing the unknowns lij and uij , which are the nonzero entries of L and U ,
using property (1) as constraint equations. Such an approach may seem impractical because these
equations are nonlinear and there are more equations than the number of rows in A. However, there
are several potential advantages to computing an ILU factorization this way, particularly the fact
that the equations do not need to be solved very accurately to produce a good ILU preconditioner.
To solve the equations, we first rewrite them as (assuming a unit diagonal in L)
!
j−1
X
1
lij =
aij −
lik ukj ,
i>j
ujj
k=1

uij

= aij −

i−1
X

lik ukj ,

k=1

i≤j

for (i, j) in a given sparsity pattern S. The number of equations equals the number of unknowns. The
equations written this way shows that a potential solution approach is to use fixed-point iterations
of form
x(p+1) = G(x(p) ), p = 0, 1, . . .
(2)
with an initial guess x(0) , where x is a vector containing the unknowns lij and uij . Such fixed-point
iterations are highly parallelizable because each component of x(p+1) can be computed in parallel.
The convergence of these iterations is related to the Jacobian, G0 (x). An interesting fact is that for
any matrix A and any value of x, the eigenvalues of G0 (x) are all zero. More practically, however,
we are interested in the whether or not G is a contraction mapping and the related question of
the norm of G0 (x). For finite difference discretizations of various PDEs, we indeed find that G is
a contraction, and that, experimentally, convergence of (2) is fast enough such that 3 to 5 parallel
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fixed-point iterations can produce ILU preconditioners that are just as good as those produced by
Gaussian elimination.
To improve the convergence of the fixed-point iterations in more challenging cases, we consider a
type of nonlinear preconditioning. Instead of solving (1), we solve the related system where A has
been scaled symmetrically by a block diagonal matrix. This changes the nonlinear equations to be
solved, while the resulting solution can be scaled to give the factors of the original A.
In our implementations of this algorithm for computing ILU factorizations, we perform the fixedpoint iterations asynchronously, with each processor using the latest available components of x
being computed concurrently by other processors. This generally improves convergence just as
block Gauss-Seidel improves upon Jacobi for linear iterations.
For situations in which we need to solve a sequence of related linear systems, it is possible to
use the algorithm to update the incomplete factorization for one matrix to produce an incomplete
factorization for a second, nearby matrix. This idea is related to how to compute incomplete
factorizations by this algorithm when a sparsity pattern S is not given beforehand. The pattern
S can be adapted in a specific way, leading to results that are comparable or better than ILU
factorizations using threshold-based dropping rules.
Finally, we mention that to solve with the incomplete factors, an iterative process can also be used,
since the results are only needed approximately.
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Hybrid Iterative Methods for Large-Scale Bayesian Inverse Problems
Julianne Chung and Arvind Saibaba
Abstract
Recent advancements in hybrid iterative methods have enabled new technologies for computing
and analyzing solutions to large-scale ill-posed inverse problems. This talk will describe a recently
developed hybrid approach that is general in that a rich class of covariance kernels can be incorporated, efficient in that the main costs per iteration are matrix-vector multiplications (and not
inverses and square-roots), and automatic in that regularization parameters and stopping criteria
can be determined during the iterative process. In particular, we consider large-scale linear inverse
problems of the form
d = As + ,
(1)
where d ∈ Rm contains the observed data, A ∈ Rm×n , m ≥ n† , models the forward process, s ∈ Rn
represents the desired parameters, and  ∈ Rm represents noise in the data. We assume that
 ∼ N (0, R) where R is a positive definite matrix whose inverse and square root are inexpensive
(e.g., a diagonal matrix with positive diagonal entries). The goal is to compute an approximation
of s, given d and A.
Computing solutions to (1) can be challenging, especially for large-scale problems [7, 2]. A main
challenge is that the problem is ill-posed , so small errors in the data may lead to large errors in the
computed approximation of s. Regularization is required to stabilize the inversion process. There
are many forms of regularization, but here we follow a Bayesian framework, where we assume a
prior for s. We treat s as a Gaussian random variable with mean µ ∈ Rn and covariance matrix Q.
That is, s ∼ N (µ, λ−2 Q), where λ is a scaling parameter (yet to be determined) for the precision
matrix and Q may be from the Matérn family of covariance kernels [14]. Using Bayes theorem, the
posterior probability distribution function is given by


1
λ2
2
2
p(s|d) ∝ p(d|s)p(s) = exp − kAs − dkR−1 − ks − µkQ−1 ,
2
2
√
where kxkM = x> Mx is a vector norm for any symmetric positive definite matrix M. The
maximum a posteriori (MAP) estimate provides a solution to (1) and can be obtained by minimizing
the negative log likelihood of the posterior probability distribution function, i.e.
sλ = arg mins − log p(s|d)

1
λ2
= arg mins kAs − dk2R−1 + ks − µk2Q−1 ,
2
2

(2)

which is equivalent to the solution of the following normal equations,
(A> R−1 A + λ2 Q−1 )s = A> R−1 d + λ2 Q−1 µ.

(3)

In fact, the MAP estimate, sλ , is a Tikhonov-regularized solution, and iterative methods have been
developed for computing solutions to the equivalent general-form Tikhonov problem,
min
s

†

1
λ2
kLR (As − d)k22 + kLQ (s − µ)k22 ,
2
2

For clarity of presentation, we assume m ≥ n, but these methods apply also to problems where m < n.
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(4)

−1 = L> L . For example, hybrid iterative methods have been investiwhere Q−1 = L>
Q LQ and R
R R
gated for the standard-form Tikhonov problem where LQ = I, e. g. , in [13, 11, 1, 6, 3, 4, 8] and for
the general-form Tikhonov problem, e. g. in [15, 12, 5, 9, 10]. However, these previously-developed
methods require LQ or L−1
Q , which is not available in the scenarios of interest here (e.g., where Q
represents a Matérn kernel or a dictionary collection). In particular, we focus on the Matérn class
of covariance kernels, which include among them as special cases, the exponential and the Gaussian
kernel (sometimes, called squared exponential kernel). Although Matérn kernels represent a rich
class of covariance kernels that can be adapted to the problem at hand, a main challenge is that the
covariance matrix Q can be very large and dense, so working with its inverse or square root can be
difficult. Furthermore, methods for selecting regularization parameter λ for general-form Tikhonov
are still under development, especially for large-scale problems.

In this talk, we describe a new generalized iterative hybrid approach for computing approximations
to (2). Theoretical results show that generalized hybrid solutions are equivalent to LSQR iterates
when applied to a directly-regularized priorconditioned Tikhonov problem, after a transformation
of variables, and iterates are related to generalized singular value decomposition (GSVD) filtered
solutions. However our approach is different from previous approaches since we avoid forming (either
explicitly, or MVPs with) the square root or inverse of the prior covariance matrix, and we do not
require the GSVD. Numerical results from seismic tomography reconstruction and super-resolution
imaging validate the effectiveness and efficiency of our approach.
For more details on this work, see
Chung, J. and Saibaba, A. K. Generalized hybrid iterative methods for large-scale Bayesian inverse
problems. arXiv:1607.03943 (2016)
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Optimal Regularized Low-Rank Inverse Matrix Approximation
Matthias Chung, Julianne Chung
Abstract
Optimal low-rank inverse approximations play a critical role in many scientific applications such as
matrix completion, machine learning, and data analysis [Ye05, DKM07, Mar12]. Here, we develop
theoretical results for a general case for finding optimal regularized inverse matrices (ORIMs),
provide a new efficient computational algorithm, and propose novel uses of these matrices for solving
linear ill-posed inverse problems of the form,
b = Aξ + δ,

(1)

where ξ ∈ Rn is the desired solution, A ∈ Rm×n models the forward process, δ ∈ Rm is additive
noise, and b ∈ Rm is the observed data. A preprint of this work is available at [CC16]. We
assume that A is very large and sparse, or that A cannot be formed explicitly, but matrix vector
multiplications with A are feasible (e.g., A can be an object or function handle). Furthermore, we
are interested in ill-posed inverse problems, whereby small errors in the data may result in large
errors in the solution [Had23, Han10, Vog87], and regularization is needed to stabilize the solution.
Various forms of regularization have been proposed in the literature, including variational methods [ROF92, TA77] and iterative regularization, where early termination of an iterative methods
provides a regularized solution [HH93, Han95]. Optimal regularized inverse matrices have been
proposed for solving inverse problems and have been studied in both the Bayes and empirical Bayes
framework [CCO11, CC13, CCO15, SSC+ 15]. Let P ∈ Rn×m be an initial approximation matrix
(e.g., P = 0n×m in previous works). Then treating ξ and δ as random variables, the goal is to find
b ∈ Rn×m that gives a small reconstruction error in the 2-norm. Hence, the problem of
a matrix Z
b can be formulated as
finding an ORIM Z
b = arg min E k((P + Z)A − In )ξ + Zδk2 ,
Z
2

(2)

Z

where E denotes the expected value and In the identity matrix of dimension n. This problem is
often referred to as a Bayes risk minimization problem [CL00, Vap98].
Especially for large scale problems, it may be advisable to include further constraints on Z such
as sparsity, symmetry, block or cyclic structure, or low-rank structure. Here, we focus on matrices
b has mainly been used to efficiently solve linear inverse
Z of low-rank. Once computed, ORIM Z
problems in an online phase as data b becomes available and requires therefore only a matrix-vector
b
multiplication (P + Z)b.

With the assumptions on the independence of ξ and δ and notation E[ξ] = µξ , Cov[ξ] = Mξ M>
ξ,
2
n×n+1
E[δ] = 0m×1 , Cov[δ] = η Im , M = [Mξ µξ ] ∈ R
(concatenation of matrix Mξ with µξ ), we
can reformulate this stochastic problem into the following optimization problem
min

rank(Z)≤r


 

f (Z) = Z AM ηIm − M − PAM −ηP

2
,
F

(3)

where we introduce a rank constraint on the matrix Z, and k · kF denotes the Frobenius norm. The
main result is provide by the following theorem.
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Theorem. Given matrices A ∈ Rm×n , M ∈ Rn×p , and P ∈ Rn×m , with rank (A) = k ≤ n ≤ m,
rank (M) = n ≤ p, let index r ≤ k and parameter η ≥ 0, nonzero if r < m. Define F =
b ∈ Rn×m of the problem
(In − PA)MM> A> − η 2 P. If rank (F) ≥ r, then a global minimizer Z
min

rank(Z)≤r

is given by

 


f (Z) = Z AM ηIm − M − PAM −ηP

b = UH,r U> F(AMM> A> + η 2 I)−1 ,
Z
H,r

2
F

(4)

(5)

where symmetric matrix H = F(AMM> A> + η 2 I)−1 F> has eigenvalue decomposition H =
UH ΛH U>
H with eigenvalues ordered so that λj ≥ λi for j < i ≤ n, and UH,r contains the first r
b is the unique global minimizer of (4) if and only if λr > λr+1 .
columns of UH . Moreover, Z

This Theorem provides a closed form solution of an optimal regularized low-rank inverse approximation. Moreover, as a result of this Theorem we are able to derive a rank-update approach which
b r , decompose the optimization
maintains the optimality: To compute a rank r ORIM matrix Z
problem in r sequential rank-1 optimization problems. Algorithmically, the rank-1 update approach
reads as follows.
Algorithm 1 (rank-1 update approach)
Require: A, M, P, η
b 0 = 0n×m , r = 0
1: set Z
2: while stopping criteria not reached do


 

b r + Z AM η Im − M − PAM −η P
3:
Z̃1 = arg min
Z
rank(Z)≤1

2
F

b r+1 = Z
b r + Z̃1
4:
Z
5:
r =r+1
6: end while
br
Ensure: optimal Z

The major computational burden at each rank is at line 3 of the Algorithm. We utilize an alternating
direction approach (on x and y) to compute the rank-1 update Z1 = xy> . An efficient Matlab
implementation can be found at the following website:
https://github.com/juliannechung/ORIM.git
Using examples from image processing, we show that ORIM updates can be used to compute more
accurate solutions to inverse problems and can be used to efficiently solve perturbed systems, which
opens the door to new applications and investigations. In particular, our current research is on incorporating ORIM updates within nonlinear optimization schemes such as variable projection methods,
as well as on investigating its use for updating preconditioners for slightly changing systems.
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Robust and Efficient Multi-Way Spectral Clustering
via QR Factorizations with Column Pivoting
Anil Damle, Victor Minden, and Lexing Ying
Abstract
Spectral clustering is a widely used methodology for partitioning simple graphs into a collection of
well connected subgraphs. This procedure involves computing an appropriate number of eigenvectors
of the (normalized) graph Laplacian matrix and using them to embed the nodes into a space of
dimension equal to the number of clusters. A clustering algorithm is then applied to partition
the nodes into clusters. Typically, the k-means (also known as Lloyd’s) algorithm [10] is used.
However, the k-means objective function is non-convex and choice of a poor initial guess may result
in convergence to a local minimum associated with a poor clustering. There are numerous strategies
for constructing initial guesses for k-means [5], one of the most popular being k-means++ [3].
We present a simple alternative methodology based on a column-pivoted QR factorization (QRCP)
[4] for clustering the nodes in their eigenvector embedding. Our algorithm is direct (non-iterative),
robust, and a randomized variant is particularly efficient. Notably, both algorithms scale linearly
in the number of nodes in the graph. It is important to note that our algorithm is not a general
replacement for k-means. However, specialization to graphs with community structure allows us to
take advantage of additional geometric structure to construct our algorithm.
Let the columns of Vk eigenvectors corresponding to the top k eigenvalues of the (degree-normalized)
adjacency matrix from an undirected graph on N nodes with k clusters. Our deterministic algorithm
finds the clusters via the following procedure:
1. Compute the QRCP factorization VkT Π = QR.
2. For each j ∈ [N ] assign node j to cluster cj = argmini



RΠT

i,j



.

Here, |·| is the element wise absolute value operation. Importantly, we provide theoretical justification for the use of both the deterministic and randomized variants of our algorithm.
A common surrogate for analysis of graph partitioning algorithms is the stochastic block model
(SBM). There has been significant recent work [1, 2, 9, 8] to understand when exact recovery of
the clusters in this model is information theoretically possible or impossible in certain parameter
regimes. However, the optimization based algorithms developed to achieve these bounds do not
scale to large problems. We show experimentally that our algorithms exhibit the expected sharp
phase transitions for exact recovery of the clusters in the SBM. This is in contrast to k-means++,
which does not display such a sharp transition.
The combination of computational efficiency, theoretical justification, and experimental performance makes our algorithms particularly attractive for general use. We are able to simultaneously
achieve two desirable qualities for a spectral clustering algorithm: computational scalability to large
problems of practical interest and informational theoretically expected behavior on well understood
model problems. This work is detailed in a recently submitted preprint available online that includes
the experimental results [7]. Interestingly, the origins of this algorithm are in localization problems
in computational quantum chemistry [6] and those connections will be briefly discussed.
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Combinatorics of Fiedler Pencils with Repetitions
Federico Poloni, Gianna M. Del Corso
Abstract
Fiedler pencils are generalizations of the companion pencils, which were introduced by M. Fiedler [6]
in the scalar case and later generalized to the block matrix case [1]; they are constructed as products
of a certain number of elementary matrices that satisfy certain commutation relations. The main
interest
in Fiedler pencils comes from the study of linearizations of a matrix polynomial A(x) =
Pd
i ∈ Cn×n [x]. A linearization is a pencil that can be constructed easily from the entries
A
x
i
i=0
of a matrix polynomial A(x), and has the same eigenvalues and partial multiplicities as the matrix
polynomial [7]. Fiedler pencils are a large family of linearizations, and inside this family it is possible
to identify some members with specific structures, for instance symmetric or palindromic pencils.
There has been considerable research interest in the past years in finding new methods to produce
linearizations (and, in particular, structure-preserving linearizations [2, 4, 3, 5]) and studying their
numerical properties.
We introduce a new notation and terminology to deal with Fiedler pencils and Fiedler pencils with
repetitions (a further generalization introduced in [8]), in particular we use diagrams to represent
the action of Fiedler pencils on vectors.
Our basic building block are matrices of the form

0 I
,
G(A) :=
I A


(1)

where A ∈ Cn×n . We represent them using diagrams like the one in Figure 1. In particular, the
1
2

A

Figure 1: The diagram corresponding to G(A).
diagram represents the action of G(A) on row vectors, since [v1 , v2 ]G(A) = [v2 , v1 + v2 A].
1

A0

1

1

1

2

2

2

2

3

3

3

4

4

4

F0

A1

F1

A2

3
4

F2

A3

F3

Figure 2: The diagrams corresponding to Fi for varying i and d = 4.
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As an example, for matrix polynomials of degree d = 4, consider the block matrices defining the
elementary Fiedler matrices








A0
0 I
I
I








I
 , F1 := I A1
 , F2 :=  0 I
 , F3 :=  I
;
F0 := 




 I A2 

I
I
0 I 
I
I
I
I A3
we can represent each Fiedler matrix with a diagram as in Figure 2.

Similarly a Fiedler product, that is the formal product of a sequence of elementary Fiedler matrices,
can be represented as a diagram in which the diagrams of the factors are concatenated horizontally
in the same order as in the product. In Figure 3, we have an example of a diagram associated to a
Fiedler product where commuting blocks, that is blocks whose difference of indices is greater than
one, are arranged in the same column. Note that, in general, we can have more than a diagram
corresponding to a Fiedler product, since some of the elementary Fiedler matrices may commute,
and the different diagrams can be obtained one from the other sliding horizontally the diagram
elements without altering the interconnections of the diagram.
1

A0

A0

2

A0

A1

3

A1

A1

A2

A2

4

A3

A3

Figure 3: The diagram of F = F0 F2 F1 F3 F0 F1 F3 F0 F2 F1
1

A0

2
3
4

A0

A1

A0

A1

A2

A1

2

A2

A3

A3

Figure 4: Content of block (3, 2) of matrix F = F0 F2 F1 F3 F0 F1 F3 F0 F2 F1 is obtained following the
direction of the arrows of the two paths having source row 3 and destination row 2.
The main reason for considering these diagrams is that they represent visually the action of a Fiedler
matrix. In particular the contents of block (i, j) of a matrix Fiedler product can be read from the
diagram considering all the paths going (left to right) from row i in the diagram to row j and
eventually crossing boxes labelled with a matrix. For example, content of block (3, 2) of F is given
by A1 A0 + A2 A1 since we have two paths from row 3 to row 2, the first crossing blocks A1 and A0
(in this order) and the second A2 and A1 (Figure 4).
These diagrams are not only useful for visualization, but concepts such as "the lowest horizontal
level reached by a path" can be effectively used for simplifying some proofs. In addition, they prove
to be valuable tools in counting problems as well. We use them to prove the following results.
68

Theorem 1 The number of different Fiedler pencils with repetitions of degree d are
d
X

Πk Πd+1−k ,

k=1

where Πk is such that Πk = 2kΠk−1 − (k − 1)2 Πk−2 , with Π1 = 1, Π2 = 3.
Interesting results can be obtained exploiting the dualism between the pencil and the two diagrams
representing the pencil, particularly in the presence of structured matrix polynomials.
One of the results, for example, is that, given a symmetric matrix polynomial, a Fiedler pencil with
repetitions is symmetric if and only if the diagrams associated to the matrices of the pencil have
reflection symmetry along their central columns.
Theorem 2 For a symmetric matrix polynomial A(x) of degree d, there are
different symmetric FPRs.

Pd

k=1 (k − 1)!!(d − k)!!

For antipalindromic matrix polynomials, that is matrix polynomials for which Ai = −A∗d−i , we
know that, if d > 1, it is not possible to construct antipalindromic FPRs. Similarly to what was
done in [3], we introduce a nontrival family of structured FPRs for antipalindromic polynomials.
We say that a pencil A0 − A1 x is J-antipalindromic if JA0 = (JA1 )∗ , where J ∈ Rnd×nd is the
matrix


0
In


.
J =
.
..
In
0

We can prove that a FPR A0 − A1 x is J-antipalindromic if and only if the diagrams associated to
matrices A0 and A1 have a certain type of symmetries. Again this approach allows us to count the
number of J-antipalindromic FPRs of a given degree.
Theorem 3 There are Π d+1 distinct J-antipalindromic FPRs of degree d.
2

Analogous results can be proven for palindromic matrix polynomials simply observing that for odd
grade d, the matrix polynomial A(x) is palindromic if and only if A(−x) is antipalindromic. Hence
all our J-antipalindromic linearizations can be converted into J-palindromic linearizations with a
few sign changes.
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Communication-Avoiding Algorithms, and the New BLAS
James Demmel, Michael Christ, Nicholas Knight, Alex Rusciano, Thomas Scanlon,
Katherine Yelick, Mark Gates, Greg Henry, Xiaoye Li, Jason Riedy,
Peter Tang, Peter Ahrens, Hong Diep Nguyen
Abstract
We give short updates on two related topics.
First, we discuss communication-avoiding algorithms. Communication means moving data, either
between levels of a memory hierarchy, or between processors over a network. Moving data is
much more expensive than arithmetic, so we seek algorithms that move very little data, attaining
lower bounds when possible. At the last Householder meeting, we reported on progress on these
algorithms for linear algebra, and presented a new communication lower bound for any algorithm
that resembled nested loops accessing arrays [1, 2]. We also conjectured that this new lower bound
was always attainable. This time, we present a positive solution to this conjecture (under some
natural technical assumptions). Our solution that generates optimal algorithms consists of linear
algebraic operations (eg Smith Normal Form) that depend on the linear expressions that appear as
the subscripts of arrays in the original algorithm (eg i+j in A(i+j)) [3].
Second, we report on the ongoing efforts of the recently reconvened BLAS Standards Committee [4],
to develop a new standard that accomodates the emerging needs of low precision, multiple simultaneous BLAS on small matrices in parallel (both motivated, eg by neural nets), and reproducibility,
i.e. getting bit-wise identical results from run to run (motivated, eg by debugging). The latter is
hard because of nonassociative floating point addition, and dynamic scheduling of resources like
the number of processors. In particular, we discuss a new algorithm for reproducible floating point
summation, that in one read-only pass over the summands, or one reduction operation, in any order,
computes a bit-wise identical sum, at least as accurately as conventional summation. It also uses
very little memory, just 6 words to represent a “reproducible accumulator.” This lets us apply all
our communication-avoiding theory and algorithms, for example increasing the optimal bandwidth
cost of matmul by just a factor of sqrt(6) [5].
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[5] J. Demmel, P. Ahrens, H. D. Nguyen, Efficient Reproducible Floating Point Summation and BLAS,
UC Berkeley Tech Report UCB/EECS-2016-121, www2.eecs.berkeley.edu/Pubs/TechRpts/2016/EECS2016-121.html, June 2016
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Randomization plus Krylov Methods for Efficient Estimates
of Block Bilinear and Quadratic Forms
Eric de Sturler
Abstract
Many applications, such as inverse problems [4], the optimal design of structures [10], functionalbased error estimation and adaptation in computational fluid dynamics (CFD) [9], involve the
repeated evaluation of expensive bilinear or quadratic forms, such as those arising in the following
minimization problems,
min kC T (A(p) + σE)−1 B − Dk2F ,
p

min trace F T K(p)−1 F .
p

(1)
(2)

In (1), arising in diffuse optical tomography (DOT) [4] or electrical impedance tomography (EIT),
the matrices A(p) and E may be symmetric or nonsymmetric and correspond to a large, discretized,
3D partial differential equation (PDE). The vector p may contain up a thousand parameters describing the shape and additional properties of one or more anomalies, and the matrices B and C
may have a few thousand columns depending on the number of sources (mB ) and detectors (mC ).
The matrix D corresponds to the (noisy) measurements that the model aims to fit. We use parametric level-sets (PaLS) for modeling the medium to be reconstructed [1], which also takes care of
regularization. In DOT, the minimization typically involves a modest number of values for σ (say
five or six) rather than one. For ease of discussion, though, we drop the σE term in the remainder
(which corresponds to solving the problem only for a zero frequency).
In (2), arising in topology optimization for the design of optimal structures without assumptions
on the final shape beyond those strictly necessary, the matrix K(p) is symmetric positive definite
and corresponds to a very large discretized system of PDEs. The vector p may contain millions of
parameters or design variables, for example, defining the relative density in each element or at each
node of a large mesh. The matrix F may have hundreds or more columns, corresponding to the
minimization of a weighted average over many separate load cases.
The computational cost of such problems is enormous, and we need to develop highly efficient
solution methods. Here, we focus on the efficient approximation of the (block) bilinear and quadratic
forms and their derivatives (also bilinear/quadratic forms) using randomization combined with
Krylov subspace methods. The derivatives may require further linear solves; for example,
∂
∂A(p)
(C T A(p)−1 B) = −C T A(p)−1
A(p)−1 B,
∂pk
∂pk

(3)

which requires additional (adjoint) solves with AT .
Since robust optimization needs only modest approximations of the objective functions and their
derivatives in each step, we can drastically reduce the number of required linear solves by randomization. For topology optimization, we randomize over the separate load cases, the columns of F ,
and for DOT over the sources and detectors, the columns of B and C. The latter allows us to
generalize the approach from [6] based on trace estimation to Newton-type solvers.
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For DOT, we pick a few (say 10) random vectors W = (w1 . . . wmW ) and V = (v1 . . . vmV ) with
appropriate distributions. It can be shown that


1
T
T
−1
2
E
kV [C A(p) B − D]W kF = kC T A(p)−1 B − Dk2F .
(4)
mW mV
So, estimating the residual norm (in matrix form) as well as the residual itself requires only mW
solves to compute A(p)−1 (BW ), say ten or fewer, rather than the original mB , say a thousand.
Similarly, approximating the Jacobian now requires only mV additional solves with AT rather than
the original mC . A similar approach can be used for the topology optimization problem.
For both problems, straightforward randomization approaches (referred to as simultaneous random
sources for DOT) do not lead to satisfactory solutions, and we discuss necessary extensions to converge to high-quality solutions. For the DOT problem this requires the replacement of random
simultaneous sources by so-called optimized simultaneous sources (and the same for the detectors).
For topology optimization, where we must choose new random vectors at each step to avoid converging to a solution that is optimal only for some (randomized) selection of load cases, techniques
from simulated annealing or machine learning are needed to ensure convergence. However, with
these extensions both methods work well, which leads to very substantial reductions in the total
number of large linear solves [10].
We still need to approximate the sequence of bilinear forms (for DOT) of the type (Cvi )T A(p)−1 (Bwj )
for a modest number of vi and wj vectors and fixed p, and repeat this for the sequence of matrices A(p(k) ). Typically A(p(k) ) changes slowly and highly locally after the first few optimization
steps. A similar approach is followed for the topology optimization problem, approximating only
quadratic forms. Following [3, 5, 8], we use Krylov subspace methods to efficiently approximate
these bilinear/quadratic forms. In particular, [8] shows how to maintain the theoretically high accuracy even in finite precision arithmetic by using only quantities based on ‘local’ (bi)orthogonality
relations. As the error for these approximations converges quadratically with the residual norms
of corresponding linear systems, typically a modest number of iterations is sufficient. Moreover,
as we solve this sequence for small groups of Cvi and Bwj vectors, a proper choice of ordering
and reusing intermediate results further reduces the average number of iterations (or matvecs) per
bilinear form. Finally, we can exploit Krylov subspace recycling over these multiple right hand sides
and ‘left hand sides’ as well as over the sequence of parameter vectors to yet further reduce linear
solver cost [2, 7] (The latter manuscript describes a recycling CG, also available in Trilinos, that we
adapt for estimating quadratic forms).
Ultimately, our approach leads to very interesting algorithms that require very modest numbers of
iterations per bilinear/quadratic form, while the total number of such bilinear/quadratic forms to
be computed per optimization step is greatly reduced through randomization.
This work involves collaborations with Katarzyna Swirydowicz and Selin Sariaydin from the Mathematics department at Virginia Tech, with Will Tyson and Chris Roy from Aerospace Engineering
at Virginia Tech on functional-based error estimation and adaptation in CFD, with Misha Kilmer
from the Mathematics department at Tufts on DOT, and with Glaucio Paulino and Xiaojia Zhang
from Civil Engineering at Georgia Tech on topology optimization.
This material is based upon work supported by the National Science Foundation under Grant
Number NSF DMS 1217156. Any opinions, findings,and conclusions or recommendations expressed
in this material are those of the author(s) and do not necessarily reflect the views of the National
Science Foundation.
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Communication-Avoiding Primal and Dual
Block Coordinate Descent Methods
Aditya Devarakonda, Kimon Fountoulakis, James Demmel, Michael W. Mahoney
Abstract
Communication-avoiding algorithms are a new class of algorithms that exhibit large speedups on
modern, distributed-memory parallel architectures through careful algorithmic transformations [1,
2]. Most of direct and iterative linear algebra have been re-organized to avoid communication and
has led to performance improvements over existing state-of-the-art libraries . The results from
communication-avoiding Krylov (CA-Krylov) subspace methods are particularly relevant to our
work [1, 2].
Existing approaches to reducing communication cost for convex optimization problems do so by
trading off accuracy, convergence rate, and determinism for performance. Our work considers the
problem of avoiding communication without changing the convergence behavior of the block coordinate descent (BCD) and block dual coordinate descent (BDCD) algorithms for the ridge regularized
least squares problem. We build on existing CA-Krylov work by extending communication-avoiding
results to machine learning where scalable algorithms are especially important given the enormous
amount of data. Block coordinate descent (BCD) and block dual coordinate descent (BDCD)
methods are routinely used in machine learning to solve optimization problems [3]. Given a dataset
X ∈ Rd×n where the rows are features of the data and the columns are data points, BCD (resp.
BDCD) can compute the regularized or unregularized least squares solution by iteratively solving
a subproblem using a block of b rows (resp. columns) of X [4, 3]. This process is repeated until the
solution converges to a desired accuracy or until the number of iterations has reached a user-defined
limit. This suggests that, if the matrix is partitioned across some number of processors then the
algorithm communicates at each iteration in order to solve the subproblem. This follows from the
fact that BCD uses b features (resp. b data point for BDCD) and computes a Gram matrix. Therefore, the running time for such a method is dominated by communication which becomes worse as
the number of processors increases.
The ridge regression problem can also be solved using Krylov methods [5, 6] and TSQR [7]. However,
depending on the desired accuracy and metric of success BCD and BDCD can be better than
traditional numerical linear algebra algorithms. For example, in the case of kernel ridge regression
(KRR) the kernel matrix needs to be explicitly formed before Krylov or direct methods can solve
the problem. BCD and BDCD, on the other hand, can
 compute blocks of the kernel matrix on-thefly without having to compute and store the O n2 kernel matrix a priori. Online learning [8, 9]
is another domain where BCD and BDCD methods are relevant, since these methods minimize
the number of passes over the dataset [10]. The tradeoff between these methods are complex and
depend on the dataset properties, algorithm parameters, data access model and many more. Our
goal in this work is to derive communication-avoiding variants of the BCD and BDCD methods
and experimentally show that our algorithms are practical on a modern supercomputer. We leave
extensions to KRR and online learning for future work.
Table 1 presents a summary of the BCD, BDCD, CA-BCD and CA-BDCD algorithm costs under
the 1D-block column and 1D-block row layouts, respective. See [10] for details, discussion, and
proofs. The communication-avoiding variants that we have derived require a factor of s fewer
messages than their classical counterparts, at the cost of more flops, bandwidth and memory. The
bandwidth increase can largely be ignored since the latency cost often dominates the running time
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Table 1: A summary of algorithms costs for the classical and communication-avoiding primal and
dual methods under 1D-block column (BCD, CA-BCD) and 1D-block row (BDCD, CA-BDCD)
layouts.
of the classical algorithms. Therefore, increasing the bandwidth by s is unlikely to dominate for
modest values of s. However, s must be chosen carefully to balance the additional flops, bandwidth,
and memory consumption with the reduction in the latency cost. This suggests that if latency is
the dominant cost then our communication-avoiding variants can attain s-fold speedups.
We also implement (in MPI [27]) and test communication-avoiding algorithms on dense datasets
(both synthetic and real) to illustrate the speedups attainable on a Cray XC30 supercomputer. We
evaluate the strong scaling performance on up to 24k cores to illustrate the speedups attainable.
Our results show that the communication-avoiding algorithms achieve speedups of up to 6.1× on
real datasets obtained from the LIBSVM repository [11]. Our results indicate that our CA variants
outperform the classical algorithms when latency is the dominant cost. We have also shown on
real and synthetic datasets that CA-BCD and CA-BDCD exhibit better scaling properties and can
attain large speedups, in practice.
Our contributions are:
• We present communication-avoiding algorithms for block coordinate descent and block dual
coordinate descent that reduce communication by a factor of s.
• We analyze the computation, communication and storage costs of the classical and our new
communication-avoiding algorithms under two data partitioning schemes and describe their
tradeoffs.
• We evaluate the performance of communication-avoiding algorithms for block coordinate descent and block dual coordinate descent that reduce communication by a factor of s.
• We show weak scaling and strong scaling results for a range of block sizes and loop unrolling
parameters (s).
• We show that our communication-avoiding variants lead to 1.3× – 4.2× strong scaling speedup
on real datasets obtained from LIBSVM using up to 3k cores of a Cray XC30 supercomputer.
Our results also show that our algorithms attain 1.6× – 3.1× weak scaling speedups on
synthetic datasets.
• Our experimental results show that as the number of processors increases, the communicationavoiding variants attain larger speedups due to the reduction in latency costs.
We showed in this work that communication-avoiding variants of BCD and BDCD attain large
speedups on modern parallel architectures and programming models. Our experimental results
76

indicate that speedups of 1.3× – 4.2× are possible depending on the choices of s, b, P and the flops
vs. communication ratio. We expect that our communication-avoiding algorithms are also a good
fit for popular machine learning programming models like Spark where the centralized scheduler
becomes the main latency bottleneck at large scale [12]. Furthermore, our communication-avoiding
technique illustrated in this paper likely applies to other convex optimization problems such as
LASSO regression, SVM, kernel ridge regression and, possibly, more general loss and regularization
functions, however, we leave extensions to other machine learning problems for future work.
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Stratification of matrix polynomials
Andrii Dmytryshyn, Stefan Johansson, Bo Kågström, and Paul Van Dooren
Abstract
In this presentation, we highlight the results about matrix polynomials obtained in [3] and [4].
For a long time matrix polynomials
P (λ) = λd Ad + · · · + λA1 + A0 ,

Ai ∈ Cm×n , i = 0, . . . , d, and Ad 6= 0,

(1)

have been important objects to investigate. Frequently, elementary divisors and minimal indices,
i.e. the complete eigenstructure of matrix polynomials provide an understanding of the properties
and behaviours of the underlying physical systems and thus are the actual objects of interest. The
complete eigenstructure is usually computed by passing to a (strong) linearization which replaces
a matrix polynomial by a matrix pencil with the same finite (and infinite) elementary divisors and
the same number of minimal indices, e.g., Fiedler linearizations.
In general, computing the complete eigenstructure is sensitive to perturbations of the polynomial
matrix coefficients and the paper [7] is the first one to study this problem by constructing stratifications, i.e. the closure hierarchy graphs where each node represents a possible complete eigenstructure, and each edge represents a possible change of a complete eigenstructure. In [7] the authors
construct the stratifications for the first or second companion linearizations of full rank matrix polynomials. Recall that full rank matrix polynomials can only have left or right minimal indices (not
both) and depending on which type of minimal indices that are present, either the first or second
companion form was investigated.
We generalize the results of [7] to matrix polynomials of any rank (thus may have both left and
right minimal indices) and allow using any Fiedler linearization. To be exact, we explain how small
perturbations of (rectangular) matrix polynomials may change their elementary divisors and minimal indices by constructing the closure hierarchy graphs of orbits and bundles of matrix polynomial
Fiedler linearizations. Important results for our investigation include necessary and sufficient conditions for a matrix polynomial with certain degree and canonical structure information to exist [2];
the strong linearization templates and how the minimal indices of such linearizations are related
to the minimal indices of the polynomials [1]; the correspondence between perturbations of the
linearizations and perturbations of matrix polynomial coefficients [7]; as well as the algorithm for
the stratification of general matrix pencils [6].
The stratification graphs do not depend on the choice of Fiedler linearization which means that all
the spaces of different matrix polynomial Fiedler linearizations have the same geometry (topology).
Let us illustrate the latter by an example: Consider a 1 × 2 matrix polynomial of degree 3, i.e.
A3 λ3 + A2 λ2 + A1 λ + A0 ,

and its four Fiedler linearizations: the first

A3 0
λ 0 I
0 0
the second companion form

A3 6= 0,

companion form
 

0
A2 A1 A0
0 + −I 0
0 ;
I
0 −I 0


 

A3 0 0
A2 −I 0
λ  0 I 0 + A1 0 −I  ;
0 0 I
A0 0
0
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(2)

(3)

(4)

and the linearizations

 


 

A3 0 0
A2 A1 −I
A3 0 0
A2 −I 0
0  and λ  0 I 0 +  A1 0 A0  .
λ  0 I 0 + −I 0
0 0 I
0 A0 0
0 0 I
−I 0
0

(5)

Since the matrix coefficients Ai are rectangular, the Fiedler linearizations (3)–(5) are of different
sizes. Notably, we obtain similar stratification graphs for all these linearizations, see Figure 1.
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Figure 1: Orbit stratification of the Fiedler linearizations of 1 × 2 matrix polynomials of degree 3 (A3 6= 0).
Graph (a) is the stratification of the first companion form (3), with nodes representing 5 × 6 matrix pencils.
Graph (b) is the stratification of the linearizations in (5), with nodes representing 4×5 matrix pencils. Finally,
graph (c) is the stratification of the second companion form (4), with nodes representing 3×4 matrix pencils.
The three graphs (a), (b), and (c) have the same set of edges that connect nodes corresponding to matrix
pencil orbits with the same regular structures (Jk (µi ) blocks) but with different singular structures (Lk
blocks).
Note that for a particular matrix polynomial some linerizations may still be better conditioned
and/or structure preserving.
Structure preserving stratification of skew-symmetric matrix polynomials. Matrix polynomials (1) with ATi = −Ai , i = 0, . . . , d are called skew-symmetric. Preserving this symmetry, we
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study how elementary divisors and minimal indices of skew-symmetric matrix polynomials of odd
degrees may change under small structure-preserving perturbations, by constructing the orbit and
bundle stratifications of their skew-symmetric linearizations, e.g., see [8]:
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This requires a number of structure preserving results that are analogous to the results earlier
mentioned for the general matrix polynomials, in particular, based on [2, 7] we provide the necessary
and sufficient conditions for a skew-symmetric matrix polynomial with certain degree and canonical
structure information to exist. Using versal deformations, we also show that in the linearization
of matrix polynomials we may perturb only the blocks corresponding to the coefficient matrices
in matrix polynomials. In addition, we use the skew-symmetric strong linearization templates [8]
and the relation between the minimal indices of such linearizations and the minimal indices of the
polynomials [1]; as well as the stratifications of skew-symmetric matrix pencils [5].
Generalizing the paragraph above we may derive a scheme for solving the stratification problems
for structured linearizations of structured matrix polynomials. Hopefully, this scheme will provide
possibilities of identifying the “gaps” for solving the stratification problem for other types of matrix
polynomials, e.g., symmetric, (skew-)Hermitian, palindromic, alternating.
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On Algebraic Algorithm for the Computation of a Structured
Matrix Factorization and Applications for Tensor Decompositions
Ignat Domanov, Lieven De Lathauwer
Abstract

1
1.1

Problem statement
Structured matrix factorization

Let F denote either R or C. In our talk we present an algorithm for the computation of the
factorization
Y = AB(z1 , . . . , zR )T , z1 , . . . , zR ∈ F`
(1)
where Y ∈ FK×N , A ∈ FK×R and the matrix valued function B(z1 , . . . , zR ) is defined by
 p1 (z1 )

p1 (zR )
.
.
.
q (z )
q1 (zR )
 1.1
.. 
..

.
B(z1 , . . . , zR ) = 
. ,
.
 .
pN (z1 )
pN (zR )
qN (z1 ) . . . qN (zR )

(2)

p1 , . . . , pN , q1 , . . . , qN are known polynomials in l variables.

(·)
N (·)
Note that we model a column of B(z1 , . . . , zR ) through the values taken by N functions pq11(·)
, . . . , pqN
(·)
at one particular point zr . On the other hand, a row of B(z1 , . . . , zR ) is modeled as values taken
(·)
by one particular function pqnn(·)
at R points z1 , . . . , zR . Thus, the task is to recover the matrix A
and the vectors z1 , . . . , zR from the known matrix Y.

1.2

Uniqueness of (1)

To define the uniqueness of factorization (1) we interpret it as a decomposition into a sum of
structured rank-1 matrices
T

Y = AB(z1 , . . . , zR ) =

R
X

ar b(zr )T ,

r=1

z1 , . . . , zR ∈ F`

(3)

where ar denotes the rth column of A. It is clear that in (3) the rank-1 terms can be arbitrarily
permuted. We say that decomposition (3) is unique when it is only subject to this trivial indeterminacy. We say that decomposition (3) is generically unique if it is unique for a generic choice of
A and z1 , . . . , zR , that is
µn {(vec(A), z1 , . . . , zR ) : decomposition (3) is not unique} = 0,

n = KR + R`.

(4)

where µn is a measure that is absolutely continuous (a.c.) with respect to the Lebesgue measure on
Fn .
The generic uniqueness of factorization (1) has been studied in [1]. We have shown that in “most
cases” factorization (1) is generically unique if
R ≤ K and R ≤ N − ` + 1.
82

2

Tensor Decompositions

In this subsection we define (Coupled) Canonical Polyadic Decomposition and the (coupled) decomposition into a sum of the multilinear rank -(L, L, 1) terms.
Let T ∈ FI×J×K denote a third-order tensor with entries tijk . By definition, the outer product E ◦ a
of a matrix E = (eij ) ∈ FI×J and a vector a = [a1 . . . aK ]T is the I × J × K tensor whose (i, j, k)
entry is equal to eij ak , yielding that all frontal slices of E ◦ a are proportional to E. If rank(E) = L
and a is a nonzero vector, then E ◦ a is called the multilinear rank-(L, L, 1) tensor. For L = 1, the
multilinear rank-(1, 1, 1) tensor is called rank-1 tensor. It is clear that T is rank-1 if and only if
there exist nonzero vectors x1 ∈ FI , y ∈ FJ , and a ∈ FK such that T = (xyT ) ◦ a.
The decomposition
T =

R
X
r=1

Er ◦ ar ,

rank(Er ) = L, ar 6= 0

(5)

is called the decomposition into a sum of the multilinear rank-(L, L, 1) tensors. If L = 1, then the
decomposition
R
X
T =
(xr yrT ) ◦ ar , xr 6= 0, yr 6= 0, ar 6= 0
(6)
r=1

is called the Polyadic Decomposition (PD) of T . If R in (6) is minimal, then (6) is called the
Canonical PD (CPD) of T (aka rank decomposition, CANDECOMP, PARAFAC). (One can easily
generalize CPD for tensors of order higher than three.)
More generally, one can consider the decompositions of N tensors T (1) ∈ FI1 ×J1 ×K , . . . , T (N ) ∈
FIN ×JN ×K :
R
R
X
X
(N )
)
T (1) =
E(1)
◦
a
,
.
.
.
,
T
=
E(N
◦ ar .
(7)
r
r
r
r=1

r=1

Since all Tensor Decompositions (TD) in (7) share the same vectors a1 , . . . , aR we say that (7) is
the Coupled Tensor Decomposition (CTD) of T (n) [2, 3].

3

Results

Our presentation consists of two parts.
In the first part we present a two-phase algorithm for the computation of (1). In the first phase we
show that the computation of (1) can be reduced to
Problem 1: Given an L dimensional subspace of n-th order symmetric tensors E ∈ FR×···×R . Find
all rank-1 tensors (i.e., tensors of the form x ⊗ · · · ⊗ x) in E.
We explain that such a reduction of (1) to Problem 1 is always possible because of the structure of
the factor B (see eq. (2)). The construction of the subspace E is completely defined by the matrix
Y and the coefficients of p1 , . . . , pN , q1 , . . . , qN .
In the second phase we solve Problem 1. Our solution relies on standard linear algebra. Note that,
in general, Problem 1 is NP-hard but again, due to the structure of the factor B, we deal with a
“structured” version of Problem 1 and show that the solution can be found “explicitly”.
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It has been shown in [1] that factorization (1) has applications in Independent Component Analysis
(ICA) and deterministic Blind Signal Separation (BSS). In the second part of our presentation we
use a BSS application and tensor decompositions from Section 2 to illustrate our algorithm.
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Strong Linearizations of Rational Matrices:
Definition, Explicit Constructions, and Associated Recovery Procedures
Froilán M. Dopico, Agurtzane Amparan, Silvia Marcaida, and Ion Zaballa
Abstract
Rational eigenvalue problems (REPs) G(λ)x = 0, where G(λ) is a regular matrix whose entries are
rational functions of the variable λ, i.e., a rational matrix, arise in many interesting applications
[5, 6] and their numerical solution is a challenging problem [5]. Recently, a new method for solving
REPs was proposed in [6]. This method consists of two steps: (1) to construct a linear pencil whose
finite eigenvalues are the finite eigenvalues of G(λ), i.e., those finite zeros of G(λ) which are not poles;
and (2) to apply a standard algorithm for the generalized eigenvalue problem to such linear pencil.
This linear pencil is called a linearization of the rational matrix G(λ). The method introduced in [6]
has been formalized and generalized in [1], where a formal definition of a linearization of a square
rational matrix is introduced, which indeed guarantees that the finite eigenvalues of the linearization
are the finite eigenvalues of the rational matrix. In addition, many examples of linearizations are
explicitly constructed in [1] based on the well known Fiedler linearizations of polynomial matrices
[3]. However, apart from other technical drawbacks, the definition of linearization in [1] does not
guarantee that such pencils reflect the structure at infinity of the rational matrix.
In this scenario, we present in this talk the new concept of strong linearization of an arbitrary
rational matrix that may be square or rectangular, regular or singular, and prove rigorously that
such pencils reflect the complete finite and infinite zero and pole structures of the rational matrix
[2]. Moreover, we construct explicitly infinitely many examples of strong linearizations. These
constructions take as inputs any minimal state-space realization of the strictly proper part of G(λ)
and any strong block minimal bases linearization of its polynomial part. Strong block minimal bases
linearizations are a very general family of strong linearizations of polynomial matrices that includes
many other families published before in the literature and that has been presented very recently in
[4]. The talk is completed with the description of very simple recovery procedures of eigenvectors
of regular rational matrices, and minimal indices and bases of singular rational matrices from the
corresponding quantities of the strong linearizations.
As a consequence of all the results discussed above, this talk establishes a rigorous foundation for
the numerical computation of the complete structure of poles and zeros, both finite and at infinity,
of any rational matrix by applying reliable algorithms for solving generalized eigenvalue problems
to any of the strong linearizations presented in this work.
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New Contributions to the Theory and Practice
of the Discrete Empirical Interpolation Method
Zlatko Drmač, Serkan Gugercin, Ilse Ipsen, Arvind Krishna Saibaba
Abstract
Suppose we want to run numerical simulations of the set of the ODE’s
ẋ(t) = Ax(t) + f (x(t)), x(0) = x0 ∈ Rm ,

(1)

where A ∈ Rm×m , f : Rm −→ Rm . Such a system of ODE’s may be obtained for instance by
discretizing the spatial differential operator in time dependent PDE’s, e.g. for the purposes of
optimization with respect to a set of parameters. The function f (·) is in general assumed nonlinear.
Large dimension m makes the task computationally intractable and one is forced to devise and use
a reduced order system that emulates (1).
In a projection based model order reduction, one constructs a suitable low dimensional subspace Vk
as the range of an m × k orthonormal matrix Vk (VkT Vk = Ik ) and seeks an approximation of the
form x(t) ≈ x + Vk x
b(t), x
b ∈ Rk , were x is the average over the samples. The matrix Vk can be e.g.
the POD basis of the k leading left singular vectors of the centered snapshots x(ti ) − x, computed
at the discrete times ti from high resolution numerical simulations in the off-line phase; possibly
over a parameter grid. It is assumed that k  m. By enforcing the orthogonality of the residual
and the space Vk , one obtains Galerkin projection of the original problem
x(t)
ḃ = VkT AVk x
b(t) + VkT Ax + VkT f (x + Vk x
b(t)), x
b(0) = VkT (x(0) − x),

(2)

b(t))
where Ak = VkT AVk is k × k, VkT Ax ∈ Rk , but the projected nonlinear forcing term VkT f (x + Vk x
still involves the dimension m, in computing x
e(t) = x + Vk x
b(t) and f = f (e
x(t)) (at a sequence of
discrete values t = ti ), as well as in computing VkT f . For large dimension m this involves substantial
computational effort and heavy memory traffic. The Discrete Empirical Interpolation (DEIM) [6]
method provides a way to alleviate these burdens, and to efficiently approximate f (x + Vk x
b(t)).
Suppose we have empirically determined an r-dimensional subspace Ur as the range of an orthonormal Ur such that Ur UrT f (x + Vk x
b(t)) ≈ f (x + Vk x
b(t)). This can be done e.g. by the POD, which will
determine a suitable dimension r from the decay of the singular values of the matrix of snapshots.
The tacit assumption is that f (·) is from a class of functions F with small Kolmogorov r-width. By
neglecting the component of f (·) in the orthogonal complement of Ur , (2) can be written as
x(t)
ḃ ≈ VkT AVk x
b(t) + VkT Ax + VkT Ur UrT f (x + Vk x
b(t)).

(3)

Note that UrT f (x + Vk x
b(t)) still requires all m entries of the vector f = f (x + Vk x
b(t)) at each t = ti .

The DEIM [6] trick is then to replace the orthogonal projector Ur UrT with an oblique projector
D = Ur (S T Ur )−1 S T , where S = Im (:, i1 ), . . . , Im (:, ir ) is a selection of r columns of the m × m
b(t)) is approximated with VkT Df (x + Vk x
b(t)), and (2) becomes
identity Im . Then, VkT f (x + Vk x
x(t)
ḃ = VkT AVk x
b(t) + VkT Ax + VkT Ur (S T Ur )−1 S T f (x + Vk x
b(t)) + VkT (Im − D)f (x + Vk x
b(t)),

(4)

where the k × r matrix VkT Ur (S T Ur )−1 is precomputed in the off-line phase, and the error term
VkT (Im − D)f (x + Vk x
b(t)) is neglected.
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The on-line computation S T f (x + Vk x
b(t)) at any particular t involves only r values fij (x + Vk x
b(t)),
j = 1, . . . , r.
The DEIM oblique projection error is not much worse than the orthogonal projection error:
kf − Df k2 ≤ k(S T Ur )−1 k2 k(Im − Ur UrT )f k2 .
The condition number c = k(S T Ur )−1 k2 , which determines the quality of the approximation, behaves well in practice, much better than the upper bound c ≤ O(m(r−1)/2 )/kUr (:, 1)k∞ from [6],
√
or c ≤ mO(2r ) from [2]. Further, exact interpolation is guaranteed at the selected coordinates,
S T Df = S T f .
This presentation discusses recent new contributions to the theory and practice of the DEIM. Both
the matrix theoretical and computational (application oriented) aspects of the method are considered.
• The theoretical error bound of the DEIM oblique projection is substantially improved by
deploying strong rank revealing QR factorization in p
the Q-DEIM formulation of the index
selection. It is shown in [3] that we can obtain c ≤ 1 + η 2 r(m − r), where η is a tunable
√
parameter, e.g. η = m.
• Using the theory of projections, the canonical structure of the DEIM oblique projection is
revealed in detail – in a suitably constructed orthonormal basis, its matrix representation is
block diagonal with the diagonal blocks of sizes 1 × 1 and 2 × 2. This allows closer look at te
structure of the error and provides further insights, see [3].
• Further, DEIM is formulated in a general, weighted inner product, defined by a symmetric
positive definite matrix W , and the interpolation property is generalized via linear functionals.
This puts weighted DEIM (W -DEIM) in a more natural framework where the POD Galerkin
projection (2) is formulated in a discretization of a suitable energy inner product in which
Galerkin projection preserves underlying physical properties. Also, as a special case of W DEIM, we have DGEIM, a discrete version of the Generalized Empirical Interpolation Method
(GEIM) [4, Chapters 4, 5], [5].
• Finally, we reveal interesting connections between the Gappy POD [7], DEIM and clustering
methods, following [1].
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Direct Solution of Inverse Hyperbolic Problems via Data-Driven ROMs
Vladimir Druskin, Alexander Mamonov, Andrew Thaler, Mikhai Zaslavsky
Abstract
The inverse coefficient problems for large scale PDEs are notoriously computationally extensive.
They are normally solved by nonlinear (often nonconvex) data fitting via multiple PDE solves. A
popular approach to address computational complexity is to use reduced order models (ROMs)
as proxies for expensive PDE solvers. Instead, here we directly image the unknown coefficient
distributions from ROMs obtained by interpolating the measured data in the time domain. We
focus on seismic exploration, which is possibly the hardest inverse problem for linear time-invariant
dynamic systems due to huge sizes of PDE grids and Jacobians, resulting in weeks and even months
of processing time.
We consider multidimensional inverse problems for acoustic wave equation with an array of m
receivers (outputs). The shots are fired by moving the transmitter (input) consequently at the
receiver positions, so the data are the elements of the square matrix-valued MIMO transfer function
F (t) = F (t)∗ ∈ Rm×m , sampled at t = jτ , j = 0, . . . , 2n − 1. The imaging algorithm is outlined
below.
1. From the data we compute discrete-time ROM
Sui + M

ui−1 − 2ui + ui+1
= 0,
τ2
u0 = b, u−1 = u0 ,

(1)

satisfying data matching condition b∗ uj = F (jτ ),
j = 0, . . . , 2n − 1.
Here ui , b ∈ Rmn , mass M and stiffness S are s.p.d. mn×mn matrices, that can be represented
as sums of block Toeplitz and Hankel matrices with m × m blocks [2].

2. Transform (1) to an equivalent system with block-tridiagonal stiffness matrix S 0 = R∗ SR ,
where R is via block-Cholesky of M −1 , i.e., RR∗ = M −1 [1]. This can be viewed as a variant
of the block QR tri-diagonalization of S.

3. Image the unknown coefficient distribution via back-projection using interpretation of S 0 as the
Galerkin matrix of the true (unknown) PDE operator projected on the block-QR othogonolized
basis of the true state-variable snapshots. This basis is unknown, so use instead a similar basis
computed for some background (e.g., constant coefficient) problem.
Steps 1 and 3 are linear, however step 2 is not, and it suppresses nonlinear data artifacts such as
multiple reflections and de-focusing of wave packages. For large enough m this step may be unstable,
and more over, M and S may lose positive-definiteness due to errors in the data. To circumvent this
problem, we use a modification of the commonly known Gramian truncation strategy by projecting
(1) on leading eigenvectors of M , that also allows us data compression with guaranteed l∞ error.
The success of our algorithm is based on weak dependence (in the travel-time coordinates) of the
block-QR orthogonolized state-variable ROM basis on the wave-speed distribution, that can be
explained via intimate connection between the QR tri-diagonalization and the celebrated inverse
scattering approach of Marchenko-Gelfand-Levitan and Krein. Heavy reliance on that connection
sets our method favorably apart from other known MOR approaches.
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We present 2D numerical examples for geophysical (seismic, sonic) and medical (ultrasound) applications.
If time permits, we discuss extensions of our approach to data-driven ROMs in the frequency domain
using Löwner matrix pencils.
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New Developments in the Solution
of Large Sparse Unsymmetric Systems
Iain Duff
Abstract
It is now over 23 years since the code MA48 [6] for solving general unsymmetric linear equations was
added to HSL and the code is still widely used by industry. It was designed for systems that were
unsymmetric in structure but the only level of parallelism is that level 3 BLAS routines are used
in later steps of the factorization. In more recent years, most sparse direct codes for unsymmetric
systems assume that the structure of the matrix is nearly symmetric inasmuch as the cost of working
on the pattern of A + AT gives a good ordering for the subsequent factorization. Examples of this
are the codes MUMPS [1] and SuperLU [5] as well as several more recent codes in HSL. Although
UMFPACK [3], KLU [4], and LUSOL [8] do respect the asymmetry more, none of these codes is
designed for parallel architectures.
In this talk, we will discuss two advances in this area. One where we greatly increase the exploitation
of parallelism and the other where we address numerical issues when factorizing singular or near
singular systems including rectangular matrices.
The first part is joint work with Tim Davis and Stojce Nakov in the context of an EU Horizon
Project called NLAFET (Parallel Numerical Linear Algebra for Future Extreme Scale Systems).
In this work we are designing algorithms for the efficient parallelization of a Markowitz-threshold
pivoting strategy where pivots are chosen so that the product of the number of entries in their row
and column is minimized over all candidates that satisfy a threshold criterion, namely that they
are (in modulus) at least u times the largest entry in their column, where u is an input parameter
(0 < u ≤ 1). The algorithm selects several non-interacting pivots at the same time and then does
a block factorization in parallel. A prototype code has been written in matlab to ascertain the
feasibility of this approach, and we are currently writing the parallel code using C and OpenMP.
This is still work in progress but, since the EU Project has a deadline of the end of April for our
prototype parallel code, we will have some results to present at the Householder meeting.
After the parallel factorization of the matrix, the resulting factors are used to solve the system using
forward and back substitution. We already have an efficient GPU code for doing the triangular solves
[7] and are presently using it to solve for the factors generated by MA48. We show in Table 1 that
our code is very competitive with other sparse triangular solvers inasmuch as we avoid costly prior
synchronizations.
The second part of our work is designed to address numerical issues when factorizing matrices that
are singular or close to singular. In particular we are concerned by the factorization of rectangular
systems. For example, we might use this factorization to develop a preconditioner for solving linear
least squares problems [2] where the matrices often have these numerical characteristics that cause
problems to standard codes like MA48 or LUSOL. The main problem that these codes have is an
accumulation of very small entries caused by numerical cancellation. This is because in all sparse
direct codes entries are held in the data structure irrespective of their numerical value. We plan to
do this by radically redesigning our factorize routine to check for numerical cancellation and remove
the resulting small entries. Although this is again work in progress, we will be talking about this
in a minisymposium at CSE 17 and so will have results to present at the Householder meeting.
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Matrix name
nlpkkt160
road_usa
road_central
wiki-Talk
webbase-1M
chipcool0
FEM/ship_003
FEM/Cantilever
hollywood-2009
crankseg_1
Dense
Harmonic mean

Intel 2xE5-2695 v3
MKL
64.43
155.48
92.16
17.38
7.08
1.05
9.14
9.52
223.54
9.30
9.29
6.80

NVIDIA K40c
cuSPARSE
Sync-Free
40.58
7.27
160.41
5.06
82.01
9.28
16.27
0.33
8.53
0.19
1.48
0.02
6.41
0.19
8.92
0.10
139.98
5.20
8.93
0.24
3.46
0.08
6.99
0.12

NVIDIA Titan X
cuSPARSE
Sync-Free
19.99
8.91
84.01
3.37
42.62
6.98
10.49
0.20
5.48
0.13
1.41
0.02
4.34
0.26
8.28
0.16
204.10
4.82
6.14
0.43
2.99
0.12
5.71
0.13

AMD Fury X
Sync-Free
5.58
2.31
5.53
0.16
0.11
0.02
0.13
0.07
2.78
0.14
0.05
0.10

Table 1: Preprocessing cost (in millisecond) of two vendor library codes (MKL and cuSPARSE)
and our code (Sync-free) on three GPU platforms.
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triangulkar solves, in Euro-Par 2016 LNCS 9833, P.-F. Dutot and D. Trystam, eds., Switzerland, 2016,
Springer, pp. 1–14.
[8] M. A. Saunders, LUSOL: Sparse LU for Ax = b, 2009.
http://stanford.edu/group/SOL/lusol/.
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Condition Number Estimators for Efficient Preconditioning
Jurjen Duintjer Tebbens, Miroslav Tuma

Abstract
The condition number
κ(A) = kAk · kA−1 k
of a nonsingular matrix is an ubiquitous quantity in numerical linear algebra. It is among others used
in basic tasks such as solving systems of linear algebraic equations and solving eigenvalue problems,
to assess the quality of the computed solutions and their sensitivity to perturbations. While its
computation is typically as expensive as solving the corresponding problem, there exist inexpensive
and efficient procedures for condition number estimation. Some specific fields in scientific computing
are directly linked with condition number estimation. For instance, the estimates may be used to
monitor and control adaptive computational processes, sometimes using the terminology adaptive
condition estimators (ACE). Such adaptive processes include evaluation of adaptive filters [13], of
recursive least squares in signal processing or solving nonlinear problems by linearization methods
[11, 21]. ACE based on properties of model and grid hierarchies is a standard tool in multilevel
PDE solvers [17].
Condition number estimators typically give lower bounds on the condition number of a nonsingular
matrix A by providing a lower bound on the norm of A and an upper bound on the norm of A−1 .
The most popular general approaches compute approximations of the condition number in the 1norm [12], [14], [15], [16]. An important milestone in the development of estimators in the 2-norm
was the incremental condition estimator (ICE) for a triangular matrix that was introduced in a
series of papers by Bischof [1], [2] and further generalized for solving related tasks [3], [22]. This
strategy is naturally connected to adaptive techniques and contains clearly visible links to matrix
decompositions. It exploits cheap updates of approximate left singular vectors for leading principal
submatrices of growing dimension. An analogue approach based on approximate right singular
vectors called incremental norm estimation (INE) was developed by Duff and Vömel in [8] to get
an estimate of the norm of a triangular matrix. A slight reformulation of this algorithm similarly as
in [1] can be used to estimate the minimum singular value as well, but the estimates are of poorer
quality than those obtained with ICE. Consequently, minimum singular value estimation with INE
is efficient mainly when the inverses of the triangular factors of A are available so that the problem
can be circumvented through maximum singular value estimation [8]. A similar conclusion follows
for the iterative procedure proposed in [18] to get a lower bound for the minimum singular value.
In [9], a theoretical explanation was given for the fact that INE tends to be inefficient for estimation
of minimum singular values. The paper also showed that when using INE for estimating maximum
singular values only, this leads to a condition number estimator of significantly higher accuracy than
both ICE and original INE.
The incremental 2-norm condition number estimators ICE and INE compute estimates for gradually growing leading principal submatrices of triangular matrices. They are therefore naturally very
suited for usage in connection with the incomplete LU or Cholesky factorization process. Accurate
estimates can be beneficial for two important aspects of incomplete factorization. First, they can
enhance the robustness of ILU-type decompositions. In particular, a part of recent advances in
preconditioning of systems of linear algebraic equations is based on monitoring the conditioning of
the partially computed factors. This enables to control both dropping and pivoting of the decomposition and is done for instance in strategies developed by Bollhöfer and Saad [4, 5, 7] implemented in
94

the package ILUPACK [6]. Perturbation arguments and experiments point out that preconditioners
from incomplete decompositions using conditioning control are rather robust. Second, incremental
condition estimators can be used for the gradually growing leading principal submatrices of the
preconditioned system matrix.
There is in fact no reason why the incremental ICE and INE techniques would not be useful for nontriangular matrices, provided the implementation is appropriate. With a sparse system matrix but a
much less sparse preconditioned matrix, the estimation process has to avoid the explicit computation
of submatrices of the preconditioned matrix. When information about entries of the inverse is needed
for more accurate estimates, this issue is even more important. While addressing the issue of robust
ILU factorization through accurate condition number monitoring, our talk would primarily focuss on
efficient estimation of the condition number of preconditioned sparse symmetric matrices. We show
that this can lead to an estimator which is useful for a rather general class of matrices and thus could
complement strategies for specific situations like preconditioning with incomplete factorizations
based on low-rank approximations, where condition analysis can be performed elegantly [23, 20].
Another important special case is given by constraint preconditioners with analytic expressions for
the eigenvalues of the preconditioned matrix often being available [19, 10].
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Matrix Trigonometry
or
Where are the Ellipses?
Alan Edelman, Yuyang Wang
Abstract
(Note: printing constraints do not allow for the key ellipse picture to be displayed here.) The SVD
ellipse picture for a matrix A is a very familiar visual for the action of A on the unit ball. We are
not aware of any ellipse pictures in the literature nor even a notion that a natural ellipse picture
exists for the generalized SVD (GSVD) [1, 2] of two matrices A and B or the closely related CSD
(CS Decomposition) [6] of an orthogonal matrix. We believe that the lack of a geometric view of
the GSVD is part of the reason that the GSVD is not as widely understood or as widely used as
it should be. In this talk, we reveal the trigonometry, the ellipse picture, and further geometry of
the GSVD. In particular, we show how the GSVD reveals whether B is “small" relative to A, in the
same way that B/A is the slope of a vector in 2d. In higher dimensions, B may be small relative to
A in some directions, and large in others.
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Figure 1: The GSVD is the generalization of the trigonometry picture (left) or the components
picture (right) to higher dimensions. When A and B are 1 × 1 these pictures specialize to familiar
grade school trigonometry (the 2d case).
As a portrayer of higher dimensions, line segments represent hyperplanes, and the desired
ellipses are hiding inside the subspaces as the thick unit vector along the hypotenuse (unit sphere
in higher dimensions), and the thick components in the cosine-sine pair (horizontal and vertical
ellipses in higher dimensions).
The generalized singular values are the singular values of A/B, which we call the cotangent
form of the gsvd. (The notation A/B here means (the limit of, with full row or column rank on B)
A times the matrix pseudoinverse of B.) Labeling the generalized hypotenuse H = (A0A + B 0B)1/2 ,
the cosine form of the gsvd denotes the singular values of A/H, and the sine form denotes the
singular values of B/H, etc.

1

Mathematical Software

Suppose one looks up the GSVD in the help pages of your favorite technical computing language,
shown in the table. One gets lost in a sea of matrices whose meaning is very hard to fully appreciate.
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language

GSVD documentation in corresponding language
[U,V,X,C,S] = gsvd(A,B) returns unitary matrices U and V , a (usually) square
matrix X, and nonnegative diagonal matrices C and S so that
A = U*C*X’
B = V*S*X’
C’*C + S’*S = I

matlab
(R2016b)

A and B must have the same number of columns, but may have different numbers of
rows. If A is m-by-p and B is n-by-p, then U is m-by-m, V is n-by-n and X is p-by-q
where q = min(m+n,p).
SingularValueDecomposition[m,a] gives a list of matrices {{u,ua},{w,wa},v}
Mathematica
such that m can be written as u.w.Conjugate[Transpose[v]] and a can be written
(10.3)
as ua.wa.Conjugate[Transpose[v]]. (in Details and Options)

julia
(0.5.0-rc4)

svdfact(A, B) -> GeneralizedSVD Compute the generalized SVD of A
and B, returning a GeneralizedSVD factorization object F, such that A =
F[:U]*F[:D1]*F[:R0]*F[:Q]’ and B = F[:V]*F[:D2]*F[:R0]*F[:Q]’. For
an M-by-N matrix A and P-by-N matrix B,
• F[:U] is a M-by-M orthogonal matrix,
• F[:V] is a P-by-P orthogonal matrix,
• F[:Q] is a N-by-N orthogonal matrix,
• F[:R0] is a (K+L)-by-N matrix whose rightmost (K+L)-by-(K+L) block is
nonsingular upper block triangular,
• F[:D1] is a M-by-(K+L) diagonal matrix with 1s in the first K entries,
• F[:D2] is a P-by-(K+L) matrix whose top right L-by-L block is diagonal,
K+L is the effective numerical rank of the matrix [A; B]. The entries of F[:D1] and
F[:D2] are related, as explained in the LAPACK documentation for the generalized
SVD and the xGGSVD3 routine which is called underneath (in LAPACK 3.6.0 [5]
and newer).

R (MFAg 1.4)

Description: Given the matrix A of order nxm, the Generalized Singular Value Decomposition matrix (GSVD), involves the utilization of two sets of positive square
matrix [sic] of order nxn and mxm, respectively. These two matrices express imposed
restrictions, respectively, in rows and columns of A.
Usage: GSVD(Data, PLin = NULL, PCol = NULL)
Data Matrix used for decomposition.
PLin Vector with weights for the rows.
PCol Vector with weights for the columns.

Table 1: GSVD documentation in varying technical computing languages.
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Unfortunately, the mathematical literature is not more helpful than the software documentation.
Typically the GSVD is introduced as the factorization:

 


A
U
C
=
X 0,
B
V
S
where U and V are orthogonal matrices U T U = I and V T V = I, C 2 + S 2 = I and X is an invertible
matrix. What is not said, as we shall see later, and what we feel is most important is that the
GSVD contains

 critical information about the hyperplane through the origin that represents the
A
span of
.
B

The gap in understanding is underscored by the curiosity expressed online, but without answer, on
such sites as MATLAB Central (reproduced here) and a similar request on the question-and-answer
site Quora (not reproduced here).
Subject: Generalized SVD geometry?
From: Bob Dyas
Date: 29 Feb, 2000 15:31:31
Message: 1 of 1 ←− indicates no answer in 16 years!
Is there a geometric interpretation of the generalized singular
value decomposition? I’m looking for something comparable to the
geometry associated with the standard SVD. I understand how U, V
and the singular values of the SVD relate to the geometry of the
input matrix but I don’t have an intuitive feel for how U, V, X
and the generalized singular values relate to to the geometry of
the two input matrices of the GSVD.
Any help would be appreciated.
-Bob Dyas Email: dyas@ccrl.mot.com
Motorola Labs - IL02 Phone: 847-576-8702
1301 E. Algonquin Road, Room 2724 Fax: 847-538-4593
Schaumburg, IL 60196

2

GSVD: the Key Ingredients

In table 2, we summarize the different components in the GSVD assuming one or both matrices
have full column rank. The cotangent of the angles are the generalized singular values.
The best way to introduce the GSVD is to begin with a trigonometry picture (Figure 1) from high
school math taking a right triangle with hypotenuse (0, 0) to (A, B) and base along the x-axis. The
GSVD might then be described as the natural generalization of Figure 1) to higher dimensions.
One quick algebraic way to define the singular values of an m × n matrix A is to find the diagonal
matrix with non-negative entries in the set {U AV 0 } where U is m × m orthogonal and V is n × n
orthogonal. Similarly one can find the generalized singular values of a pair of matrices (A, B) with
the same number of columns. The “cosine-sine" format, by finding the diagonal matrices (C, S) with
non-negative entries in the set of matrix pairs {(U AX −1 , V BX −1 )}, where U and V are orthogonal
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left singular vectors of AB † (B full column rank)
left singular vectors of BA† (A full column rank)
Table 2: Summary of GSVD

and X is any non-singular matrix. Often the gsvd is given in “cotangent" format, which is the ratio
of cosines to sines.
The ellipse picture will appear during the talk and in a forthcoming paper.
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Collocation Methods for Exploring Perturbations
in Linear Stability Analysis
Howard C. Elman, David J. Silvester
Abstract
Eigenvalue analysis is a well-established tool for stability analysis of dynamical systems. However,
there are situations where eigenvalues miss some important features of physical models. For example, in models of incompressible fluid dynamics, there are examples where eigenvalue analysis
predicts stability but transient simulations exhibit significant growth of infinitesimal perturbations.
In this study, we explore an approach similar to pseudo-spectral analysis and simple to implement
that can be used to predict stability. The method defines parameter-dependent perturbations of
steady solutions of a dynamical system and then uses collocation to approximate the solution of
accompanying parameter-dependent perturbed eigenvalue problems. An advantage of this approach
is that it is relatively inexpensive to implement, in that it requires the solution of a relatively small
number (in the hundreds) of large sparse eigenvalue problems, which can then be used to generate a
large number of approximations to perturbed eigenvalues in order to assess the impact of perturbation. For several classic benchmark problems in computational fluid dynamics, including flow over
an obstacle and flow over an expanding step, we show that the resulting perturbation analysis is
predictive of the behavior of transient solvers. In particular, when the perturbed eigenvalues cross
the imaginary axis, indicating instability, transient solvers exhibit unsteady behavior such as vortex
shedding, and when all perturbed eigenvalues have negative real part, transient solvers find steady
solutions.
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Restarting GMRES with Weighted Inner Products
Mark Embree, Ronald B. Morgan, and Huy Nguyen
Abstract
In 1998, Essai proposed a variant of the GMRES algorithm in which the inner product is changed
at each restart, based on the entries of the current residual vector [3]. If r denotes the residual
vector at the time of restart, the next cycle of GMRES minimizes the residual norm in the inner
inner product hx, yiW := y ∗ W x, where W = diag(|r|) (with some rule to handle small entries in r).
From some tough problems this modification gives much faster convergence than standard restarted
GMRES; for others, it yields little improvement or even slower convergence. Still the promise
of this weighted GMRES (W-GMRES) method has attracted attention over the years, leading to
studies that suggest the method is often ineffective for preconditioned problems [1, 4], and inspiring
a variant that takes W to be a (positive) random diagonal matrix [5]. Overall, the inability to
identify reliably any classes of matrices on which W-GMRES excels has limited its adoption.
When does weighting help? Suppose one applies W-GMRES to the linear system Ax = b with
diagonal A = diag(λ1 , . . . , λn ), right-hand side b = [b1 , . . . , bn ]T , and initial guess x0 = 0, so at the
first iteration GMRES uses the inner product defined by W = diag(|b|). Then at the kth iteration,
one can show that the W-GMRES residual satisfies
krk k2W

= min

p∈Pk
p(0)=1

n
X
j=1

|p(λj )|2 |bj |3 ,

(∗)

in contrast to the residual produced by the conventional GMRES method,
krk k22

= min

p∈Pk
p(0)=1

n
X
j=1

|p(λj )|2 |bj |2 .

Note the different powers of |bj | on the right-hand side of each equation. The higher power |bj |3 in (∗)
implies that the residual polynomial constructed by W-GMRES will favor eigenvalues corresponding
to large entries in b. Hence, for example, W-GMRES is more likely than GMRES to place a root
near a small magnitude eigenvalue, provided the corresponding entry of b is relatively large. By
placing greater emphasis (at least during some restart cycles) on these eigenvalues that standard
GMRES typically neglects, W-GMRES can converge much faster, even when comparing the 2-norm
of each residual.
For the more interesting case of non-diagonal A, the weighting strategy becomes rather less compelling. Because the diagonal weighting matrix does not have the same eigenvectors as A, simple
formulas like (∗) do not hold, and one can no longer intuit that a large entry in b will cause
W-GMRES to target any particular eigenvalue. Indeed, one can construct examples where WGMRES(1) exactly stagnates for some b, while GMRES(1) converges for all b. In some settings
residual-based weighting can still accelerate convergence by breaking the cyclic pattern into which
the restarted GMRES polynomials often settle, but for such problems it is roughly as effective as
random weighting.
However, we observe that if the eigenvectors of A (especially those associated with small magnitude
eigenvalues) are localized (large only in a few entries), then while the formula (∗) does not exactly
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hold, the intuition it suggests still generally does, and W-GMRES can converge very well. (This
is just the case for Essai’s most compelling example, which uses the Add20 matrix from Matrix
Market [3].)
For a diagonalizable coefficient matrix A = V ΛV −1 , one could achieve performance
like (∗) by using
p
the (non-diagonal) inner product defined by W = S ∗ S with S = diag( |b|)V −1 : this choice makes
SAS −1 is diagonal, but is highly impractical. However, this inner product suggests a more realistic
alternative. Pick W = S ∗ S in some manner that makes the eigenvectors of SAS −1 localized.
For many
problems derived from differential and integral equations, an effective option is S =
p
diag( |b|)Q∗ , where Q∗ is the Discrete Cosine Transform matrix: we call this method W-GMRESDCT. Since Q and Q∗ can be applied using the FFT, this method is not much more expensive
than W-GMRES, and it will localize eigenvectors of A that are sparse in the frequency domain. We
demonstrate with experiments that W-GMRES-DCT can be considerably better than W-GMRES
for problems with global eigenvectors.
Further details and examples are described in [2].

References
[1] Z. Cao and X. Yu, A note on weighted FOM and GMRES for solving nonsymmetric linear systems,
Appl. Math. Comput. 151 (2004) 719–727.
[2] M. Embree, R. B. Morgan, and H. Nguyen, Weighted inner products for GMRES and Arnoldi
iterations, Preprint arXiv:1607.00255 [math.NA].
[3] A. Essai, Weighted FOM and GMRES for solving nonsymmetric linear systems, Numer. Algorithms 18
(1998) 277–292.
[4] S. Güttel and J. Pestana, Some observations on weighted GMRES, Numer. Algorithms 67 (2014)
733–752.
[5] H. Saberi Najafi and H. Zareamoghaddam, A new computational GMRES method, Appl. Math.
Comput. 199 (2008) 527–534.

Go back to Monday’s schedule.

Go back to Poster Session #1.

103

Go back to speaker index.

A Multiprecision Algorithm for the Computation of the Matrix Logarithm
Massimiliano Fasi, Nicholas J. Higham
Abstract
Given a complex square matrix A, any matrix X satisfying X = eA , is a matrix logarithm of A.
Among the infinitely many solutions this matrix equation has, in applications one is typically
interested in that having eigenvalues with imaginary part strictly between −π and π. We call this
solution the principal matrix logarithm of A, and denote it by log A.
We develop a multiprecision algorithm for the computation of the principal matrix logarithm. High
precision applications arise in testing accuracy and stability of numerical routines for the matrix
logarithm and the matrix exponential, whereas the capability of computing rapidly a low precision
approximation of log A is potentially of interest, for example, in machine learning.
Schur–Padé inverse scaling and squaring. The approach we present builds on the inverse
scaling and squaring method, developed by Briggs in the 17th century in order to compute the base
10 scalar logarithm, and subsequently extended to the matrix case by Kenney and Laub [4]. In
essence, the algorithm performs three steps. Initially, it takes square roots of A, s of them, say,
s
until the spectrum of A1/2 − I is within the unit disk. In this region, the function log(1 + x) is
analytic and can therefore be approximated by means of a Padé approximant rkm , for a suitable
s
choice of k and m. The algorithm then evaluates rkm (x) at x = A1/2 − I and finally reverts the
s
square roots to form the approximation log A ≈ 2s rkm (A1/2 − I).
Making a good choice when selecting the degree of the Padé approximant is crucial: on the one hand,
k and m need to be large enough to guarantee that the solution will be as accurate as expected, on
the other, they should be as small as possible, in order to keep the algorithm efficient. When the
sum of the degrees, i.e. k + m, is constant, the cost in flops of evaluating rkm is roughly constant,
but the choice k = m is known to minimise the truncation error k log(I + X) − rkm (X)k, where k · k
is any consistent matrix norm [5]. For this reason, the diagonal approximants rm := rmm have been
favoured in the literature for double precision. However, the special case of the truncated Taylor
series tm := rm0 merits consideration in the multiprecision setting, since evaluating tm requires only
matrix multiplications, which in practice are faster than multiple right-hand side solves and matrix
inverses.
The state of the art algorithm of Al-Mohy, Higham, and Relton [1] is based on a backward error
analysis and chooses the degree of the approximants based on pre-computed precision-dependent
s
constants that specify how small a normwise measure of A1/2 − I must be in order for a given
Padé approximant rm to deliver a backward stable evaluation in IEEE double precision arithmetic.
Finding these constants is too expensive a task to be carried out online, because it requires a mix of
symbolic and high precision computation, but cannot be performed offline either, since it depends
upon information known only at run time. Therefore, it would be desirable to have an estimate
of the truncation error which is not too loose but is cheap to compute. A good candidate is the
classical forward error bound on the error of Padé approximation,
k log(I − X) − rkm (X)k ≤ | log(1 − kXk) − rkm (−kXk)|,

(1)

as used in earlier work [3], [5]. We derive a new version of (1), namely
k log(I − X) − rkm (X)k ≤ | log(1 − αp (X)) − rkm (−αp (X))|,
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(2)

where αp (X) = max{kX p k1/p , kX p+1 k1/(p+1) }, for any p satisfying p(p − 1) ≤ k + m + 1. This new
bound is sharper for highly non-normal matrices, and can be evaluated at negligible cost during
the execution of the algorithm, unlike that based on backward error analysis. Moreover, the αp (X)
need not be computed using full precision, and just a few digits are usually enough for a sufficiently
good estimate.
As it is customary, in order to improve the accuracy of the result and reduce the computational
cost, we apply the inverse scaling and squaring algorithm to the triangular Schur factor T of A.
s
The algorithm starts by taking square roots of T until kT 1/2 − Ik1 < 1, and then exploits the new
bound in order to find a suitable degree for the Padé approximant. At this point, additional square
roots are taken if they are expected to decrease the degree of the approximant enough to reduce
the overall computational cost.
Multiprecision computing environments, however, often provide just a few linear algebra kernels, and
may not offer a variable precision version of the QR algorithm. We adapt the technique discussed
above and develop a transformation-free method by working with the full matrix rather than with its
triangular Schur factor. The resulting algorithm is considerably slower, because all the operations
are now to be performed on full rather than upper triangular matrices, but it requires only matrix
products and system solves and is thus appealing for these restricted computational frameworks.
Numerical results. We test the new Schur–Padé algorithm (logm_sp) and its transformation-free
variant (logm_tf) on a set of matrices from the literature of the matrix logarithm and the matrix
exponential, in order to assess their behaviour and compare it with that of existing methods.
When run in double precision, the accuracy of logm_sp is almost always equal to that of the state of
the art algorithm implemented by the MATLAB logm function. The computational cost of the two
is comparable, although logm_sp can take up to 50% longer than logm for extremely ill-conditioned
matrices.
At higher precision, the new algorithms present a forward stable behaviour, and truncated Taylor
series and diagonal Padé approximants show a remarkably similar 1-norm forward error, but the
former are often considerably faster than the latter. As it is the case for double precision, the
Schur algorithm is typically more accurate than the transformation-free version, and in terms of
computational efficiency, in our implementation logm_sp is much faster than logm_tf, which is in
line with what is predicted by the operation count.
Our algorithms can be compared with the (overloaded) logm function from the Multiprecision
Computing Toolbox [6], which implements a simplified blocked version of the Schur–Parlett inverse
scaling and squaring, and with the straightforward extension to multiprecision of a recent algorithm
by Cardoso and Rahla [2], based on the arithmetic-geometric mean iteration. Our tests suggest
that neither algorithm is forward stable when working at precision higher than double, and their
execution time is of the same order as that of the Schur–Taylor algorithm.
In conclusion, logm_sp should be the algorithm of choice, and logm_tf is a reasonable alternative
when computing the Schur decomposition is not an option. Regarding the choice of the Padé
approximants, using the truncated Taylor series gives an execution time comparable with that of
the diagonal approximant for working precisions up to double, but delivers a much faster algorithm
for higher precisions, without sacrificing accuracy. We conclude that it is the most natural choice
for a multiprecision environment.
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On the Computation of the GCV Function for Tikhonov Regularization
Caterina Fenu, Lothar Reichel, Giuseppe Rodriguez, Hassane Sadok
Abstract
We are concerned with the solution of least-squares problems of the form
min kAx − bk,

x∈Rn

(1)

where A ∈ Rm×n is a large matrix whose singular values decay gradually to zero without a significant
gap. In particular, the norm of the Moore–Penrose pseudoinverse of A, is very large. Least-squares
problems of this kind are often referred to as discrete ill-posed problems. The data vector b ∈ Rm
is assumed to stem from measurements and be contaminated by a measurement error e ∈ Rm of
unknown norm.
b denote the unknown error-free vector associated with b, that is, b = b
b + e. We would
Let b
†
b
b := A b. However, due to the large norm of A†
like to compute an accurate approximation of x
b + A† e, typically is
and the presence of the error e in b, the solution of (1), given by A† b = x
b. A better
severely contaminated by the propagated error A† e and not a useful approximation of x
b often can be computed by first replacing the least-squares problem (1) by a
approximation of x
nearby problem, whose solution is less sensitive to the error e in b. This replacement is known as
regularization. The possibly most popular regularization method is due to Tikhonov. In its simplest
form, it replaces the problem (1) by a penalized least-squares problem

minn kAx − bk2 + µ2 kxk2 ,
(2)
x∈R

where µ > 0 is known as a regularization parameter and k · k denotes the Euclidean vector norm.
The purpose of the regularization term µ2 kxk2 is to damp the propagated error in the computed
solution.
It can be difficult to determine a suitable value of the regularization parameter µ when no accurate
bound for the norm of the error e in b is known. Too small a value of µ gives a solution that
is severely contaminated by propagated error, and too large a value yields an unnecessarily poor
b.
approximation of x

When an accurate bound for kek is available, a suitable value of µ often can be determined with the
aid of the discrepancy principle [5, 11]. However, for many discrete ill-posed problems (1) that arise
in science and engineering, such a bound is not known. A large number of methods for determining
a suitable value of µ in this situation have been proposed and investigated in the literature. Here
we discuss the use of one of the most popular of these methods, namely the Generalized Cross
Validation (GCV); see [2, 9, 11]. This method requires the minimization of the GCV function
kAxµ − bk2
,
(trace(Im − A(µ)))2

(3)

A(µ) := A(AT A + µ2 In )−1 AT

(4)

xµ = (AT A + µ2 In )−1 AT b.

(5)

V(µ) :=
where the influence matrix is defined by

and xµ is the solution of (2),
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The superscript T denotes transposition and In ∈ Rn×n is the identity matrix. Thus, A(µ)b = Axµ .
The GCV method prescribes that the minimizer µ > 0 of (3), which we denote by µ∗ , be determined
and that xµ∗ be used as an approximate solution of (1). The minimum of (3) generally is unique.
It is well known that the derivative of the GCV function V(µ) typically is of small magnitude in a
neighborhood of µ∗ . This can make the accurate determination of µ∗ difficult.
For small to medium-sized problems, for which the singular value decomposition (SVD) of A can
be computed, the evaluation of (3) for several µ-values is straightforward. However, when A is too
large for the computation of its SVD to be feasible or attractive, the minimization of the function
(3) can be quite expensive. We will present two fairly inexpensive ways to determine upper and
lower bounds for the numerator and denominator of the GCV function for large matrices A [6, 7].
The first one is based on Gauss-type quadrature and the second one on a low-rank aproximation of
the matrix A. These bounds are used to determine a suitable value of the regularization parameter.
It is well known how to determine upper and lower bounds for the numerator of the GCV function
by means of Gauss quadrature formulas. In principle, it is possible to employ a similar technique to
bound each element on the diagonal of Im − A(µ). However, this requires a too large computational
effort to be attractive when A is large. Golub and von Matt [10] describe an elegant approach to
approximate the denominator of (3) based on the application of Hutchinson’s trace estimator [14]
which determines an estimate of the denominator of (3). This approach gives suitable values of the
regularization parameter µ for many discrete ill-posed problems. However, it may occasional fail to
determine a suitable value of the regularization parameter µ. A reason for this may be that, while
the expected value of Hutchinson’s trace estimator is the denominator of (3), the variance of the
computed estimate can be fairly large when the matrix A is far from diagonally dominant; see [10,
Theorem 1].
There are several other methods for computing an approximation of the trace of an implicitly defined
large symmetric matrix, but they typically require a very large number of matrix-vector product
evaluations to yield an estimate of moderate to high accuracy. We are interested in determining
upper and lower bounds for the GCV function (3). The available methods mentioned require less
computational effort than the scheme proposed here, but are not guaranteed to yield bounds for
the GCV function. Computed examples show that knowledge of accurate upper and lower bounds
for the GCV function is helpful for determining a suitable value of the regularization parameter.
Our approach applies the global Golub–Kahan decomposition method described by Toutounian and
Karimi [17]. This decomposition method is a block generalization of the standard Golub–Kahan
bidiagonalization method and is closely related to the global Lanczos method for reducing a large
symmetric matrix to a block tridiagonal matrix [3, 15] . The latter matrix is the tensor product of
a symmetric tridiagonal matrix and an identity matrix.
Our method for bounding the GCV function is based on the following decomposition of the trace
of a matrix. Let M ∈ Rm×m be a symmetric matrix and let f be a function such that f (M ) is
defined. Denote by ei the ith column of the identity matrix Im and introduce the block vectors


Ej = e(j−1)k+1 , . . . , emin{jk,m} ,

j = 1, 2, . . . , m,
e

(6)



with at most k columns. Here m
e := m+k−1
and bαc denotes the largest integer smaller than or
k
equal to α. Our algorithm computes upper and lower bounds for
trace(EjT f (M )Ej ),
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j = 1, 2, . . . , m.
e

These bounds yield upper and lower bounds for
trace(f (M )) =

m
e
X

trace(EjT f (M )Ej ).

(7)

j=1

The computation of upper and lower bounds for the m
e diagonal blocks is faster for large block sizes
k than determining upper and lower bounds for each diagonal entry of M separately, because block
methods can be executed efficiently on modern computers with a hierarchical memory structure.
Moreover, block methods perform well in multiprocessor computing environments; see, e.g., [8].
In some applications of Tikhonov regularization, the minimization problem (2) is replaced by the
problem
minn {kAx − bk2 + µ2 kLxk2 }
(8)
x∈R

Rp×n

with a regularization matrix L ∈
that is different from the identity. Among the most popular
choices of regularization matrices, that are not the identity, are scaled discretizations of a differential
operator such as the tridiagonal matrix


−1 2 −1
O


1 2 −1


L=
 ∈ R(n−2)×n .
.
.
.
.
.
.


.
.
.
O
−1 2 −1

Björck [1] and Eldén [4] describe how the minimization problem (8) can be transformed into the form
(2). This transformation is not very demanding computationally when L has a suitable structure,
such as being banded. We will therefore only consider Tikhonov regularization problems of the form
(2).
As a second approach, we describe how upper and lower bounds for the GCV function can be determined from a partial SVD that is made up of a few of the largest singular values of A and associated
singular vectors. It is illustrated in [16] that these singular values and associated singular vectors
can be computed fairly inexpensively by an implicitly restarted Golub–Kahan bidiagonalization
methods. Other approaches to determining a few singular values and vectors of a large matrix are
described in [12, 13]. The availability of a partial SVD of A makes it possible to compute an approximation of the Tikhonov solution (5), and allows the determination of upper and lower bounds
for the numerator and denominator of the GCV function. These bounds yield useful bounds for
the GCV function (3). We will use the upper bound of the GCV function, rather than the function
itself, to determine a suitable value of the regularization parameter.
Computed examples illustrate the performance of the proposed methods and demonstrate their
competitiveness.
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Balanced Truncation and Singular Perturbation Approximation
Model Order Reduction for Stochastically Controlled Linear Systems
Melina A. Freitag, Martin Redmann
Abstract
Many mathematical models of real-life processes pose challenges during numerical computations,
due to their large size and complexity. Model order reduction (MOR) techniques are methods
that reduce the computational complexity of numerical simulations, an overview of MOR methods
is provided in [1]. MOR techniques such as balanced truncation (BT) and singular perturbation
approximation (SPA) are methods which have been introduced in [7] and [6], respectively, for linear
deterministic systems
ẋ(t) = Ax(t) + Bu(t), y(t) = Cx(t).
Here A ∈ Rn×n is asymptotically stable, B ∈ Rn×m , C ∈ Rp×n and x(t) ∈ Rn , y(t) ∈ Rp , u(t) ∈ Rm
are state, output and input of the system, respectively.
From the Gramians P and Q which solve dual Lyapunov equations
AP + P AT = −BB T ,

AT Q + QA = −C T C,

a balancing transformation is found, which is used to project the state space of size n to a much
smaller dimensional state space (see, e.g. [1]).
Recently, the theory for BT and SPA has been extended to stochastic linear systems of the form
dx(t) = Ax(t)dt + Bu(t)dt +

q
X

Nk x(t−)dMk (t),

y(t) = Cx(t),

(1)

k=1

where A, B and C as above, and Nk ∈ Rn×n and Mk (k = 1, . . . , q) are uncorrelated scalar square
integrable Lévy processes with mean zero (often q = 1 and the special case of Wiener processes are
considered, see, for example, [2, 4, 5]).
BT and SPA are based on balancing which requires the solution of more general Lyapunov equations
of the form
T

AP + P A +

q
X
k=1

Nk P NkT ck

T

= −BB ,

T

A Q + QA +

q
X
k=1

NkT QNk ck = −C T C,

where ck = E[Mk (1)2 ] for general Lévy processes. Note that ck = 1, k = 1, . . . , q for the case of
a Wiener process [2]. We refer to [3, 4, 8] for a detailed theoretical and numerical treatment of
balancing related MOR for (1).
In this paper we are going to study balancing related MOR for systems of the form
dx(t) = Ax(t)dt + BdM (t),
y(t) = Cx(t),

t ≥ 0.

(2)

P
n×m . The processes M are the
where BdM (t) = m
i
i=1 bi dMi (t) and bi is the ith column of B ∈ R
components of a square integrable mean zero Lévy process M = (M1 , . . . , Mm )T that takes values
in Rm . Consequently, these components are not necessarily uncorrelated.
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The setting in (2) is of particular interest in many applications. If one is interested in a large number
of different realisations of the output y(t) (e.g. to compute moments of the form E [f (y(t))]), then
one needs to solve the SDE in (2) a large number of times. For a state space of high dimension this
is computationally expensive. Reduction of the state space dimension decreases the computational
complexity when sampling the solution to (2), as the SDE can then be solved in much smaller
dimensions. Hence the computational costs are reduced dramatically.
The linear system (2) is a problem where the control is noise. In this case the standard theory for
balancing related MOR applied to a deterministic system does no longer apply.
Using theory for linear stochastic differential equations with additive Lévy noise we provide a new
(stochastic) concept of reachability. This concept motivates a new formulation of the reachability
Gramian. The balancing related MOR is again obtained by solving (slightly modified) Lyapunov
equations. We prove error bounds for the error between the full and reduced system that depend
on the Hankel singular values and that provide criteria for truncating, e.g. criteria for a suitable
size of the reduced system. Theory and error bounds are considered for both BT and SPA.
Numerical results show how well both model order reduction methods perform in this stochastic
setting and support the theory.
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Spectral and Nuclear Norms of Higher-Order Tensors
Shmuel Friedland, Lek-Heng Lim
Abstract
We discuss the spectral and nuclear norms of higher order tensors and their applications to quantum
information theory. In §1 and §2 we outline the main properties of the spectral and nuclear norms
of a tensor respectively, drawing from our recent works [7, 8, 9]. In §3 we apply our results to obtain
measures of entanglement and inseparability in quantum information theory, based on our preprints
[6, 3]. We present most of our results with minimum technical prerequisites.

1

Tensor spectral norm

A d-tensor T ∈ V1 ⊗ · · · ⊗ Vd may be represented as a hypermatrix T = (ti1 ,...,id ) ∈ Fn1 ×···×nd up to a
choice of bases on the F-vector spaces V1 , . . . , Vd . We assume F = R or C and for notational simplicity
that the vector spaces are equidimensional, i.e., n1 = · · · = nd = n. So T ∈ Td (Fn ) := Fn×···×n . Let
1/2
Xn
kT k :=
|ti1 ,...,id |2
i1 ,...,id =1

denote the Hilbert–Schmidt norm. For nonzero vectors xi = (x1,i , . . . , xn,i )T ∈ Fn , i = 1, . . . , d,
x1 ⊗ · · · ⊗ xd is a rank-one tensor with (i1 , . . . , id )-entry given by xi1 ,1 · · · xid ,d . The spectral norm
of T is defined as
kT kσ,F := max{|hT, x1 ⊗ · · · ⊗ xd i| : kx1 k = · · · = kxd k = 1}.
For d = 2, this reduces to the usual matrix spectral norm. But for d ≥ 3, the norm exhibits some
unexpected properties. For example, it possible [8] for a real 3-tensor T ∈ T3 (Rn ) ⊆ T3 (Cn ) to have
kT kσ,R < kT kσ,C .

(1)

Unlike the case d = 2, the computation of the spectral norm of a general 3-tensor T ∈ T3 (Fn ) is an
NP-hard problem [12]. We extend this NP-hardness in [8] to arbitrary d ≥ 3.

A tensor S ∈ Td (Fn ) is called a symmetric tensor if the values of the entries si1 ,...,id are invariant
under permutations of indices. We write Sd (Fn ) for the subspace of symmetric tensors in Td (Fn ).
In particular, S2 (Fn ) is the subspace of symmetric n × n matrices. It is well-known that for a
symmetric matrix A ∈ S2 (Fn ), the spectral norm kAkσ,F may be expressed as
max

|xT Ay| = max |xT Ax|.

kxk=kyk=1

kxk=1

Banach’s theorem [1] is a vast generalization of this result to any d ≥ 3, namely, for S ∈ Sd (Fn ),
the following are both equal to kSkσ,F ,
max

|hS, x1 ⊗ · · · ⊗ xd i| = max |hS, x ⊗ · · · ⊗ xi|.

kx1 k=···=kxd k=1

kxk=1

Alternatively, it says that spectral norm equals symmetric spectral norm. We also show in [8] that
the field-dependence phenomenon in (1) extends to real-valued symmetric tensors, i.e., there exist
S ∈ S3 (Rn ) ⊆ S3 (Cn ) such that
kSkσ,R < kSkσ,C .
(2)
We show in [9] a surprising result that the spectral norm of any symmetric tensor in Sd (F2 ) is
computable in polynomial time in d.
113

2

Tensor nuclear norm

The nuclear norm of a matrix A ∈ Cm×n , denoted kAk∗ , is the sum of the singular values of A.
In particular, kAk∗ is polynomially approximable up to any ε-precision. This allows the matrix
nuclear norm to be used as a convex surrogate for matrix rank, allowing various intractable rank
minimization problems to be relaxed into tractable convex optimization problems. More generally,
the nuclear norm of T ∈ Td (Fn ), denoted kT k∗,F , is the dual norm to the spectral norm on Td (Fn ),
i.e.,
kT k∗,F := max{|hT, Si| : kSkσ,F = 1}.
It is straightforward [8] to see that it may also be expressed as the minimal sum of Hilbert–Schmidt
norms of rank-one tensors whose sum is T , i.e.,
o
nXr
Xr
(1)
(d)
(1)
(d)
xi ⊗ · · · ⊗ xi .
(3)
kxi k · · · kxi k : T =
kT k∗,F = min
i=1

i=1

In other words, tensor nuclear norm may be viewed as a continuous variant of tensor rank:
n
o
Xr
(1)
(d)
rankF (T ) = min r : T =
xi ⊗ · · · ⊗ xi .
i=1

We write min instead of inf in (3) as there exists a finite r ∈ N that attains the decomposition in (3),
which we call nuclear decomposition [8]. The minimum r for which an r-term nuclear decomposition
of T exists is then called the nuclear rank of T ,
n
o
Xr
(1)
(d)
rank∗,F (T ) = min r : T =
xi ⊗ · · · ⊗ xi is a nuclear decomposition .
i=1

Clearly, rank∗,F (T ) ≥ rankF (T ). We show that [8], unlike tensor rank, nuclear rank is upper
semicontinuous but, like tensor rank, it also depends on the choice of F — in fact, the phenomenon
in (1) and (2) happens with both nuclear norm and nuclear rank.
Using our result in [7], which states that a norm is NP-hard to compute if and only if its dual norm
is NP-hard to compute, we deduce that the nuclear norm of a d-tensor for any d ≥ 3 is NP-hard to
compute. Nevertheless, by a combination of results in [7, 9], we may deduce that the nuclear norm
of a symmetric tensor in Sd (F2 ) may be computed in time polynomial in d.
In [8] we proved the analog of Banach’s theorem for the nuclear norm of a symmetric tensor S ∈
Sd (Fn ), i.e., the following are both equal to kSk∗,F ,
nXr
o
nXr
o
Xr
Xr
(1)
(d)
(1)
(d)
min
kxi k · · · kxi k : S =
xi ⊗ · · · ⊗ xi
= min
kxi kd : S =
x⊗d
.
i
i=1

i=1

i=1

i=1

This implies that Comon’s conjecture [2, 5], which states that rank and symmetric rank are always
equal for a symmetric tensor, is true for nuclear rank.

3

Entanglement and separability

In this section F = C always and we will drop the subscript F from our notations. A d-tensor
T ∈ Td (Cn ) represents a d-partite quantum state if kT k = 1. T is called a product state, or
unentangled, if T = x1 ⊗ · · · ⊗ xd where kx1 k = · · · = kxd k = 1; otherwise it is called entangled.
The existence of entangled states, or the so-called “spooky action at a distance,” lies at the heart of
quantum mechanics [4]. Note that T is entangled if and only if kT kσ < 1 and kT k∗ > 1.
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A commonly used measure of entanglement is the geometrical measure of entanglement [14], given
by the distance of T to Π(d, n) ⊆ Td (Cn ), the subset of all product states. It is easy to show that
this distance equals 2(1−kT kσ ) and thus one measure of entanglement is η(T ) = −2 log2 kT kσ while
another measure is ω(T ) = 2 log2 kT k∗ . We show in [3] that the maximally entangled states with
respect to both η and ω are always the same states, i.e., η(T ) is maximized over all T ∈ Td (Cn ) if
and only if ω(T ) is maximized over all T ∈ Td (Cn ) and the two maxima are equal.
Nevertheless, the advantage of using nuclear norm instead of spectral norm becomes evident when
dealing with mixed states. These are represented as density matrices and viewed as Hermitian tensors. Consider k states T1 , . . . , Tk ∈ Td (Cn ) and suppose that each state is emitted with probability
ρj , j = 1, . . . , k. Then the density matrix, when regarded as a tensor, is given by H ∈ T2d (Cn ) of
the form
Xk
ρj Tj ⊗ T j .
H=
j=1

The entries of H satisfy the Hermitian condition Hi1 ,...,i2d = H id+1 ,...,i2d ,i1 ,...,id and H, when regarded
as an nd × nd matrix, is Hermitian positive semidefinite of trace one. We will call H ∈ T2d (Cn ) a
density tensor. Then H is separable if there exist k product states T1 , . . . , Tk such that H is a convex
combination of T1 ⊗ T 1 , . . . , Tk ⊗ T k ; otherwise H is called inseparable. Separable density tensors
are analogs of an unentangled states whereas inseparable density tensors are analogs of entangled
states. It is easy to decide if a state is unentangled but it is NP-hard to decide if a density tensor is
separable even for the case when d = 2 [11]. In [6, 3], we show that H is separable if and and only
if kHk∗ = 1 and H is inseparable if and only if kHk∗ > 1. This shows that ω(H), and not η(H), is
the correct measure of inseparability.

References
[1] S. Banach, Über homogene Polynome in (L2 ), Studia Mathematica, Vol. 7, pp. 36–44, 1938.
[2] P. Comon, G. Golub, L.-H. Lim, and B. Mourrain, Symmetric tensor and symmetric tensor rank, SIAM
Journal on Matrix Analysis and Applications, Vol. 30, No. 3, pp. 1254–1279, 2008.
[3] H. Derksen, S. Friedland, and L.-H. Lim, Nuclear norm as a continuous measure of quantum entanglement
and separability, in preparation, 2016.
[4] A. Einstein, B. Podolsky, and N. Rosen, Can quantum-mechanical description of physical reality be
considered complete?, Physical Reviews, Vol. 47, pp. 777–789, 1935.
[5] S. Friedland, Remarks on the symmetric rank of symmetric tensors, SIAM Journal on Matrix Analysis
and Applications, Vol. 37, No. 1, pp. 320–337, 2016.
[6] S. Friedland and L.-H. Lim, Computational complexity of tensor nuclear norm, preprint, 2014, arXiv:
1410.6072v1.
[7] S. Friedland and L.-H. Lim, The computational complexity of duality, SIAM Journal on Optimization, to
appear, 2016, doi:10.1137/16M105887X.
[8] S. Friedland and L.-H. Lim, Nuclear norm of higher-order tensors, Mathematics of Computation, to
appear, 2016, arXiv:1410.6072v3.
[9] S. Friedland and L. Wang, Geometric measure of entanglement of symmetric d-qubits is polynomial-time
computable, preprint, 2016, 1608.01354.
[10] A. Grothendieck, Produits tensoriels topologiques et espaces nucléaires, Memoirs of the American Mathematical Society, No. 16, 140 pp., 1955.

115

[11] L. Gurvits, Classical deterministic complexity of Edmonds problem and quantum entanglement, Proceedings of the ACM Symposium on Theory of Computing (STOC), Vol. 35, pp. 10–19, New York, NY,
ACM Press, 2003.
[12] C. Hillar and L.-H. Lim, Most Tensor Problems are NP-hard, Journal of the ACM, Vol. 60, No. 6,
Art. 45, November 2013.
[13] J. Håstad, Tensor rank is NP-complete, Journal of Algorithms, Vol. 11, No. 4, pp. 644–654, 1990.
[14] T.-C. Wei and P. M. Goldbart, Geometric measure of entanglement and applications to bipartite and
multipartite quantum states, Physical Reviews A, Vol. 68, p. 042307, 2003.

Go back to Thursday’s schedule.

Go back to Parallel Talks #5.

116

Go back to speaker index.

Spectral Relations Between Overlap Operators and Their Kernels
and Their Use in Designing Preconditioners
Andreas Frommer, James Brannick, Björn Leder, Karsten Kahl, Matthias Rottman, Artur Strebel
Abstract
We consider two different discretizations of Dirac operators, more particularly the partial differential operators arising in quantum field theories within theoretical particle physics. An important,
fundamental symmetry of the continuous operator is its chirality. This symmetry, however, is difficult to be preserve adequately on the discretized level, yielding non-local discretized operators. A
procedure which has become quite popular in theoretical physics is to start with a finite difference
discretization obtained on an equidistant d-dimensional lattice, d being the dimension of the theory
(e.g., d = 2 in quantum electrodynamics, QED, and d = 4 in quantum chromodynamics, QCD).
While this discretization is not chiral, one can derive a chirality preserving discretized operator by
using the finite difference operator as a kernel to a construction based on the matrix sign function,
the so-called overlap operator.
Given this framework, the purpose of our presentation is to elaborate on the following topics:
1. Discussion of the non-normality of the kernel operator and how current techniques of smoothing used in theoretical physics can be interpreted as reducing a measure of non-normality.
2. Establish relations between eigenpairs and singular pairs of the overlap operator and its kernel
operator, in particular in the limiting case where the kernel operator is normal.
3. Use these relations to show how one can adapt parameters in such a way that an efficient
solver for the kernel operator can be used as a preconditioner for the overlap operator.
4. Report on numerical results for HPC simulations in which the preconditioner is obtained via
an adaptive, bootstrap-type algebraic multigrid method. These results show a significant
improvement over the solver techniques available so far for overlap operators in current stateof-the-art simulations
Before describing each of the above points in some more detail, we introduce the QCD Dirac operator
as our guiding example. This operator is given as
Dψ + m · ψ = η.

(1)

Here, ψ = ψ(x) and η = η(x) represent quark fields. They depend on x, the points in space-time,
x = (x0 , x1 , x2 , x3 ). m is a scalar mass parameter, and the gluons are represented in the massless
Dirac operator
3
X
D=
γµ ⊗ (∂µ + Aµ ) .
(2)
µ=0

Here, ∂µ = ∂/∂xµ and A is the gluon (background) gauge field with the anti-hermitian traceless
matrices Aµ (x) being elements of su(3), the Lie algebra of the special unitary group SU(3). The
γ-matrices γ0 , γ1 , γ2 , γ3 ∈ C4×4 represent the generators of the Clifford algebra with
(
2 · I4 µ = ν
γµ γν + γν γµ =
for µ, ν = 0, 1, 2, 3.
(3)
0
µ 6= ν
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Consequently, at each point x in space-time, the spinor ψ(x), i.e., the quark field ψ at a given point
x, is a twelve component column vector, each component corresponding to one of three colors (acted
upon by Aµ (x)) and four spins (acted upon by γµ ).
1. Non-normality of the kernel operator
The standard discretization of the Dirac equation (2) is the Wilson-Dirac operator. It uses covariant
finite differences on an equidistant, periodic grid with grid spacing a – the lattice, and a second
order regularization term. Introducing the shift vectors µ̂ = (µ̂0 , µ̂1 , µ̂2 , µ̂3 ) ∈ R4 in dimension µ on
the lattice, i.e.,
(
a µ=ν
µ̂ν =
,
0 else.
this Dirac-Wilson operator acts on a discrete spinor field ψ defined on the lattice as
(DW ψ)(x) =

m0 + 4
ψ(x) −
a

3

1 X
((I4 − γµ ) ⊗ Uµ (x)) ψ(x + µ̂)
2a
µ=0
3

−


1 X
(I4 + γµ ) ⊗ UµH (x − µ̂) ψ(x − µ̂).
2a

(4)

µ=0

Here, the Uµ (x) now are matrices from the Lie group SU(3), and the lattice indices x ± µ̂ are to
be understood periodically. For a collection of SU(3)-matrices Uµ (x), a so-called configuration, the
plaquette Qµ,ν
x at lattice point x is defined as
H
H
Qµ,ν
x = Uν (x)Uµ (x + ν̂)Uν (x + µ̂)Uµ (x).

(5)

A plaquette is thus the product of all coupling matrices along a cycle of length 4 on the torus, such
cycles being squares in a (µ, ν)-plane:
Qµ,ν
b
x =

.

Similarly, the plaquettes in the other quadrants are defined as
Qµ,−ν
=
b
x

,

Q−µ,ν
=
b
x

,

Q−µ,−ν
=
b
x

.

(6)

The following proposition shows that the deviation of the plaquettes from the identity is a measure
for the non-normality of DW .
HD
H
Proposition 1 The Frobenius norm of DW
W − DW DW fulfills
XX
H
H 2
kDW
DW − DW DW
kF = 16
Re(tr (I − Qµ,ν
x ))

(7)

x µ<ν

where the first sum is to be taken over all lattice sites x and

P

µ<ν

is shorthand for

P3

µ=0

P3

ν=µ+1 .

Smoothing techniques like HEX and “stout” smearing aim at driving the average of the traces of all
plaquette values towards 1 and can thus be seen as measures to drive the Wilson-Dirac operator
towards normality.
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2. Establish relations between eigenpairs and singular pairs of the kernel and the overlap operator
The Dirac-Wilson operaor DW is Γ5 -symmetric, i.e. one has
H
Γ 5 DW
= DW Γ5 , where Γ5 = InL ⊗ γ5 ⊗ I3 , γ5 = γ0 γ1 γ2 γ3 , nL number of lattice sites.

γ5 can be represented as a block diagonal matrix with diagonal blocks I2 and −I2 . The Γ5 -symmetry
is a non-trivial, fundamental symmetry which the discrete Wilson-Dirac operator inherits from a
corresponding symmetry of the continuum Dirac operator, and analogous symmetries hold for finite
difference discretizations of Dirac operators of other phyiscal theories.
For a given Γ5 -symmetric kernel operator D = D(m0 ), the associated overlap operator is given as

Dovl = ρI + Γ5 sign Γ5 DW (mker
(8)
0 ) ,

where now ρ ≥ 1 is the mass parameter of the overlap operator. sign denotes the standard sign
function on C, i.e. sign(z) = sign(Rez). Unlike its kernel, the overlap operator satisfies the relation
Γ5 Dovl + Dovl Γ5 = aDovl Γ5 Dovl , which represents the lattice version of chiral symmetry. We have
the following characterization of the spectra and singular values of the Γ5 -symmetric kernel and its
overlap operator.
Lemma 1 (i) The spectrum of the Wilson-Dirac operator DW (m0 ) is symmetric to the real axis
and to the vertical line Re(z) = m0a+4 , i.e.,


λ ∈ spec DW (m0 ) ⇒ λ, 2 m0a+4 − λ ∈ spec DW (m0 ) .
H D = D D H . Its spectrum is symmetric to the
(ii) The overlap operator DN is normal, i.e., DN
N
N N
real axis and part of the circle with midpoint ρ and radius 1, i.e.,


λ ∈ spec DN ⇒ λ ∈ spec DN and |λ − ρ| = 1.

In the normal case, one can tightly relate the spectrum of the kernel and its overlap operator. Let
thus DW (m0 ) be normal and
DW (0) = XΛX H , with Λ diagonal and X unitary.

(9)

We use the notation csign(z) for a complex number z to denote its “complex” sign, i.e.,
csign(z) = z/|z| for z 6= 0.
Theorem 1 Assume that DW (0) is normal, so that DW (m) is normal as well for all m ∈ C, and
let X and Λ be from (9). Then we have

DN = X ρI + csign(Λ + m0 I) X H .
(10)

3. Solvers for the kernel as preconditioners for the overlap operator
Theorem 1 can be used to determine a mass parameter mprec
different from mker
0 such that a solver
0
prec
for the kernel DW (m0 ) will act as a good preconditioner for Dovl , since it matches the small
eigenmodes of Dovl . We thus use Theorem 1 to determine such an optimal mass parameter m,
albeit in practical simulations the kernel operator will not be exactly normal. The (partly heuristic)
reasoning is as follows:
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Taking DW (mprec
0 ) as a preconditioner for DN , we would like eigenvalues of DN that are small in
−1
modulus to be mapped to eigenvalues close to 1 in the preconditioned matrix DN DW (mprec
0 ) .
prec
Since DW (m0 ) and DN share the same eigenvectors (in the normal case), the spectrum of the
preconditioned matrix is
o
 n ρ + csign(λ + mker
−1
0 )
spec DN DW (mprec
)
=
,
λ
∈
spec(D
(0)
.
W
0
λ + mprec
0

For ω > 0 and mprec
= ωρ + mker
0 , the mapping
0
g : C → C, z 7→

ρ + csign(z + mker
0 )
z + mprec
0

ker and radius ω, to one single value 1 . We thus
sends C(−mker
0 , ω), the circle with center −m0
ω
prec
expect DW (m0 ) to be a good preconditioner if we choose mprec
in
such
a
manner
that
the small
0
ker , ω). Let σ
eigenvalues of DW (mprec
)
lie
close
to
C(−m
>
0
denote
the
smallest
real
part
of all
min
0
0
eigenvalues of DW (0). Assuming for the moment that σmin is actually an eigenvalue, it lies exactly
on C(−mker
0 , ω) if we have
prec
:= ω default ρ + mker
= mdefault
ω = ω default := −mker
0 ,
0 − σmin and thus m0
0

(11)

which gives the “optimal” choice mprec
0 .
4. Numerical results
We will present a number of numerical results where we use an adaptive algebraic multigrid method
as the solver for the preconditioner based on the kernel operator. Such adaptive methods ar relatively
costly, since they require a setup phase to compute the hierarchy of grid operators. In our context,
however, this additional cost can be neglected, since we will use the multigrid solver several times—
in each preconditioned iterative step—whereas the setup needs to be done only once. We will show
that in typical,practical situations our preconditioning approach will yield a speedup of one order of
magnitude as compared to previously used methods. We will also present a numerical study which
shows the relative robustness of the methods with respect to the choice of the parameter mprec
0 .
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Asynchronous Optimized Schwarz Method
for the Poisson Equation in Rectangular Domains
José C. Garay, Daniel B. Szyld
Abstract
Asynchronous iterative algorithms are parallel iterative algorithms in which communications and
iterations are not synchronized among processors. Thus, as soon as a processor finishes an iteration,
it starts the next one with the latest data received during a previous iteration, without waiting for
any other processor. These algorithms increase the number of iterations in some processors (with
respect to the synchronous case) but suppress all the idle times, which can result in a smaller
(execution) time for convergence.
Optimized Schwarz methods are Domain Decomposition methods in which the transmission conditions between subdomains are chosen in such a way that the convergence properties of the method
are enhanced with respect to classical Schwarz Methods. In Optimized Schwarz, the choice of
transmission conditions depends on the PDE to solve. These transmission conditions are optimized
approximations of the optimal transmission conditions, which are obtained by approximating the
global Steklov-Poincaré operator by local differential operators. There is more than one family of
transmission conditions that can be used for a given PDE (e.g, OO0 and OO2 for the Poisson equation), each of these families consisting of a particular approximation of the optimal transmission
conditions.
In this work, we analyze the convergence properties of an Asynchronous Optimized Schwarz method
applied as a solver for the Poisson Equation in a bounded rectangular domain with Dirichlet (physical) boundary conditions. For this Poisson problem, we use transmission conditions of the family
OO0, which are Robin boundary conditions. This type of boundary conditions depend on a parameter α whose value is chosen to optimize the convergence properties of the method.
In order to prove convergence for this asynchronous implementation of Optimized Schwarz, using
some tools of Fourier Analysis, we write the error in terms of a series and recast the equations
that result after applying Optimized Schwarz to the Poisson problem into a (synchronous) fix point
iteration problem for the coefficients of the error series, with the information of the PDE, physical
boundary conditions and transmission conditions encoded in the iteration operator. Then, we prove
that the iteration operator is contracting in max norm, which gives the sufficient conditions so that
the error of the asynchronous implementation converges to zero after some time. The max norm of
the operator depends on the parameter α. Thus, we choose the value of α that minimizes such max
norm and consequently accelerate the convergence of the method.
To our knowledge, this is the first time that a convergence proof of Optimized Schwarz for a problem
defined in a bounded domain and for an arbitrary number of subdomains is presented.
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Enforcing Nonnegativity by Flexible Krylov Subspaces
Silvia Gazzola
Abstract
When solving a discretized linear large-scale inverse problem of the form
Ax + n = b ,

(1)

where A is ill-conditioned and n is unknown Gaussian noise that affects the data b, some form
of regularization must be employed to recover a good approximation of the solution x. We can
regularize (1) by imposing nonnegativity constraints on x, i.e., by considering the problem
min kAx − bk2 .

(2)

x≥0

Nonnegativity constraints are particularly suitable when considering imaging problems (arising,
for instance, in astronomy and medicine), as the entries of x typically represent nonnegative light
intensities or nonnegative physical parameters. A variety of methods, mainly based on a gradient
descent approach, are already available to solve problem (2) (see [2, 5] and the references therein).
In the following we present a new method, dubbed “modified flexible CGLS” (MFCGLS), for the
solution of (2). MFCGLS is based on flexible Krylov subspaces, and it is motivated by the fact that
Krylov methods are an extremely attractive approach for the iterative regularization of problem (1)
(see [3] and the references therein).
The starting points for MFCGLS are the Karush-Kuhn-Tucker (KKT) conditions for (2), which can
be written in the following compact form
XAT (Ax − b) = 0 ,

where X = diag(x) ,

x ≥ 0,

AT (Ax − b) ≥ 0 .

(3)

We define a CGLS-like iterative method of the form
xm+1 = xm + αm dm ,

(4)

which is applied to the following approximation of the nonlinear system in (3)
X(m) AT (Ax − b) = 0 ,

(5)

where X(m) = diag(xm ) can be formally regarded as an iteration-dependent preconditioner. In order
to handle variable preconditioning for the linear system in (5), a flexible CGLS (FCGLS) method
is devised. The quantities αm and dm are defined in such a way that the residual is minimized at
each iteration over nested approximation subspaces. Moreover, FCGLS is modified to guarantee
xm+1 ≥ 0 at each iteration (i.e., αm should be bounded), and to avoid stagnation (i.e., suitable
restarts should be performed).
MFCGLS is very efficient and competitive, as it delivers results of equal or better quality than many
state-of-the-art methods for (2), with a significant speedup. For instance, MFCGLS and FISTA [2]
have the same computational cost per iteration, but the former is usually faster, and all the parameters appearing in (4) are automatically set. MFCGLS can naturally handle both underdetermined
and overdetermined problems (2) and, by incorporating an appropriate covariance-preconditioner
[1], it can be easily extended to problems whose data are affected by both Gaussian and Poisson
noise. MFCGLS has been tested on realistic image deblurring and tomographic reconstruction
problems. We refer to [4] for more details on MFCGLS, including a MATLAB software to perform
numerical experiments.
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Exact and Heuristic Algorithms for Semi-Nonnegative Matrix Factorization
Nicolas Gillis† , Abhishek Kumar‡
Abstract
Given a matrix M (not necessarily nonnegative) and a factorization rank r, semi-nonnegative matrix
factorization (semi-NMF) looks for a matrix U with r columns and a component-wise nonnegative
matrix V ≥ 0 with r rows such that U V is the best possible approximation of M according to
some metric. More formally, given M ∈ Rm×n and using the Frobenius norm to compute the error,
semi-NMF can be formulated as follows
min

U ∈Rm×r ,V ∈Rr×n

||M − U V ||2F

such that V ≥ 0.

(1)

In this talk, we study the properties of semi-NMF from which we develop exact and heuristic
algorithms.
We first show that semi-NMF is NP-hard in general using a reduction from the problem of checking
copositivity of a matrix (a matrix C is copositive if v T Cv ≥ 0 for all v ≥ 0).

Then, we study the semi-nonnegative rank of matrix M ∈ Rm×n , denoted ranks (M ), which is the
smallest r such that there exists U ∈ Rm×r and V ∈ Rr×n with M = U V and V ≥ 0. Defining
a semi-nonnegative matrix as a matrix containing a positive vector in its row space (after having
removed its zero columns), we show that ranks (M ) = rank(M ) if and only if M is semi-nonnegative,
otherwise ranks (M ) = rank(M ) + 1. This implies that the semi-nonnegative rank can be computed
in polynomial time.
Then, we propose an exact algorithm for (1) (that is, an algorithm that finds an optimal solution)
for a certain class of matrices, namely those whose best rank-r approximation is semi-nonnegative.
We adapt this algorithm for matrices not belonging to that class, and illustrate that used as an initialization strategy for solving (1), this heuristic performs extremely well, and outperforms standard
initialization strategies in many situations.
All the details can be found in [1].
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Optimal Blaschke Products
Anne Greenbaum, Trevor Caldwell, Kenan Li
Abstract
Let M be an n by n matrix whose spectrum is inside the open unit disk D. We are interested in
the smallest value K for which D is a K-spectral set for M ; that is, we wish to find
p

sup
kp(M )k/kpkD ,
a polynomial

(1)

where k · k in the numerator denotes the 2-norm or the largest singular value of the matrix and
k · kD in the denominator denotes the H∞ -norm or supremum of the absolute value of the function
on D. Equivalently, one could take the supremum over functions p analytic in D, and M could be
any linear operator on a Banach space with spectrum in D. Note that Crouzeix’s conjecture – that
for any polynomial p and any square matrix A, kp(A)k ≤ 2kpkW (A) , where W (A) denotes the field
of values of A – is equivalent to the conjecture that: If M = g(A), where g is a bijective conformal
mapping from W (A) to D, then the unit disk is a 2-spectral set for M . Thus, a possible first step in
a proof (or disproof) of Crouzeix’s conjecture is to find properties of a given matrix M that ensure
that the unit disk is a 2-spectral set for M ; the next step is to check whether matrices of the form
M = g(A) have those properties.
It is known that the supremum in (1) is attained by a Blaschke product of degree at most n − 1:
iφ

B(z) = e

n−1
Y
j=1

z − αj
, |αj | ≤ 1.
1 − ᾱj z

(2)

Such a function maps the unit disk to itself, so kBkD = 1 and the supremum in (1) can be replaced
by
n−1
Y
max
(M − αj I)(I − ᾱj M )−1 .
(3)
{α1 ,...,αn−1 :|αj |≤1}

j=1

We have been able to establish several properties of the Blaschke product B that maximizes kB(M )k
in (3). First, assuming that kB(M )k > 1, the right and left singular vectors corresponding to the
largest singular value of B(M ) are orthogonal:
B(M )v = kB(M )k · u, kuk = kvk = 1 ⇒ hu, vi = 0.
(This was observed by us numerically, and the final proof was provided by M. Crouzeix.) This
property turns out to be sufficient to characterize the optimal Blaschke product for 2 by 2 matrices:
It is the unique Blaschke product of degree 1 for which the eigenvalues of B(M ) are ±λ for some
λ. Thus, for instance, if the eigenvalues of M itself are ±λ, then the optimal Blaschke product is
B(z) = z, and the smallest K for which the unit disk is a K-spectral set for M is K = kM k. Similar
results hold for n by n matrices that are unitarily similar to the direct sum of a 2 by 2 matrix M1
and an n − 2 by n − 2 matrix M2 satisfying maxB kB(M2 )k ≤ maxB kB(M1 )k, for example, any
matrix of the form M = cI + xy∗ , where x, y 6= 0 and |c| ≤ 1. Then the optimal Blaschke product
has degree 1, and its root α1 is the unique solution to
1 + |α|2 =

2
(α + ᾱc(c + y∗ x))
2c + y∗ x
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with magnitude less than or equal to 1 (or α1 = 0 if 2c + y∗ x = 0).
We also have shown that if B is the Blaschke product that maximizes kB(M )k in (3), then
kB(M )k
kB(M )k
1
≤ r(B(M )) ≤
+
,
2
2
2kB(M )k

where r(·) denotes the numerical radius: r(B(M )) = supz∈W (B(M )) |z|. This implies that if kB(M )k
is large, then its numerical radius is approximately half of its norm and therefore the field of values
of B(M ) is close to a disk.
Analytical and numerical work on finding values α1 , . . . , αn−1 that maximize the quantity in (3)
continues, and we will report on our latest results.
The problem of determining whether the unit disk is a K-spectral set, with some moderate value of
K, for a given matrix M is extremely important in applications. In finite difference methods and
simple iterative linear system solvers, it is the norms of powers of a matrix M that determine the
behavior of the algorithm. If the spectrum of M lies inside D, then kM j k approaches 0 as j → ∞,
but it may grow to some very large value before starting to decrease. If the unit disk is a K-spectral
set for M , then kM j k ≤ K for all j = 0, 1, 2, . . ..

In studying the stability of differential equations y0 = Ly, it is ketL k, t > 0, that is of interest and,
assuming that the spectrum of L lies in the left half-plane, we can guarantee that ketL k ≤ K (∀t > 0)
if we can show that the left half-plane is a K-spectral set for L. Since g(z) = (z + 1)/(z − 1) is a
bijective conformal mapping from the left half-plane to the unit disk, this is equivalent to showing
that the unit disk is a K-spectral set for M = (L + I)(L − I)−1 . As a very simple example, consider


−1
4
L=
,
0 −1
whose spectrum {−1} lies in the left half-plane but whose field of values {z : |z + 1| ≤ 2} extends
into the right half-plane, indicating that initially ketL k grows with t. Forming the matrix M =
(L + I)(L − I)−1 , we find that


0 −2
M=
.
0
0
Since the eigenvalues of M are both 0, by the previously stated result, the optimal Blaschke product
for M is B(z) = z, and therefore the unit disk is a kM k-spectral set, that is, a 2-spectral set, for
M . Hence the left half-plane is a 2-spectral set for L and ketL k ≤ 2 (∀t > 0).
As a slightly less simple example, consider the 3 by

0
L =  −.01
0

3 matrix

1 2
0 3 ,
0 0

which was analyzed in [Spectra and Pseudospectra by Trefethen and Embree, p. 141]. One can form
the matrix M = (L + I)(L − I)−1 , but, unfortunately, for 3 by 3 matrices, we do not yet know
an analytic formula for the values α1 , α2 that achieve the maximum in (3). One can find these
values numerically, however, and it turns out that when we do this we find that for the optimal
B, kB(M )k ≈ 600.6713, which is almost exactly equal to maxt>0 ketL k. The left half-plane is a
600.6713-spectral set for L, and, for certain values of t, the function p(z) = etz comes close to
achieving (or perhaps does achieve) supp kp(L)k/kpklhp .
We will discuss applications of our theoretical and numerical results on optimal Blaschke products.
Go back to Tuesday’s schedule.
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Recent Advances in the Solution of Saddle-Point Systems
Chen Greif, Ron Estrin
Abstract
Consider the saddle-point linear system

   
A BT
u
f
=
,
p
g
B 0
| {z }

(1)

K

where A ∈ Rn×n , B ∈ Rm×n with m < n, u, f ∈ Rn , and p, g ∈ Rm . We will also let A ∈ Rn×n
satisfy null(A) = m and assume K is invertible.
We then have the following results:
Result 1. The inverse of K is itself also a saddle-point matrix, that is, it is of the form


∗ ∗
−1
.
K =
∗ 0
Result 2. Suppose null(A) = m and let W ∈ Rm×m be any invertible matrix. Then
−1 T
B A + B T W −1 B
B = W.

Results 1 and 2 allow us to derive a new formula for the inverse of K:


−1
A + B T L−1 B
− CL−1 C T CL−1
−1
K =
,
L−1 C T
0

(2)

where C satisfies AC = 0.
Equipped with (2) , we now seek to construct a family of preconditioners. To that end, we have:
Result 3. Suppose Z is a null matrix of B, namely BZ = 0, C is a null matrix of A, and L = BC.
Then, R = B T L−1 B if and only if (i) RZ = 0, (ii) RC = B T , and (iii) R = RT .
Result 3 is a bit cryptic at first sight, but it in fact allows for defining what we would want a
preconditioner to satisfy. Specifically, the matrix


(A + R)−1 CL−1
−1
P
=
(3)
L−1 C T
0
can be shown to be very effective as a preconditioner, as long as R nearly satisfies the conditions of
Result 3. It is possible to relax those conditions as follows:
Result 4. If R satisfies k(A + R)−1 RuB k ≤ α for α < 1 and uB ∈ ker(B), then the eigenvalues λ
of P −1 K satisfy 1 − α ≤ λ ≤ 1 + α.

A pleasing result is that under additional mild conditions on the right-hand-side (e.g., that f
satisfies a divergence-free condition), the matrix P can be applied as a preconditioner and used in
the Conjugate Gradient method, despite being indefinite.

These results have led to a new class of preconditioners that are themselves of a saddle-point
form, but are different than constraint preconditioners, and are not similar to Schur complementbased preconditioners either. This in fact shows that null space matrices are sometimes viable
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alternatives to Schur complements in our quest for finding new solution methods. See more in [1].
We also mention [2], where we have further explored whether the maximally rank deficient setting
can be exploited to find optimal ranges of parameters for applying an augmented Lagrangian-type
stabilization procedure.
Equipped with the last observations, we have recently looked into the development of new iterative
solvers for general saddle-point systems. We have derived a solver that allows for diagonal reduction
of the leading block and a bidiagonal reduction of the off-diagonal blocks. The challenge with the
solver is that it requires the inversion of the matrix A (when A is invertible). An interesting feature
of the solver is that its convergence behavior depends on the distribution of the singular values of
the Schur complement. If A is not invertible, then it is possible to derive an alternative version that
relies on forming the null space of the off-diagonal block matrix. Time permitting, I will describe
the new solver in detail and demonstrate its convergence behavior on a few examples.
In conclusion, one of the messages of this talk is that Schur complements are just one of at least two
objects that deserve more of our attention; in cases where the leading block is hard or impossible
to invert, it may be desirable to turn to null spaces of the leading block and the off-diagonal blocks;
these matrices may turn out to be helpful in developing new preconditioners.
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Low Rank Approximation of a Sparse Matrix Based on LU Factorization
with Column and Row Tournament Pivoting
Laura Grigori, Sebastien Cayrols, James W. Demmel
Abstract
In this talk we address the problem of computing a low rank approximation of a large sparse matrix
by using a rank revealing LU factorization. This problem has numerous and diverse applications
ranging from scientific computing problems such as fast solvers for integral equations to data analytics problems such as principal component analysis (PCA) or image processing. The singular
value decomposition produces the best rank-k approximation, however it is expensive to compute.
There are a number of less expensive approaches in the literature that approximate the singular
value decomposition of a matrix, such as rank revealing QR and LU factorizations, or the Lanczos
algorithm (see e.g. [3]). In the recent years, several randomized algorithms have been introduced
for this problem that aim at further decreasing the computational cost while obtaining accurate
results with high probability. For recent surveys, see e.g. [4, 5]. While in this talk we discuss their
usage to compute low rank approximations, there are many other important problems that require
estimating the singular values of a matrix or its rank such as regularization, subset selection, and
nonsymmetric eigenproblems.
This talk is based on the work published in [1]. We focus on sparse LU factorizations that are
effective in revealing the singular values of a matrix, in terms of both accuracy and speed. For
sparse matrices, direct methods of factorization lead to factors that are denser than the original
matrix A. Since the R factor obtained from the QR factorization is the Cholesky factor of AT A, it
is expected that the factors obtained from a QR factorization are denser than the factors obtained
from an LU factorization. Indeed, our focus is on obtaining a factorization that is less expensive
than the rank revealing QR factorization in terms of computational and memory usage costs, while
also minimizing the communication cost. The communication cost is one of the dominant factors
for the performance of an algorithm on current and future computers [6], and classic algorithms
based on row and/or column permutations are sub-optimal in terms of communication.
Consider first the QR factorization with column permutations of a matrix A ∈ Rm×n of the form


R11 R12
APc = QR = Q
,
(1)
R22
where Q ∈ Rm×m is orthogonal, R11 ∈ Rk×k is upper triangular, R12 ∈ Rk×(n−k) , and R22 ∈
R(m−k)×(n−k) . We say that this is a rank revealing factorization (RRQR) if the column permutation
matrix Pc is chosen such that
1≤

σi (A) σj (R22 )
,
≤ q(k, n),
σi (R11 ) σk+j (A)

(2)

for any 1 ≤ i ≤ k and 1 ≤ j ≤ min(m, n) − k, where q(k, n) is a low degree polynomial in n and k,
and σ1 (A) ≥ . . . ≥ σn (A) are the singular values of A. In other words, the singular values of R11
approximate well the largest k singular values of A, while the singular values of R22 approximate
well the min(m, n) − k smallest singular values of A. Without loss of generality, here and in the rest
of this document we assume that the singular values of A and R are all nonzero. The factorization
from equation (1) is then called a rank revealing QR factorization (RRQR).
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The RRQR factorization was introduced in [8] and the first algorithm to compute it was introduced
in [9]. It is still one of the most used algorithms nowadays, even though it sometimes fails to satisfy
(2), for example on the so-called Kahan matrix [10]. It also only guarantees that the absolute value
−1
of the entries of R11
R12 is bounded by O(2n ). We refer to this algorithm as QRCP, which is short for
QR with Column Pivoting. When QRCP is executed in a distributed memory environment, QRCP
exchanges O(k log P ) messages for computing a rank-k approximation, and if the factorization
proceeds until the end, it exchanges O(n log P ) messages. A lower bound on the number of messages
required for computing the QR factorization of a dense n × n √
matrix A (under certain hypotheses
2
and when the memory size per processor is O(n /P )) is Ω( P ). Hence QRCP is not optimal
in terms of the number of messages exchanged. A communication avoiding RRQR factorization,
referred to as CARRQR, was introduced in [11]. This factorization selects k linearly independent
columns by using tournament pivoting which requires only O(log P ) messages.
In this talk we focus on computing a low rank approximation of a matrix A and we consider different
possible cases in which either the desired rank k is known, all singular values larger than a tolerance
τ need to be approximated, or a gap in the singular values needs to be identified. We introduce a
truncated LU factorization with column and row permutations which, for a given rank k, has the
form



 
I
Ā11 Ā12
Ā11
Ā12
Pr APc =
,
(3)
=
Ā21 Ā22
S(Ā11 )
I
Ā21 Ā−1
11
S(Ā11 ) = Ā22 − Ā21 Ā−1
11 Ā12 ,

where A ∈ Rm×n , Ā11 ∈ Rk,k , Ā22 ∈ Rm−k,n−k , and the rank-k approximation matrix Ãk is






I
Ā11
Ā11 Ā12 .
Ā11 Ā12 =
Ãk =
Ā−1
−1
11
Ā21
Ā21 Ā11

(4)

(5)

The column and row permutations are chosen such that the singular values of Ā11 approximate the
first k singular values of A, while the singular values of S(Ā11 ) approximate the last min(m, n) − k
singular values of A. For this, the factorization first selects k “most linearly independent” columns
from the matrix A, permutes them to the leading positions, and then selects k “most linearly
independent” rows from these columns. Depending on the methods used to select columns and
rows, different algorithms can be obtained, with different bounds on the revealed singular values
and on the numerical stability of the truncated LU factorization. The design space for selecting the
k columns and rows can be summarized by the following list (other possibilities have been proposed,
e.g. choosing the k-by-k submatrix of nearly maximum determinant [12]):
1. Select k linearly independent columns of A (call result B), by using
(a) (strong) QRCP / tournament pivoting using QR,
(b) LU / tournament pivoting based on LU, with some form of pivoting (column, complete,
rook),
(c) randomization: premultiply X = ZA where random matrix Z is short and wide, then
pick k rows from X T , by some method from 2) below,
(d) tournament pivoting based on randomized algorithms to select columns at each step.
2. Select k linearly independent rows of B, by using
(a) (strong) QRCP / tournament pivoting based on QR on B T , or on QT , the rows of the
thin Q factor of B,
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(b) LU / tournament pivoting based on LU with some form of pivoting (row, tournament
pivoting, complete, rook) on B,
(c) tournament pivoting based on randomized algorithms to select rows, or other suitable
randomized algorithms.
These various approaches show a trade-off between speed versus deterministic / probabilistic accuracy and are presented in order of expected decreasing accuracy. Concerning speed, the selections
based on QR are more expensive than those based on LU, in terms of floating point operations
and also memory usage, however they are expected to provide more accurate approximations of the
singular values. The classic pivoting strategies used in LU and QR factorizations are sub-optimal in
terms of communication, while tournament pivoting provides a communication optimal alternative,
with worse theoretical bounds on the approximations of the singular values. The second formulation
of Ãk from (5) is called a CUR decomposition (see [5] and references therein), a popular low rank
approximation factorization in data analytics in which C and R are columns and rows selected from
the matrix A, and Ā−1
11 , and hence very sparse.
In this design space, we show that LU_CRTP, a factorization that uses tournament pivoting based
on QR from part 1a) above and tournament pivoting based on QR on QT from part 2a) above, is a
good choice in terms of both speed and accuracy. We show that LU_CRTP allows us not only to
obtain bounds on the approximated singular values, the stability of the LU factorization, but also
to minimize communication. In this algorithm, the first k columns are selected by using QR with
tournament pivoting on the matrix A. After tournament pivoting we have the QR factorization of
the first k columns, A(:, 1 : b) = Q(:, 1 : b)R11 . The first k rows are then obtained by using QR
factorization with tournament pivoting on the rows of the thin Q factor, Q(:, 1 : b)T . The obtained
factorization satisfies the following properties
1≤

σi (A) σj (S(Ā11 ))
,
σi (Ā11 ) σk+j (A)

≤ q(m, n, k),

ρl (Ā21 Ā−1
11 ) ≤ FT P

(6)
(7)

for any 1 ≤ l ≤ m − k, 1 ≤ i ≤ k, and 1 ≤ j ≤ min(m, n) − k, where ρl (B) denotes the
2-norm of the l-th row of B, and FT P is a quantity arising in the bound on singular values obtained after column tournament pivoting based on QR [11]. If a binary tree
is used during tour√
log2 ( 2f k)
1
√
nament pivoting to select k columns from n, then FT P ≤ 2k (n/k)
, and q(m, n, k) =
q
(1 + FT2 P (n − k))(1 + FT2 P (m − k)), where f is a small constant related to the strong RRQR factorization used during tournament (typically f = 2). The bound on FT P can be regarded as a
polynomial in n for a fixed k and f . The second inequality (7) is important for bounding element
growth in the LU factorization which governs its numerical stability. All these results are obtained
assuming infinite precision, and they are expected not to hold when the singular values approach
machine precision, and so may be significantly changed by roundoff error.
The existence of a rank revealing LU factorization has been proven by Pan in [12], who shows that
there are permutation matrices Pr , Pc such that the factorization from (3) satisfies
1≤

σmax (S(Ā11 ))
σk (A)
,
≤ k(n − k) + 1.
σk+1 (A)
σmin (Ā11 )

(8)

The existence of a stronger LU factorization has been proven by Miranian and Gu in [2], which
in addition to (6) and (7) also upper bounds ||Ā−1
11 Ā12 ||max by a low degree polynomial in k, n
and m. Our bounds from (6) are slightly worse than those from (8) and also slightly worse than
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q
those obtained by CARRQR for which q(m, n, k) = 1 + FT2 P (n − k). All those better bounds
are obtained by algorithms that require more computation and/or more communication, while our
algorithm provides a good trade-off between speed and accuracy.
We also present experimental results which compare LU_CRTP with results obtained by using the
singular value decomposition and QRCP. On a set of selected matrices that were used in previous
papers on rank revealing factorizations, we show that our factorization algorithm approximates well
the singular values of the matrix A. The ratio of the absolute values of the singular values of the
block A11 to the corresponding singular values of A is at most 13 (except for a difficult matrix, the
devil’s stairs, for which this ratio is 27). We also present a comparison with one of the most efficient
randomized algorithms for computing a low rank approximation of a sparse matrix due to Clarkson
and Woodruff.
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Finite Element Approximations for a Network of PDEs
Modeling a Coronary Stent
Luka Grubišić, Josip Tambača, Josip Iveković
Abstract
Coronary stents are thin metallic structures which are used for treating a narrowing of blood vessels
(stenosis). They are made out of thin metallic cylinders by laser cuts. Stents are typically modeled as
an assembly of struts and since they are a metallic structure their small deformations are sufficiently
well described by 3D linearized elasticity. However, a direct numerical treatment of such model
would lead to considering equations of 3D linearized elasticity in a thin almost graph-like domain.
This is a very challenging and time consuming numerical task. Furthermore, this problem has an
interesting algebraic structure induced by the underlying connectivity graph which is ignored by
treating it as a full 3D problem.
As an alternative we start from a simpler analytical approximation — a reduced model — which
can be obtained using a one-dimensional model of a curved elastic rod, [9, 10]. For defining the
reduced model (1D model) of the stent we need to prescribe:
• V set of vertices of the stent (points where middle lines meet),
• N set of edges of the stent (pairing of vertices),

• Pi : [0, `i ] parametrization of the middle line of ith strut (edge ei ∈ N ),

• ρi , µi , Ei parameters of material from which ith strut is made of,
• wi , ti width and thickness of the cross-section of ith strut.

Note that (V, N ) defines a graph and describes the topology of the stent.
To define the model we start from the equations for the balance of contact forces and the contact
moments and add the constitutive relation for a curved, linearly elastic rod, and the condition
of inextensibility and unshearability of the rod. Additionally, we need to prescribe the coupling
conditions that need to be satisfied at each vertex of the stent net, that is where the edges (stent
struts) meet. Two sets of coupling conditions hold:
• the kinematic coupling condition: the sate vector is continuous at each vertex,

• the dynamic coupling condition: balance of contact forces and contact moments at each
vertex.

This constitutes the reduced 1D model of the 3D stent, cf. [6]. The constructed model has the
structure of the constrained (saddle point) problem on the space of state vectors
1

6

VS = H (N ; R ) =



1

nN

u = (u , . . . , u

)∈

nN
Y

H 1 (0, `i ; R6 ) :

i=1

ui ((Pi )−1 (V)) = uj ((Pj )−1 (V)), ∀V ∈ V, V ∈ ei ∩ ej
with the space of Lagrange multipliers
2

3

3

3

QS = L (N ; R ) × R × R =
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nN
Y
i=1

L2 (0, `i ; R3 ) × R3 × R3 .



Here the final set of multipliers (in R3 × R3 ) is added to implement the nonslip condition (stent
does not slip in the artery) which is needed to insure the unique solvability of the model. Formally:
find (uS , nS ) ∈ VS × QS such that
kS (uS , ũS ) + bS (nS , ũS ) = lS (ũS ),
bS (ñS , uS ) = 0,

ñS ∈ QS .

ũS ∈ VS ,

(1)

We show that the forms kS and bS — which are obtained by summing and eliminating the contact
assumptions at each strut — are bilinear and continuous and bS satisfies the continuous inf-sup
condition. The external loading force is modeled by functional lS which is continuous on VS .
The dynamic problem reads: find a VS valued function uS so that
d2
mS (uS , ũS ) + kS (uS , ũS ) + bS (nS , ũS ) = lS (ũS ),
dt2
bS (ñS , uS ) = 0,
ñS ∈ QS .

ũS ∈ VS ,

(2)

As a result we obtain a system of ordinary differential equations on a graph which describes the
dynamics of the stent. Note that our chosen model can also be obtained as a limit — in an
appropriate Sobolev space context — of the 3D elasticity as the diameter of the struts goes to zero.
An important feature of (2) is that the form mS is only positive semidefinite.
The associated eigenvalue problem is given by: find λ ∈ C and 0 6= (uS , nS ) ∈ VS × QS such that
kS (uS , ũS ) + bS (nS , ũS ) = λmS (uS , ũS ),
bS (ñS , uS ) = 0,

ñS ∈ QS .

ũS ∈ VS ,

(3)

These problems are discretized using a mixed finite element method obtained by restricting the
stent spaces VS and the Lagrange multiplier space QS to spaces of piecewise polynomials on each
edge.
As model problems for our approach we consider four different coronary stents which are commercially available at the market. We use block operator matrix representations based on the theory
from [8] to characterize the spectrum of the continuous stent problem and to write the semigroup
solution of the dynamic problem. We establish reliable convergence rates for our finite element
discretizations using the approach from [4] and also prove that there are no spurious eigenvalues.
In the proof of the reliability estimates we see the role played by the graph geometry of the stent.
Namely the inextensibility condition is quite restrictive so that continuous first order elements cannot satisfy it, whereas the topology of the graph plays a crucial role in establishing the convergence
estimates for quadratic element approximations. Only for the third order elements were we able to
establish estimates estimating strut by strut.
We also note that unlike in [4], even our restrained eigenvalue problem has infinite eigenvalues (recall
the semidefiniteness of the form mS from (2)). Further, we discuss efficiency of the numerical linear
algebra methods for the solution of disctretized problems as well as the use of functions of matrices
for the solution of (2). We prove that our numerical scheme is uniquely solvable. We were not
able to prove the discrete inf-sup estimates, and we found examples both where the convergence
rate is optimal but also those where the convergence is slower than theoretically best possible (but
still satisfies our reliable convergence rates). We will also discuss stabilization approaches to this
problem where appropriate.
135

References
[1] Michele Benzi, Gene H. Golub, and Jörg Liesen. Numerical solution of saddle point problems. Acta
Numer., 14:1–137, 2005.
[2] Mario Arioli and Michele Benzi, A Finite Element Method for Quantum Graphs. Math/CS Technical
Report TR-2015-009, October 2015. Revised, October 2016.
[3] Daniele Boffi, Franco Brezzi, and Michel Fortin. Mixed finite element methods and applications, volume 44 of Springer Series in Computational Mathematics. Springer, Heidelberg, 2013.
[4] Daniele Boffi, Franco Brezzi, and Lucia Gastaldi. On the problem of spurious eigenvalues in the approximation of linear elliptic problems in mixed form. Math. Comp., 69(229):121–140, 2000.
[5] Daniele Boffi, Franco Brezzi, and Lucia Gastaldi. On the convergence of eigenvalues for mixed formulations. Ann. Scuola Norm. Sup. Pisa Cl. Sci. (4), 25(1-2):131–154 (1998), 1997. Dedicated to Ennio De
Giorgi.
[6] S. Čanić, J. Tambača, Cardiovascular Stents as PDE Nets: 1D vs. 3D, IMA Journal of Applied Mathematics 77 (6), 748–779, 2012.
[7] G. Griso. Asymptotic behavior of structures made of curved rods. Anal. Appl. (Singap.) 6 (1), 11–22,
2008.
[8] L. Grubišić, V. Kostrykin, K. A. Makarov, and K. Veselić, Representation theorems for indefinite
quadratic forms revisited, Mathematika, Volume 59, Issue 01, pp. 169-189, 2013.
[9] M. Jurak and J. Tambača, Derivation and justification of a curved rod model, Mathematical Models and
Methods in Applied Sciences 9 (7), 991–1014, 1999.
[10] M. Jurak and J. Tambača, Linear curved rod model. General curve, Mathematical Models and Methods
in Applied Sciences 11 (7), 1237–1252, 2001.
[11] J. Tambača, M. Kosor, S. Čanić and D. Paniagua. Mathematical Modeling of Endovascular Stents.
SIAM J Applied Mathematics 70 (6), 1922–1952, 2010.

Go back to Monday’s schedule.

Go back to Poster Session #1.

136

Go back to speaker index.

Sylvester Equations and Tensor Algebra in H2 -Quasi-Optimal
Model Order Reduction for Quadratic-Bilinear Control Systems
Serkan Gugercin, Peter Benner, Pawan Goyal
Abstract
Using Sylvester equations and tensor algebra, we propose an optimal model reduction framework
for a vital class of nonlinear systems, namely the quadratic-bilinear (QB) systems, with the form
Σ:

ẋ(t) = Ax(t) + H (x(t) ⊗ x(t)) +

m
X

Nk x(t)uk (t) + Bu(t),

y(t) = Cx(t),

(1)

k=1

where x(t) ∈ Rn , u(t) ∈ Rm and y(t) ∈ Rp are the states, inputs and outputs of the system,
2
respectively, and n is the state dimension. Furthermore, A, Nk ∈ Rn×n for k = 1, . . . , m, H ∈ Rn×n ,
B ∈ Rm , and C ∈ Rp . In a variety of applications, the underlying system inherently contains the
quadratic nonlinearity, such as Burgers’ and Navier-Stokes equations. Moreover, a large class of
smooth nonlinear systems can be equivalently rewritten as a QB system (1).
In many prominent applications, the state-dimension n is large. Then, simulation and control of
(1) are computationally demanding. One remedy is model reduction. Given the QB system in (1),
the goal is to construct a reduced QB system of the form of order r  n
Σ̂ :

˙
x̂(t)
= Âx̂(t) + Ĥ (x̂(t) ⊗ x̂(t)) +

m
X

N̂k x̂(t)uk (t) + B̂u(t),

ŷ(t) = Ĉ x̂(t),

(2)

k=1
2

where Â, N̂k ∈ Rr×r for k = 1, . . . , m, Ĥ ∈ Rr×r , B̂ ∈ Rr×m , and Ĉ ∈ Rp×r with r  n such that
the reduced output ŷ is a uniformly good approximation to the full output y in a proper norm for
all admissible inputs u ∈ L2 [0, ∞[.
We construct the reduced model (2) via projection: We construct two basis matrices V, W ∈ Rn×r
such that W T V is invertible. Then, the reduced matrices in (2) are given by
Â = (W T V )−1 W T AV,
Ĥ = (W T V )−1 W T H(V ⊗ V ),

N̂k = (W T V )−1 W T Nk V, for k = 1, . . . , m,
B̂ = (W T V )−1 W T B,

and Ĉ = CV.

Note that the reduced model is completely determined by V and W .
• We will construct V and W to minimize a truncated H2 error measure between the full and
reduced model; thus extending the concept of H2 optimality from linear and bilinear systems
to much richer quadratic nonlinear systems (1), a significant step in the direction of optimal
and input-independent model reduction for nonlinear system:
• The framework critically depends on Sylvester equations. The concept of mirror images and
Sylvester equation are well-understood for linear and bilinear dynamical systems, see [1, 2, 3].
This work extends these concepts naturally to quadratic nonlinear systems, and shows how
the Sylvester equations are modified and how they define optimality in this setting.
• Not only the derivation of the optimality conditions but also the effective implementation
of the resulting algorithm requires a heavy dose of tensor algebra and new results on tensor
matricizations, using the special Kronecker structure of the Hessian of the underlying system.
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The proposed algorithm is aimed at minimizing the truncated H2 norm
v
u 3 Z ∞
Z ∞
u X
kΣkH(T ) := ttr
···
gi (t1 , . . . , ti ) (gi (t1 , . . . , ti ))T dt1 · · · dti ,
2

i=1

0

where

(3)

0


g1 (t1 ) = CeAt1 B, g2 (t1 , t2 ) = CeAt2 [N1 , . . . , Nm ] eAt1 B, and g3 (t1 , t2 , t3 ) = CeAt3 H(eAt1 B ⊗ eAt2 B
are the leading three kernels of (1) extending the definition of impulse response and transfer function
to nonlinear dynamics. For linear systems, this norm definition reduces to the regular H2 norm.

We first derive the optimality conditions for the reduced model Σ̂ in (2) to minimize the truncated
H2 error norm. We then show that for Σ̂ to nearly satisfy these optimality conditions, the model
reduction bases V and W are given by V = V1 + V2 and W = W1 + W2 where V1 , V2 , W1 , W2 solve
V1 (−Λ) − AV1 = B B̂ T ,
W1 (−Λ) − AT W1 = C T Ĉ,

V2 (−Λ) − AV2 =

m
X
k=1

W2 (−Λ) − AT W2 =

Nk V1 N̂kT + H(V1 ⊗ V1 )Ĥ T ,

m
X
k=1

NkT W1 N̂k + 2 · H(2) (V1 ⊗ W1 )(Ĥ(2) )T ,

(4)
(5)

where we assume Â is diagonalizable, and Λ ∈ Rr×r is the diagonal matrix of its eigenvalues; and
where H and Ĥ are defined such that their mode-1 matricizations satisfy H(1) := H and Ĥ(1) := Ĥ.
Note that the concept of mirror images in the H2 linear/bilinear model reduction also appear
here in (4) and (5) in the form of −Λ. Indeed, for the linear case, V = V1 and V1 simply solves
V1 (−Λ) − AV1 = B B̂ T . These new results shows that, for QB-systems, one still needs V1 but the
solution V1 enters into the right-hand side of a second Sylvester equation reflecting the nonlinear
term, which is then solved for V2 .

More importantly, as in the linear and bilinear cases, the bases V and W depend on the reduced
model to be computed. Therefore, one cannot simply solve for V and W in one step; instead an
iterative algorithm is needed. Thus, the proposed algorithm is an iterative scheme which solves a
sequence of Sylvester equations appearing in (4) and (5) where in each iteration the reduced-models
quantities are properly updated and upon convergence the desired V and W are obtained.
Due to Ĥ, every step of the resulting iteration requires recomputing recomputing W T H(V ⊗ V )
with the current V and W , which causes a computational bottleneck due to the term V ⊗ V unless
special care is taken. We carefully employ the special tensor sturcture of the underlying QB-systems
to drastically reduce this computational cost.
Several numerical examples will be used to illustrate the performance of the proposed framework.
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The Role of Without-Replacement Sampling in Least Square Problems
and Additive Convex Optimization: New Results and Algorithms
Mert Gürbüzbalaban, Asu Ozdaglar, Pablo Parrilo
Abstract
Consider the over-determined least square problem where
1
minn f (x) := kAx − bk2 ,
x∈R
2

(1)

b = (b1 , b2 , . . . , bm )T is an m-dimensional column vector and A is a real m × n matrix with row
vectors ai for i = 1, 2, . . . , m. We focus on the case when m is large, which arises for instance in
machine learning and big data analysis applications, see e.g. [4]. The randomized Kaczmarz (RK)
method is an iterative algorithm for solving this problem whose rate does not depend on m [24],
therefore when m is large, it often converges faster than other standard methods such as conjugate
gradient or GMRES [12, 24, 16]. For the simplicity of the presentation of the RK method and our
results in the discussion below, we assume that the rows of A are normalized, i.e.
kai k = 1,

i = 1, 2, ..., m,

and A is of full rank. Note that the full rankness of A guarantees that f (x) is strongly convex and
a solution x∗ to the least squares problem (1) exists and is unique. At every iteration k ≥ 0, the
RK method selects a row aik of the A matrix and computes
xk+1 = xk − αk (aik xk − bik )aTik ,

k ≥ 0,

(2)

where ik is sampled independently and uniformly with replacement from the set of indices {1, 2, . . . , m},
αk > 0 is denoted as the relaxation parameter and x0 ∈ Rn is a given starting point. This algorithm
was originally proposed in [8] with αk = 1 for solving consistent linear systems where the row indices
ik are selected in a deterministic and cyclic fashion from {1, 2, . . . , m}, i.e.
ik = k (mod m) + 1.
However, the original algorithm may converge slowly in some cases, for instance, when many neighboring rows are identical [12]. Therefore, alternative choices of αk and choosing ik in a random
fashion instead of a cyclic fashion have been proposed in the literature to accelerate convergence
[24, 12, 3, 5, 14]. In particular, for inconsistent systems, αk → 0 is required in (2) for obtaining
global convergence to the solution of (1) and a possible choice would be αk = O(1/k). A key
observation to emphasize here is the fact that the RK method is a special case of the stochastic
gradient method [17]. To see this, we can rewrite (1) and (2) as
minn f (x) ≡

x∈R

m
X
i=1
k

fi (x) where fi (x) = (ai x − bi )2

xk+1 = x − αk ∇fik (xk ),

k ≥ 0,

(3)
(4)

where fi (x) are called the component functions whose sum is the objective f (x) and the problem
(3) is a particular instance of the additive convex cost optimization problems where the component
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functions are quadratics. The iterations defined by (4) coincide exactly with the stochastic gradient
iterations applied to f (x) with step size αk [23, 1, 17]. This allows us to leverage some of the favorable
iteration complexity results developed for the stochastic gradient (SG) method to understand the
convergence properties of the RK method. In particular, for the strongly convex problem (3), it
is known that SG has a lower bound of Ω(1/k) [19] and this lower bound can be achieved (up to
a constant factor) by choosing the step size as αk = R/k for any R ≥ 1/µ where µ is the strong
convexity constant of f [7]. Then, with this choice of the step size, the suboptimality in objective
values decays with f (xk ) − f (x∗ ) = O(1/k), which is optimal (up to a constant factor). Another
possible choice of step size to achieve the lower bound is to use a slower decaying step size of the
form αk = O(1/k s ) for s ∈ (1/2, 1) and averaging the iterates. This procedure is known as the
Polyak-Ruppert averaging and its advantage compared to the choice of αk = R/k is that it does
not require the knowledge (or accurate estimation) of the strong convexity constant of f [15, 9].
Although SG and its performance under different step size rules have been well studied in the
literature, an abundance of numerical experiments with SG has revealed a curious phenomenon
about its convergence properties that is not well understood: If the order is sampled uniformly
from {1, 2, . . . , m} without replacement instead of with replacement in SG or in RK, then the
convergence is often much faster, obeying an empirical O(1/k 2 ) convergence rate compared to
Ω(1/k) convergence of with-replacement sampling [2, 22]. However, understanding this discrepancy
in convergence rate between the with- and without-replacement sampling for the SG method (and
also for the RK method) has been a long-standing open problem [21, 1, 18].
Recently, in [7], we answer this question by showing that SG (and also RK) with iterate averaging
and a diminishing step size αk = Θ(1/k s ) for s ∈ (1/2, 1) converges at rate Θ(1/k 2s ) with probability
one in the suboptimality of the objective value, thus improving upon the Ω(1/k) rate in expectation
of the with-replacement sampling. Furthermore, our results are applicable to more than just the
linear least squares problems of the form given by (1) as long as the component functions are twice
continuously differentiable and the sum function f (x) is strongly convex. For example, our results
apply to regularized non-linear least squares problems or regularized logistic regression problems.
Our analysis draws on the theory of Polyak-Ruppert averaging and relies on viewing SG as a gradient
descent method with gradient errors that are dependent to each other among the iterations (the
dependency is a consequence of without-replacement sampling). We first decouple the gradient
errors into an independent term and another term dominated by αk2 . This allows us to apply the
law of large numbers to an appropriately weighted version of the gradient errors, where the weights
depend on the step size. We also provide high probability convergence rate estimates that show
decay rates of different terms and allow us to propose a novel variant of the RK algorithm (and
also of the SG algorithm) with convergence rate O(1/k 2 ). Finally, we show that the O(1/k 2 ) rate
can also be achieved in expectation for the s = 1 case by appropriately adjusting the step size with
respect to the strong convexity constant of the objective. Fundamental to the analysis in [7] is the
new convergence rate results obtained in [6] for the deterministic incremental gradient method with
an arbitrary deterministic order.
We also note that the randomized coordinate descent (RCD) method is another related effective
algorithm for solving large-scale least squares and optimization problems [20, 12]. An interesting
connection between RK and RCD is that for consistent linear systems Ax = b, the RK update (2)
is equivalent to one step of the RCD method applied to the dual problem
1
min kAT yk2 − bT y,
y 2

(5)

where the update is taken with respect to the ik -th coordinate with step size αk (where the primal
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variables x and duals y are related through x = AT y) [12, 11]. Interestingly, RCD is also equivalent
to applying a randomized Gauss-Seidel algorithm to the system Ax = b [11, 13]. Then, a natural
question that arises is how much potential speed-up without-replacement sampling can offer compared to with-replacement sampling in the context of RCD, a key question that has been open in
its full generality with direct implications to randomized Gauss-Seidel methods. Recently, Lee and
Wright [10] constructed an example of a symmetric matrix A where applying RCD to the dual problem (5) using without-replacement sampling accelerates the convergence asymptotically by a factor
of 2 compared to with-replacement sampling. Motivated by this work, for every positive integer n,
we construct a family of novel examples consisting of 2n×2n symmetric matrices An where withoutreplacement sampling results in a faster convergence with respect to with-replacement sampling by
a factor of 2. Our example sheds light onto the behavior of with-replacement based algorithms
and their acceleration potential. A key point in the construction of our example is to exploit the
connections between RK, RCD and the randomized Gauss-Seidel methods.
Our new theoretical results for RK, SG and RCD methods highlight the potential of withoutreplacement sampling in randomized algorithms for numerical linear algebra and optimization.
Furthermore, our results have yielded novel and improved variants of the RK and SG methods
with significantly faster convergence rates in theory and in practice. We also present numerical
experiments demonstrating our theoretical results and the effectiveness of our proposed algorithms.
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On Pairing Strategies Between Exact and Finite Precision Short-Recurrences
Iveta Hnětynková, Tomáš Gergelits, Marie Kubínová, Zdeněk Strakoš
Abstract
Loss of global orthogonality
Krylov subspace methods represent a computationally attractive way of solving large and sparse
linear algebraic approximation problems of a general form
Ax ≈ b,

A ∈ Rn×m , b ∈ Rn .

(1)

Many of these methods rely mathematically on computation of an orthonormal basis of the Krylov
subspaces
Kk (C, d) ≡ span{d, Cd, . . . , C k−1 d}, k = 1, 2, . . . ,

where the matrix C and the vector d are given by the data of the problem. In conjugate gradient
method (CG) [6] for solving (1) with a symmetric positive-definite A we have C = A, d = b − Ax0
(with x0 being the initial approximation), while in the LSQR method [12] for a generally rectangular
A one of the associated Krylov subspaces is given by C = AAT , d = b − Ax0 , etc.

For a symmetric C, orthonormal bases generating Kk (C, d), k = 1, 2, . . ., are determined by short
recurrences, represented, e.g., by the Lanczos tridiagonalization [9] or Golub-Kahan bidiagonalization [3]. In practical computations, however, the use of short recurrences inevitably leads to the
loss of global orthogonality and even the loss of linear independence among the generated vectors.
Consequently, the computed Krylov subspaces can be rank-deficient, which may cause a significant
delay of convergence.
Pairing finite precision and exact arithmetic computations

The suggested contribution investigates whether, in which sense, and how accurately, the first k
steps of the finite precision arithmetic computation can be related to the first l steps of the exact
computation with the same matrix and starting vector.† This allows to compare the convergence
curves as well as the computed approximations, the residual vectors, and the generated Krylov
subspaces.
As so far understood, the matching between the exact and finite precision process must be based
on information about the loss of orthogonality (linear dependence) in the kth computed Krylov
subspace. For each iteration l in exact arithmetic, we aim at finding the corresponding iteration
k(l) in finite precision arithmetic as
k(l) ≡ max{j| num_rank(V̄j ) = l},

(2)

where V̄j is the matrix of the computed Lanczos vectors. The question remains, how to define the
numerical rank of V̄k . We investigate several approaches. In short,
consider the numerical rank
Pwe
n
l of the matrix V̄k to be well-defined if its singular values satisfy j=l+1 σ̄j2  1. This is observed
when the associated Ritz values θ̄j belong to tight and well separated clusters. In such situation, the
eigenvalues of the matrix V̄kT V̄k are close to integers, which can be explained using the analysis of
Paige [10]. Matrices A with tightly clustered eigenvalues represent in this context a subtle problem.
†

It should be pointed out that the analyses of Greenbaum and coauthors [4, 5] and Paige and coauthors [11] link
the results of finite precision computations to exact computations for larger problems.
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Quantities of interest
Using the pairing (2) in CG, we have typically observed
kxl − x̄k(l) kA
 1,
kxl − xkA

∀l,

(3)

meaning that the trajectory of the computed approximations x̄k(l) is enclosed in a shrinking ‘cone’
around the trajectory of xl . Plateaus appearing in convergence curves for the energy norm (or the
Euclidean norm) of the error allow multiple iterations from finite precision computations to match
a single iteration in exact arithmetic. This makes the error norms inconvenient for illustration
of the quality of pairing. Thus we rather consider the norm of the CG residual, where the loss of
orthogonality reveals itself by oscillations. Instead of comparing directly kr̄k(l) k and krl k, we suggest
to use the relation between MINRES and CG residuals [1], and compare the CG residual norms as
1
≈
krl k2

k(l)
X

j=k(l−1)+1

1
.
kr̄j k2

(4)

Considering the generated Krylov subspaces themselves, we illustrate that even though the discrepancy measured by the canonical angles between Vl and its counterpart V̄k(l) may grow with l, the
approximation property is not harmed.
Pairing in the Golub-Kahan bidiagonalization
Using the relationship between the Lanczos tridiagonalization and the Golub-Kahan bidiagonalization, similar pairings can be applied to bidiagonalization-based methods such as LSQR, Craig
or LSMR [2]. Here the additional difficulty lies in the fact that solutions and residuals belong to
different subspaces, both loosing global orthogonality. We demonstrate, e.g., that
1
krlCraig k2

≈

k(l)
X

1

kr̄jCraig k2
j=k(l−1)+1

similarly as for the CG residuals (4). On the other hand, in LSQR we can compare krlLSQR k and
LSQR
kr̄k(l)
k directly. These results are of special interest in ill-posed problems with a noisy right-hand
side, where the norms of the residuals in bidiagonalization-based methods can be related to the
amplification of noise, see [7, 8].
The proposed talk presents recent results, discussion and illustrative experiments of the studied
topics.
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Multidirectional Subspace Expansion
for Eigenvalue Problems and Inverse Problems
Michiel Hochstenbach, Ian Zwaan
Abstract
A quality subspace expansion is a crucial stage in subspace methods for eigenvalue problems or linear
discrete ill-posed problems. We propose multidirectional techniques, which initially expand the subspace by several relevant directions. Subsequently, they rely on an extraction process to optionally
prune some of these. We show applications of these approaches for preconditioned eigenproblems,
generalized eigenvalue problems such as Ax = λBx, and multiparameter Tikhonov regularization


∗

AA+

m
X
j=1


µj L∗j Lj x = A∗ b.

Part of the talk is based on [1, 2] and current ongoing work.
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A Complex Moment-Based Nonlinear Parallel Eigensolver
Using the Block Communication-Avoiding Arnoldi Procedure
Akira Imakura, Tetsuya Sakurai
Abstract
In this paper, we consider complex moment-based parallel eigensolvers that compute all eigenvalues located in a certain region of a nonlinear eigenvalue problem (NEP) and their corresponding
eigenvectors:
T (λi )xi = 0, xi ∈ Cn \ {0}, λi ∈ Ω ⊂ C,
(1)
where T (z) : Ω → Cn×n are holomorphic in some open domain Ω. Here, we also assume that the
target eigenvalues λi ∈ Ω are simple and the number of the target eigenpairs m is less than the size
of the problem n.

For solving interior generalized eigenvalue problems (GEPs), Sakurai and Sugiura have proposed
a complex moment-based eigensolver, SS–Hankel method [15], which constructs a certain complex
moment matrices based on a contour integral. The most time-consuming part of the SS–Hankel
method is to solve linear systems with multiple right-hand sides at each quadrature point. Because
these linear systems can be solved independently, the SS–Hankel method shows good scalability.
Thanks to the good scalability, the complex moment-based eigensolvers have attracted much attention. Now, there are several complex moment-based eigensolvers such as direct extensions of
Sakurai and Sugiura’s approach [16, 9, 10, 11, 12], the FEAST eignesolver developed by Polizzi [14]
and its improvements [17, 7, 18]. Also, for Hermitian case, there are several related works such
as Chebyshev polynomial filtering [20, 6] and rational interpolation [3]. For the details of these
methods for solving GEP, we refer [13] and references therein.
The complex moment-based eigensolvers were extended to NEP (1). The block SS–Hankel [2,
1] and the block SS–RR [19] methods are the simple extension of the generalized eigensolvers.
As another type of complex moment-based nonlinear eigensolver, Beyn proposed an eigensolver
based on singular value decomposition [5], which we call the Beyn method. More recently, Barel
and Kravanja proposed an improvement of the Beyn method using the canonical polyadic (CP)
decomposition [4].
Let L, M ∈ N be the input parameters and V ∈ Cn×L an input matrix. We define S ∈ Cn×LM and
Sk ∈ Cn×L as follows:
I
1
S := [S0 , S1 , . . . , SM −1 ], Sk :=
z k T (z)−1 V dz.
(2)
2πi Γ
The complex moment-based nonlinear eigensolvers are mathematically designed based on properties
of the matrices Sk and S. Then practical algorithms are derived from approximating the contour
integral (2) using some numerical integration rule:
Sb := [Sb0 , Sb1 , . . . , SbM −1 ],

Sbk :=

N
X

ωj zjk T (zj )−1 V dz,

(3)

j=1

where zj is a quadrature point and ωj is its corresponding weight.
The algorithms of the complex moment-based nonlinear eigensolvers consist of the following three
steps:
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1. Solve N linear systems with L right-hand sides:
T (zj )Wj = V,

j = 1, 2, . . . , N.

(4)

2. Construct complex moment matrices.
3. Extract the target eigenpairs from the complex moment matrices.
The most time-consuming part of the complex moment-based nonlinear eigensolvers is Step 1 to solve
linear systems (4). For solving the linear systems, these eigensolvers have hierarchical parallelism.
1. Contour paths can be performed independently.
When we apply the complex moment-based eigensolvers, we can set multiple contour paths.
Each contour path can be performed completely parallel without communications. To balance
the costs for each contour path, the target region should be divided into subregions that have
nearly the same number of eigenvalues.
2. The linear systems can be solved independently.
Because these linear systems (4) are independent of j (index of quadrature point), we can
independently solve these N linear systems in N parallel without communications.
3. Each linear system can be solved in parallel.
Each linear system T (zj )Wj = V is solved by some parallel linear solver, e.g., (block) Krylov
subspace methods and parallel sparse direct solvers, on the MPI sub-communicator in parallel.
Let P be the number of MPI processes we used for one contour path. Then, P/N MPI
processes solve one linear system with multiple right-hand sides.
By making this hierarchical structure of the algorithms responsive to the hierarchical structure of
the architecture, these methods are expected to achieve high scalability.
All the complex moment-based nonlinear eigensolvers reduce the target NEP (1) to different problems, respectively. The block SS–RR method reduces the target NEP (1) to a small size NEP based
on the Rayleigh–Ritz procedure. The improvement of the Beyn method in [4] needs to compute a
CP decomposition of a tensor constructed by contour integral. In contrast, the block SS–Hankel and
the Beyn methods reduce the target NEP (1) to small size standard eigenvalue problems (SEPs).
Therefore, regarding the cost for solving the reduced problem, the block SS–Hankel and the Beyn
methods have a significant advantage. However, these methods have other difficulties. The accuracy of the block SS–Hankel method is worse than others. The Beyn method needs to solve linear
systems with a much larger number of right-hand sides.
To remedy these difficulties, we propose a novel complex moment-based nonlinear eigensolver using
the block communication-avoiding Arnoldi procedure [8]. The reduced problem of the proposed
method is SEP. The number of right-hand sides is smaller than the Beyn method and is equal to
the others. The proposed method is expected to be a higher accuracy than the block SS–Hankel
method.
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Randomized Computation of Active Subspaces
John T. Holodnak, Ilse C.F. Ipsen, Ralph C. Smith
Abstract
This problem is motivated by dimension reduction for the identification of response surfaces. Given
a function f that depends on m parameters, one wants to identify an “active subspace" of dimension
k  m along which f is most sensitive to change, and then to approximate f by a response surface
over this k-dimensional subspace.
The sensitivity of f can be estimated from an expected value, which is a m × m symmetric positive
semi-definite matrix E, and the active subspace is the k-dimensional dominant eigenspace of E.
However, the entries of E are high-dimensional integrals, hence expensive to compute.
To this end we approximate E with a randomly sampled Gram product GGT , and the active
subspace by the dominant singular vector subspace of G. Viewing this as Monte Carlo algorithm
for matrix multiplication allows us to derive a tight probabilistic sin θ bound for the approximate
subspace, which depends on the relative separation of the k dominant eigenvalues of E. The number
of required samples depends logarithmically on the stable rank of E 1/2 and a user-specified failure
probability, but not on the dimension m of E.
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The Infinite Bi-Lanczos Method for Nonlinear Eigenvalue Problems
Sarah W. Gaaf, Elias Jarlebring
Abstract
We consider the problem of determining eigentriples of the nonlinear eigenvalue problem, i.e., the
problem to determine non-trivial (x, y, λ) such that
T (λ)x = 0
∗

T (λ) y = 0

(1a)
(1b)

where T : C → Cn×n is an analytic function of λ.
The nonlinear eigenvalue problem has been extensively studied over the last decades, in general
settings as well as specialized settings. See the literature summaries in [8, 5, 7] and the benchmark
collection [1]. Considerable research efforts for (1) are focused on designing algorithms which resemble the many successful algorithms for linear eigenvalue problems. Some approaches that generalize
to nonlinear eigenvalue problems and works well when the problem is (in a certain sense) close to a
linear problem was already considered by Ruhe in 1973 [6]. Several recent approaches have shown
that certain constructions can remove the requirement that the problem is close to linear. One such
construction is based on an infinite-dimensional reformulation of (1). Our approach belongs to this
class of methods.
In this work we propose a two-sided Lanczos method for the nonlinear eigenvalue problem. Similar to the linear case, this two-sided approach provides approximations to both the right and left
eigenvectors of the eigenvalues of interest. The method implicitly works with matrices and vectors with infinite size, but because particular (starting) vectors are used, all computations can be
carried out efficiently with finite matrices and vectors. We specifically introduce a new way to represent infinite vectors that span the subspace corresponding to the conjugate transpose operation
for approximating the left eigenvectors. The approach can be viewed as the Lanczos-adaption of
the infinite Arnoldi method [4]. We show that also in this infinite-dimensional interpretation the
short recurrences inherent to the Lanczos procedure offer an efficient algorithm regarding both the
computational cost and the storage.
The general idea of the approach can be derived from an infinite-dimensional companion linearization. More precisely, if (x, λ) satisfies (1), then the following infinite number of equations are
satisfied
1 0


  λ0 x 
T (0) 12 T 00 (0) 13 T (3) (0) · · ·  λ0 x
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We define the operator A by the infinite matrix
 1

− 1 T (0)−1 T 0 (0) − 12 T (0)−1 T 00 (0) − 13 T (0)−1 T (3) (0) · · ·
1


1I


1


A := 
2I
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..
.
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(3)

and formalize the equivalence with (1). By considering an appropriately defined operator domain.
the eigentriplet of A are equivalent to eigentriplets of the original nonlinear eigenvalue problem,
i.e., an eigentriplet of (1) is equivalent to
Av = µv

(4a)

∗

(4b)

A w = µw
where λ = 1/µ.
For instance, the left eigenpair is equivalent in the following sense.

Theorem 1 (Left eigenvectors of A) Suppose T is analytic in λ ∈ ρD̄, where D̄ is the closed
unit disk, and let A∗ be defined by (3). Moreover, let S be the shift-and-scale operator


0 0 0 ···
 1

 1 1



S := 
2
.
1


3


..
.

(i) If (µ, w) ∈ C × D(A∗ )\{0} is an eigenpair of A∗ and λ = µ−1 ∈ ρD, then there exists a
vector z ∈ Cn such that
∞
X
w=
(ST ⊗ I)j−1∗ λj z.
(5)
j=1


(ii) The pair (λ, y) ∈ ρD\{0} × Cn \{0} is a solution to (4) if and only if the pair λ−1 , w ∈
(C\ρ−1 D̄) × D(A∗ ) is an eigenpair of A∗ , where w is given by (5) with z = T (0)∗ y.

Our approach is derived by applying the two-sided Lanczos method for linear eigenproblems [2] to
the infinite-dimensional operator A. In order to represent the infinite-length vectors, describe the
structure of the vectors needed for the subspaces. The Krylov subspace corresponding to A and A∗
can be characterized by the following result, which shows that the elements of the subspace can be
represented with a finite number of (finite-length) vectors.
Proposition 2 Suppose x = e1 ⊗ x1 and ỹ =∗ ỹ1 , where x1 , ỹ1 ∈ Cn .
k+1
X
(a) For any k ∈ N, A x =
(ej ⊗ zk−j+1 ), where z0 =
k

1
k! x1

and for

j=1

i ∈ {1, . . . , k} zi is given by the recursion zi =

i
X

(k−i+`)!
(`−1)!(k−i)! N` zi−` .

`=1

k+1
X
(b) For any k ∈ N, (A∗ )k ỹ =
(ST ⊗ I)j−1 N∗ z̃k−j+1 , where z̃0 = ỹ1 and for i ∈ {1, . . . , k} z̃i
j=1

is given by the recurrence relation z̃i =

i
X

∗
1
(`−1)! N` z̃i−` .

`=1

By repeatedly applying the results above, and results for the inner product of infinite vectors with
the particular structure, we can translate every operation in the two-sided Lanczos method, to finite
vectors representing the infinite vectors. See the full derivation in [3].
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In general, m iterations of our approach requires O(nm3 ) floating-point operations. The impact of
this theoretical observation can lessened by certain improvements.
• We reformulate the computationally dominating part of the algorithm in terms of matrixmatrix products, allowing implementation with BLAS level 3 operations, rather than operations with (larger vectors) using BLAS level 2.
• We show how a reformulation of the algorithm can improve the performance if the nonlinear
eigenvalue problem can be expressed as a short sum of products of functions and matrices,
i.e.,
T (λ) = T1 f1 (λ) + · · · + Tk fk (λ),
where k  n. The value k is small in many applications.
The results are illustrated with simulations for large-scale for large-scale problems in the preprint
http://arxiv.org/pdf/1607.03454
The mathematical software for the simulations are publicly available online.
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Tools for Computing and Analyzing Canonical Structure Information
Stefan Johansson, Andrii Dmytryshyn, Pedher Johansson, and Bo Kågström
Abstract
The detailed information of the eigen-structure and the Kronecker indices of a matrix A or a matrix
pencil G − λH are revealed by so called staircase-type forms. However, the staircase algorithms
perform rank and nullity decisions based on certain tolerance parameters, which leads to uncertainty
in the computed canonical structure information. Along with a potential uncertainty in the matrix
elements, motivates the research and development of algorithms for the study of quantitative as
well as qualitative information of nearby canonical structures.
For computing and analyzing the quantitative information of canonical structures the Matrix Canonical Structure (MCS) Toolbox for Matlab has been developed [8]. MCS Toolbox includes a framework
with new data-type objects for representing canonical structures in Matlab. Recently, the MCS Toolbox has also been extended with new enhanced routines for computing the Guptri Staircase form
for matrix pencils and (non-square) matrices. These are based on the Guptri algorithm for matrix
pencils by Demmel and Kågström [6, 7].
For studying the qualitative information, the Java-based software tool StratiGraph [8, 10] exits.
StratiGraph is an interactive tool for computing and visualizing the closure hierarchy graphs associated with different orbit and bundle stratifications [3, 4]. A stratification reveals which canonical
structures are near each other with regard to small perturbations in the matrices and the relation among these structures. A stratification is illustrated as a graph, where each node represents
a similarity or an equivalence orbit/bundle of a canonical structure and an edge a covering relation. The cover relations reveal the nearest neighbors in the closure hierarchy and are expressed
as combinatorial rules acting on integer sequences representing a subset of the canonical structure
information.
By now a wide range of setups have been implemented in StratiGraph. These are matrices under
similarity [4], matrix pencils under strict equivalence [4], system pencils (state-space systems) under
feedback- and/or injection-equivalence [1, 5], full normal-rank matrix polynomials [9], and the most
recently added setup for general matrix polynomials [2]. Furthermore, the canonical structure
information can be exchanged between StratiGraph and the MCS toolbox running in Matlab, and
the latest version has also been extended with new filter feature to hide or mark a set of orbits.
In this talk, we focus on the new features and setups in both the MCS Toolbox and StratiGraph.
The usage of the tools are explained using examples coming both from applications and interesting
theoretical examples.
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NLAFET: Parallel Numerical Linear Algebra
for Future Extreme Scale Systems
Bo Kågström and the NLAFET Team
Abstract
We give an overview and highlight some recent results of the NLAFET project, funded by the EU
Horizon 2020 Research and Innovation Programme. NLAFET is a direct response to the demands
for new mathematical and algorithmic approaches for applications on extreme scale systems as
identified in the H2020-FETHPC work programme. The aim is to enable a radical improvement
in the performance and scalability of a wide range of real-world applications relying on linear
algebra software, by developing novel architecture-aware algorithms and software libraries, and
the supporting runtime capabilities to achieve scalable performance and resilience on heterogeneous
architectures. The focus is on a critical set of fundamental linear algebra operations including direct
and iterative solvers for dense and sparse linear systems of equations and eigenvalue problems.
The main research objectives are: (i) development of novel algorithms that expose as much parallelism as possible, exploit heterogeneity, avoid communication bottlenecks, respond to escalating
fault rates, and help meet emerging power constraints; (ii) exploration of advanced scheduling strategies and runtime systems focusing on the extreme scale and strong scalability in multi/many-core
and hybrid environments; (iii) design and evaluation of novel strategies and software support for
both offline and online auto-tuning. The validation and dissemination of results will be done by
integrating new software solutions into challenging scientific applications in materials science, power
systems, study of energy solutions, and data analysis in astrophysics. The deliverables also include
a sustainable set of methods and tools for cross-cutting issues such as scheduling, auto-tuning, and
algorithm-based fault tolerance packaged into open source library modules.
The NLAFET Consortium consists of four partners: Umeå University (Bo Kågström, main Coordinator and UMU-PI), University of Manchester (Jack Dongarra, UNIMAN-PI), Institute National de
Recherche en Informatique et en Automatique (Laura Grigori, INRIA-PI), and Science & Technolgy
Facilities (Iain Duff, STFC-PI). The project started in November 2015. For more information about
the NLAFET Team and the project see the NLAFET website: www.nlafet.eu
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Tensor-Structured Multilevel Function Approximation:
Sharper Bounds for Polynomial and Piecewise-Analytic Functions
Vladimir Kazeev
Abstract
Let us consider affine functions φ0 and φ1 that map the reference interval [−1, 1] onto its two halves:
φ0 (x) =

x−1
2

and φ1 (x) =

x+1
2

(1)

for all x. Due to the translation- and dilation-invariance of the polynomials, any basis v0 , . . . , vr
of the space of polynomials of degree not exceeding r satisfies the following two-level refinement
equation:

 

v0
v0 ◦ φi
 .. 
 .. 
(2)
 .  = Wi  . 
vr ◦ φi

vr

for i = 0, 1, where W0 and W1 are square matrices of size r + 1. Variants of the refinement equation (1)–(2) are ubiquitous in numerical analysis, geometric modeling and approximation theory in
the context of hierarchical bases, subdivision schemes, multigrid methods, wavelets and, in particular,
of multiwavelets.

r
Applying (2) iteratively l times to a polynomial u with a coefficient row U 0 = Uα00 α0 =0 of length
r + 1, we obtain an l-level representation of u: for all i1 , . . . , il = 0, 1, we have
( r
)
r
X
X
0
u ◦ φ i1 ◦ · · · ◦ φ il =
U α0 v α0 ◦ φ i1 ◦ · · · ◦ φ i l =
Uil1 ,...,il ,αl vαl
(3)
α0 =0

with a coefficient row Uil1 ,...,il

αl =0


r
= Uil1 ,...,il ,αl α =0 of length r + 1 given by
l

Uil1 ,...,il = Vi11 · Vi22 · · · Vill

(4)

as a product of a row Vi11 = U 0 Wi11 and l − 1 square matrices Viqq = Wiq with q = 2, . . . , l.
Once the entries of all coefficient rows Uil1 ,...,il with i1 , . . . , il = 0, 1 are collected in an (l + 1)dimensional tensor U l of size 2×· · ·×2×(r +1), the representation (4) turns out to be a tensor-train
(TT) decomposition [10, 9, 3, 1] of U l , or a quantized-tensor-train (QTT) decomposition [7, 8, 6]
of a vectorization of U l . The QTT decomposition requires only that the inner sizes of the factors
in the right-hand side of (4), which are called QTT ranks, are independent of i1 , . . . , il and are
so that the matrix product is defined; otherwise the factors may be arbitrary. The TT and QTT
decompositions for tensors are related to the low-rank factorization for matrices; for example, (4)
for all i1 , . . . , il = 0, 1 implies that the ranks of l − 1 matricizations of U l are bounded by the
respective QTT ranks.
Relations (2)–(3) give a reinterpretation and a simple proof of an important result [2, Corollary 13]:
a polynomial of degree r, when sampled on an equidistant mesh, produces a vector that can be
represented in the QTT format exactly with ranks bounded by r + 1. In other words, the “curse
of dimensionality” introduced in the form of a “high-dimensional” coefficient tensor U l by l iterations of (2) on the original polynomial representation is, by and large, mitigated by storing and
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manipulating the coefficient in the QTT format. Furthermore, based on this result, it was shown
in [5, 4] that rational functions (univariate) and, more generally, singular functions with corner
singularities (univariate and bivariate) can be approximated in the QTT format at exponential
rates, which are, however, but still slower than those of hp approximation. On the other hand, the
convergence rates shown in the second work experimentally are significantly faster and match those
of hp approximation.
In this work, sharper results for the QTT structure of polynomial and piecewise-analytic functions
are established. The smoothing effect of refinement (2) is quantified, and the error of approximate
representations of the form (3) is bounded depending on the QTT ranks. For a piecewise-analytic
function, QTT approximations converging exponentially at faster rates are proven to exist; their
ranks and accuracy are characterized in terms of the domain of holomorphy of the function. A
quasi-optimal adaptive algorithm for the QTT approximation of a piecewise-analytic function with
certified accuracy in function norms is proposed.
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Tensor Dictionary Learning for Imaging Applications
Misha E. Kilmer, Sara Soltani, Per Christian Hansen, Elizabeth Newman
Abstract
Imagine a single, grayscale, m × n image. The typical model in imaging applications ranging from
facial recognition via principal component analysis to image reconstruction involves vectorizating
the image(s). Once in vector form, it is not uncommon to utilize a different representation of the
vectorized image via a suitable dictionary, possibly overcomplete, in which the end goal (image
compression, feature extraction, image reconstruction) is more readily accomplished. In the case
of a dictionary representation, the dictionary could either be fixed, or learned from training data.
Once the dictionary representation is chosen, the focus shifts to solving for or matching coefficients
instead of dealing with the image(s) explicitly.
In this talk, we are interested in applications such as facial recognition or medical imaging where
we can assume we have suitable training data available. Instead of vectorizing each image or image
patch, we orient the data as a tensor (i.e. a multiway array). We must then consider how to compute
an appropriate tensor dictionary from the training data.
In the simpliest case, suppose we had t, m × n grayscale images (or image patches) as training data.
Let the training data be arranged to give an m × t × n, third-order tensor A ∈ Rm×t×n . The goal is
to represent A as an appropriate weighted combination of m × 1 × n dictionary elements. Although
many different types of tensor decompositions are possible, for the applications of interest to us, we
wish to take advantage of the orientation of the data.
We first need a suitable notion of tensor-tensor product to be used to define what we mean by
weighted combination. We employ the t-product [3]. Consider two, 1 × 1 × n tube fiber a and
b. The t-product a ∗ b = b ∗ a is defined through discrete convolution. If A is viewed from
the perspective of an m × t matrix of tube fibers under this operation [1, 2], it is possible [4] to
express approximate tensor-tensor factorizations of A in a way that that resembles a matrix-matrix
decomposition, namely
A ≈ D ∗ H,

D ∈ Rm×p×n ,

H ∈ Rp×t×n .

In particular, if D is regarded as the tensor dictionary, then when viewed by columns (lateral slices),
the jth column of A is expressed as a weighted combination of the dictionary elements
A(:, j, :) ≈

n
X
i=1

D(:, i, :) ∗ H(i, j, :)

j = 1, . . . , t.

Since the t-product generalizes to higher order tensors [5], tensor-tensor decompositions can be
generalized to higher-order tensors as well.
For the applications of interest, we fix p and solve
min

D∈Rm×p×n ,H∈Rp×t×n

kA − D ∗ HkF , subject to constraints

to find the dictionary D from the training data A. The constraints will depend on the application.
One might require the columns of D be orthogonal according to the definition of orthogonality in
[3]. On the other hand, we may wish to require D, H are both non-negative and sparse, as in [6].
159

We will show there are advantages to using tensor decomposition via t-products as opposed to
the matrix equivalent based on vectorized images, both in terms of representation ability and in
computational efficiency when the possibility for parallelism is exploited. When non-negativity and
sparsity constraints are added, we show that it is possible to design an ADMM algorithm for solving
the optimization problem. We demonstrate the advantages of using a tensor dictionary constructed
with non-negativity and sparsity constraints in facial recognition and in image reconstruction applications.
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Communication Lower Bounds for Matrix and Tensor Computations
Nicholas Knight
Abstract
The costs of moving data (communication) frequently dominate the costs of performing operations
on that data (computation). This phenomenon is evident on a fixed machine as a program’s working
set increases, since data must move further. This phenomenon is also evident for a fixed program
as technology evolves, since improvements in processing speed and efficiency consistently exceed
improvements in accessing memory, leading to an exponentially growing performance gap. When
implementing a (high-level) algorithm as a (low-level) program, a programmer should thus try to
organize the algorithmic operations such that communication is minimized.
This talk concerns communication lower bounds for algorithms, applicable to all implementations
of a given algorithm. If an implementation attains a communication lower bound, then we must
seek a new algorithm to further reduce communication. On the other hand, if there is a gap
between the best known implementation and the lower bound, then it may be worth seeking a better
implementation. Communication lower bounds have practical applications in program optimization
and can give useful insights into algorithm design.
We study nested loop algorithms, including the following matrix multiplication algorithm,
for i = 1 : n, for j = 1 : n, for k = 1 : n,

cij ← cij + aik ∗ bkj

(1)

and more generally, algorithms that can be expressed in the form
for each index i ∈ I,

evaluate operation fi on set of variables V (i).

(2)

It is common in algorithms for (multi-) linear algebra for many indices i ∈ I to be integer tuples
whose corresponding variables V (i) are elements of arrays, subscripted by linear functions of i ∈ I.
For example, the program (1), which has three nested loops, can be rewritten in the form (2) with
I = {1, . . . , n}3 ⊂ Z3

and V : I 3 i 7→ {A1 (φ1 (i)), A2 (φ2 (i)), A3 (φ3 (i))},

where A1 , A2 , A3 are two-mode arrays whose subscripts φ1 , φ2 , φ3 : Z3 → Z2 are the functions that
forget the first, second, and third components, respectively, of the triple i.
Considering the more general case of algorithms with d nested loops and m arrays, A1 , . . . , Am ,
where each Aj has dj modes and is subscripted by a (Z-) linear map φj : Zd → Zdj , our main
communication lower bound result is as follows.
Theorem 1 Consider any algorithm of the preceding form, and any implementation of this algorithm on a parallel machine whose processors
Tm each have a local memory of size M and are connected
to a global memory of unbounded size. If j=1 ker(φj ) = {0}, then there exists σ ∈ [1, m] such that
any processor that performs N = Ω(M σ ) operations must also perform Ω(N M 1−σ ) loads/stores.
The constants suppressed by Ω-notation can be taken to be 4σ and 1/(2 · 3σ ), respectively. The
constant σ turns out to be rational number, the computable solution of the linear program,
minimize

m
X
j=1

sj

s.t. (∀ subgroups H of Zd ) rank(H) ≤
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m
X
j=1

sj rank(φj (H)).

(3)

In the case of matrix multiplication and related algorithms, including most of BLAS/LAPACK, this
result reproduces earlier results of Irony-Toledo-Tiskin [1] and Ballard-Demmel-Holtz-Schwartz [2],
which obtained the constant σ = 3/2 via the discrete Loomis-Whitney inequality. Our result instead
uses a generalization of this inequality, due to Bennett-Carbery-Christ-Tao [3], to address a larger
class of algorithms.
While the communication lower bounds for matrix multiplication and related algorithms are known
to be attainable within constant factors, via tiling, questions remain for the more general class of
algorithms we consider. When the index set I is a sufficiently large cube in Zd and the linear
maps φ1 , . . . , φm are functions that forget any subsets of the index tuples’ components, our lower
bound is also attainable by tiling, provided that algorithmic dependences permit the reordering.
These optimal tiles are orthotopes in Zd whose edge lengths are related by solutions to the dual
of the linear program (3). In the case of matrix multiplication, the tile edge lengths are seen to
be equal, providing another justification of the well-known optimal cubic tiling. The connection
between the dual linear program and optimal tilings persists under more relaxed assumptions on I
and φ1 , . . . , φm ; we survey more recent preliminary results.
We discuss several linear algebra applications beyond matrix multiplication. One interesting result
concerns designing algorithms to multiply matricized tensors with Khatri-Rao products, useful in
low-rank tensor decomposition. While algorithms that use matrix multiplication can minimize the
number of operations, our theory demonstrates that it is asymptotically better from a communication standpoint to perform more operations than the minimum. Whether this tradeoff is worthwhile
in practice depends on the relative cost of communication and computation.
This talk is based on joint work with Grey Ballard, Michael Christ, James Demmel, Thomas Scanlon,
and Katherine Yelick; many results have appeared already in the technical reports [4, 5].
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Recent Implementations, Applications, and Extensions of the
Locally Optimal Block Preconditioned Conjugate Gradient Method
(LOBPCG)
Andrew Knyazev
Abstract
Since introduction [A. Knyazev, Toward the optimal preconditioned eigensolver: Locally optimal
block preconditioned conjugate gradient method, SISC (2001) doi:10.1137/S1064827500366124] and
efficient parallel implementation [A. Knyazev et al., Block locally optimal preconditioned eigenvalue
xolvers (BLOPEX) in HYPRE and PETSc, SISC (2007) doi:10.1137/060661624], LOBPCG has been
used is a wide range of applications in mechanics, material sciences, and data sciences. We review its
recent implementations and applications, as well as extensions of the local optimality idea beyond
standard eigenvalue problems.

1

Background

Kantorovich in 1948 has proposed calculating the smallest eigenvalue λ1 of a symmetric matrix
A by steepest descent using a direction r = Ax − λ(x) of a scaled gradient of a Rayleigh quotient
λ(x) = (x, Ax)/(x, x) in a scalar product (x, y) = x0 y, where the step size is computed by minimizing
the Rayleigh quotient in the span of the vectors x and w, i.e. in a locally optimal manner. Samokish
in 1958 has proposed applying a preconditioner T to the vector r to generate the preconditioned
direction w = T r and derived asymptotic, as x approaches the eigenvector, convergence rate bounds.
Block locally optimal multi-step steepest descent is described in Cullum and Willoughby in 1985.
Local minimization of the Rayleigh quotient on the subspace spanned by the current approximation,
the current residual and the previous approximation, as well as its block version, appear in AK
PhD thesis; see 1986. The preconditioned version is analyzed in 1991 and 1998, and a “practically
stable” implementation [1]. LOBPCG general technology can also be viewed as a particular case of
generalized block Davidson diagonalization methods with thick restart, or accelerated block gradient
descent with plane-search. The main points on LOBPCG are as follows:
• The costs per iteration and the memory use in LOBPCG are competitive with those of the
Lanczos method, computing a single extreme eigenpair.
• Linear convergence is theoretically guaranteed and practically observed, since local optimality
implies that LOBPCG converges at least as fast as the gradient descent. In numerical tests,
LOBPCG typically shows no super-linear convergence.
• LOBPCG blocking allows utilizing highly efficient matrix-matrix operations, e.g., BLAS 3.

• LOBPCG can directly take advantage of preconditioning, in contrast to the Lanczos method.
LOBPCG allows variable and non-symmetric or positive definite preconditioning.
• LOBPCG allows warm starts and computes an approximation to the eigenvector on every
iteration. It has no numerical stability issues similar to those of the Lanczos method.
• LOBPCG is reasonably easy to implement, so many implementations have appeared.

• Very large block sizes in LOBPCG become expensive to deal with due to orthogonalizations
and the use of the Rayleigh-Ritz method on every iteration.
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2

General purpose open source public software implementations
• MATLAB/Octave version by AK of the reference algorithm from 2001, publicly available from
MATLAB/Octave repositories.
• BLOPEX, developed by AK and his team [5]. An abstract implementation of the reference
algorithm from 2001. Originally at Google Code, currently hosted at bitbucket.org by Jose E.
Roman.
• BLOPEX included into SLEPc/PETSc by Jose E. Roman.
• BLOPEX incorporated into hypre by AK and his team with hypre developers since 2007.
• LOBPCG with orthogonalizations, Anasazi/Trilinos by U. Hetmaniuk and R. Lehoucq since
2006.
• LOBPCG in Java at Google Code Archive by M. E. Argentati.
• LOBPCG in Python: SciPy, scikit-learn and megaman for manifold learning.
• LOBPCG GPU implementation in NVIDIA AmgX and spectral graph partitioning.
• LOBPCG heterogeneous CPU-GPU implementation by H. Anzt, S. Tomov, and J. Dongarra
using blocked sparse matrix vector products in MAGMA (2015).

3

LOBPCG in applications

As a generic eigenvalue solver for large-scale symmetric eigenproblems, LOBPCG is being used in a
wide range of applications. Our own small contribution is to data clustering and image segmentation
(2003) [4] and (2015) [2], as well as for low-pass graph-based signal filtering (2015) [3]. Below we list
some application-oriented open source software implementations of LOBPCG in various domains.
Material Sciences:
• ABINIT (including CUDA version) by AK with ABINIT developers, since 2008. Implements
density functional theory, using a plane wave basis set and pseudopotentials.
• Octopus TDDFT, employs pseudopotentials and real-space numerical grids.
• Pescan, nonselfconsistent calculations of electron/hole states in a plane wave basis set.
• Gordon Bell Prize finalist at ACM/IEEE Conferences on Supercomputing in 2005, [7].
• Gordon Bell Prize finalist at ACM/IEEE Conferences on Supercomputing in 2006, [6].
• KSSOLV A MATLAB Toolbox for Solving the Kohn Sham Equations, Yang (2009).
• TTPY, spectra of molecules using tensor train decomposition, Rakhuba, Oseledets (2016).
• Platypus-QM, PLATform for dYnamic protein unified simulation, Takano et al. (2016).
• MFDn, Nuclear Configuration Interaction, Shao et al. (2016)
Data mining:
• sklearn: Machine Learning in Python, spectral clustering.
• Megaman: Scalable Manifold Learning in Python, McQueen et al. (2016).
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Multi-physics:
• NGSolve (Joachim Schoberl), a general purpose adaptive finite element library with multigrid.
Electromagnetic calculations:
• NGSolve by Joachim Schoberl Maxwell solvers with Python interface.
• MFEM by Tzanio Kolev, highly scalable parallel high-order adaptive finite elements interfaced
to hypre LOBPCG and multigrid preconditioning.
• Python based PYFEMax by R. Geus, P. Arbenz , L. Stingelin. Nedelec finite element discretisation of Maxwell’s equations.

4

Methods, motivated by LOBPCG

Suppose that the number nb of vectors in the block must be small, e.g., due to memory limitations.
Let us consider the extreme case nb = 1 of single-vector iterations only. At the same time, assume
that we need to compute nv > nb eigenpairs. It is well-known that one can compute nb eigenpairs
at the time, lock them together with all the previously computed eigenvectors, and sequentially
compute the next nb eigenpairs in the orthogonal complement to all already locked approximate
eigenvectors. E.g., if nb = 1, the eigenpairs are computed one-by-one sequentially. In contrast,
LOBPCG II, see [1] utilities nv parallel execution of single vector (nb = 1) 3-term locally optimal
recurrences combined with the Rayleigh-Ritz procedure on the nv -dimensional subspace spanned
by the current approximations to all nv eigenvectors. E. Vecharynski, C. Yang, and J. Pask (2015)
extend the LOBPCG II approach to nv /nb parallel execution of nb > 1 block-vector 3-term recurrences with additional orthogonalizations, and demonstrate that Rayleigh-Ritz can be omitted on
many iterations, in Quantum Espresso plane-wave DFT electronic structure software.
There are various other recent developments, related to LOBPCG:
• Indefinite variant of LOBPCG for definite matrix pencils, D. Kressner (2013) is based on an
indefinite inner product, and generalizes LOBP4DCG method by Bai and Li (2012 and 2013)
for solving product eigenvalue problems
• Folded spectrum to LOBPCG (FS-LOBPCG), V.S. Sunderam (2005) adds three more block
vectors that store the matrix-vector products of the blocks X, R, and P .
• Szyld and Xue (2016) extend LOBPCG to nonlinear Hermitian eigenproblems with variational
characterizations.
Low-rank tensor related variants of LOBPCG:
• Hierarchical Tucker decomposition in low-rank LOBPCG, D. Kressner at al., 2011, 2016.
• Tensor-Train (TT) manifold-preconditioned LOBPCG for many-body Schrödinger equation,
Oseledets at al., 2014, 2016

5

Conclusions

Still nobody can pronounce it, but LOBPCG:
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• has now a life on its own, with ∼7K hits in google search,
• accepted as one of standard methods in DFT electronic structure calculations,
• appears in most major HPC open source libraries: PETSc, hypre and Anasazi/Trilinos, e.g.,
pre-packaged in OpenHPC cluster management software
• implemented for GPUs for ABINIT and in MAGMA and AmgX
More efforts are needed to decrease the use of orthogonalizations and Rayleigh-Ritz for large block
sizes, while still preserving fast convergence, maintaining reasonable stability, and keeping the algorithm simple to implement.
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Structural Convergence Results for Low-Rank Approximations
from Block Krylov Spaces
Petros Drineas, Ilse Ipsen, Eugenia-Maria Kontopoulou, Malik Magdon-Ismail
Abstract
The problem of approximating the dominant singular space of a matrix A ∈ Rm×n has attracted
more and more attention over the years. Although, the Singular Value Decomposition (SVD) is
numerically the most robust way to approximate the top singular vectors, it becomes prohibitive
when the data matrix grows large. Krylov space methods are known to overcome this problem, by
exploiting the structure of the matrix and/or its spectral properties.
Recently, many efforts have been focused in analyzing Krylov space methods, using Randomized
Numerical Linear Algebra tools (RandNLA), in which they present approximation error bounds
and low Krylov space dimensions [10, 13]. However, these methods fail to address the issues of
finite precision and numerical instability. In our current work (see [7] for a more extended version
of this abstract) we focus in deriving RandNLA bounds for the approximation of the dominant
singular vectors of A, assuming infinite precision. Our probabilistic analysis is guided in spirit
by foundational work on eigenvalue and invariant subspace computations, including the standard
Lanczos convergence analysis [12], a geometric view of Krylov space methods [3, 4], block Lanczos
methods [9, 11], and Rayleigh-Ritz bounds [5, 8], but also by Krylov space methods for singular value
problems [1, 2]. Although our analysis is far from numerical, in our ongoing work we experimentally
evaluate these bounds to determine if they are tight enough to be informative, and how relevant
they are for practical implementations of (block) Lanczos methods.
Our setting is simple. Given a matrix A ∈ Rm×n its dominant left singular vectors can be approximated using a Rayleigh-Ritz procedure where an arbitrary guess matrix X ∈ Rn×s is chosen to
construct a block Krylov space of the form:
Kq (AA> , AX) = range(AX (AA> )AX

...

(AA> )q AX).

When X is a random Gaussian matrix, matrix measure concentration inequalities can be applied to
bound the distance between the space spanned by the top-k left singular vectors and its approximate
one.
Let A = UΣVT be the full SVD of A, where Σ ∈ Rm×n is the matrix with the singular values
of A on its diagonal, and U ∈ Rm×m , V ∈ Rn×n are the orthogonal matrices of the left and right
singular vectors respectively. For a positive integer 1 ≤ k < rank(A), we can identify the dominant
spaces by partitioning




Σk
Σ=
,
U = Uk Uk,⊥ ,
V = Vk Vk,⊥ ,
Σk,⊥
where the diagonal matrix Σk contains the k largest singular values, while Σk,⊥ contains the n − k
smallest singular values, Uk , Vk are the dominant left and right singular spaces and Uk,⊥ , Vk,⊥ are
the sub-dominant left and right singular spaces respectively. We prove Theorem 1 and Theorem 2
using the following structural assumptions:
1. 1/kΣ−1
k k2 > kΣk,⊥ k2 : the dominant singular space is well separated from the sub-dominant
one.
2. dim (Kq ) = (q + 1)s: the dimension of the Krylov space is maximal and equal to (q + 1)s.
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3. rank(Vk> X) = k: Vk> X has full-row rank, thus s ≥ k.

Theorem 1 bounds the distance between the Krylov space, Kq , and the left dominant singular space,
Uk , in terms of the principal angles:
Θ(Kq , Uk ) ≡ diag(θ1 , . . . , θk ),
where θj = cos−1 (σj (U>
k WK )) and WK is an orthonormal basis of Kq .
Theorem 1 Let φ(x) be a polynomial of degree 2q + 1 with odd powers only such that φ(Σk ) is
nonsingular. If rank(VkT X) = k, then
k sin Θ(Kq , Uk )k2,F

T
≤ kφ(Σk,⊥ )k2 kφ(Σk )−1 k2 kVk,⊥
X(VkT X)† k2,F .

If, in addition, X has orthonormal or linearly independent columns, then
T
kVk,⊥
X(VkT X)† k2,F = k tan Θ(X, Vk )k2,F

and
k sin Θ(Kq , Uk )k2,F

≤ kφ(Σk,⊥ )k2 kφ(Σk )−1 k2 k tan Θ(X, Vk )k2,F .

The results presented in [7] are motivated by work in the Theoretical Computer Science community
on RandNLA, see the survey [6]. In this setting, a common objective is the best rank-k approximation to A with respect to a unitarily invariant norm,
Ak = Uk Σk Vk> .
Algorithm 1 Proto-algorithm for a low-rank approximation of A from Kq
Input: A ∈ Rm×n , starting guess X ∈ Rn×s
Target rank k < rank(A), and assume σk > σk+1
Block dimension q ≥ 1 with k ≤ (q + 1)s ≤ m
Output: Ûk ∈ Rm×k with orthonormal columns 
1: Set Kq = AX (AAT )AX · · · (AAT )q AX ∈ Rm×(q+1)s ,
and assume that rank(Kq ) = (q + 1)s
2: Compute an orthonormal basis UK ∈ Rm×(q+1)s for range(Kq )
m×k , and assume rank(W) = k
3: Set W ≡ UT
KA ∈ R
4: Compute an orthonormal basis UW,k ∈ Rm×k for the dominant k left singular vectors of W
5: Return Ûk = UK UW,k ∈ Rm×k
The approximation of the top-k left singular vectors, Ûk from Algorithm 1, guarantees a strong
optimality property in the projection Ûk Û>
k : It is the best rank-k approximation to A from Kq
with respect to the Frobenius norm. Theorem 2 presents a quality-of-approximation result for Ûk .
Theorem 2 Let φ(x) be a polynomial of degree 2q + 1 with odd powers only such that φ(Σk ) is
nonsingular, and φ(σi ) ≥ σi for 1 ≤ i ≤ k. If rank(VkT X) = k, then for 1 ≤ i ≤ k,
kA − Ûi ÛTi AkF

T
≤ kA − Ai kF + kφ(Σk,⊥ )k2 kVk,⊥
X (VkT X)† kF

T
kA − Ûi ÛTi Ak2 ≤ kA − Ai k2 + kφ(Σk,⊥ )k2 kVk,⊥
X (VkT X)† kF

T
σi − kφ(Σk,⊥ )k2 kVk,⊥
X (VkT X)† kF

≤ kûTi Ak2 ≤ σi .
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(1)
(2)
(3)

If, in addition, X has orthonormal columns, then
T
kVk,⊥
X (VkT X)† kF = k tan Θ(X, Vk )kF .

The proofs for both theorems involve a connection between angles and least squares residuals, which
is the novel feature of our work. In future work, we are interested in understanding whether dropping
the structural assumptions will lead to similar bounds and whether such bounds will make sense
from a numerical perspective.
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Subspace Methods for Parameter-Dependent Eigenvalue Problems
Daniel Kressner, Petar Sirković
Abstract
Let A : D → Cn×n be a matrix-valued function on a compact subset D ⊂ RP such that A(µ)
is Hermitian for every µ ∈ D. We consider parameter-dependent eigenvalue problems, such as
approximating the smallest eigenvalue,
λmin (A(µ)),

µ ∈ D,

(1)

of A(µ) for many different values of µ ∈ D. We consider a large-scale setting, where solving (1) incurs
a non-negligible cost. In classical numerical linear algebra, problems of this type occur when plotting
pseudospectra or the numerical range of a (non-symmetric) matrix. In the so called reduced basis
method (RBM) for solving parameter-dependent partial differential equations, eigenvalue problems
of the type (1) need to be solved in order to construct reliable a posteriori error estimates [2, 7].
The related problem of optimizing the smallest eigenvalue(s) of a parameter-dependent Hermitian
matrix appears in a wide range of applications. In particular, it constitutes one possible approach
to solve semidefinite programming problems; see [1] for references. Also, computing quantities such
as the pseudospectral abscissa or the Crawford number involve such optimization problems.
A key insight is that many of the problems mentioned above admit an affine linear decomposition
of the form
A(µ) = ϕ1 (µ)A1 + ϕ2 (µ)A2 + · · · + ϕp (µ)Ap ,

ϕj : D 7→ R, Aj ∈ Cn×n , j = 1, . . . , p,

with p  n. In fact, low-rank approximation, such as the matrix discrete empirical interpolation
method, can be used to find an affine linear approximation to an arbitrary (smooth) function A(µ).
Given an orthonormal basis U ∈ Cn×k of a k-dimensional subspace with k  n, we then have
U ∗ A(µ)U = ϕ1 (µ)U ∗ A1 U + ϕ2 (µ)U ∗ A2 U + · · · + ϕp (µ)U ∗ Ap U,
which allows to compute the eigenvalues of U ∗ A(µ)U quite cheaply. In particular, the smallest
eigenvalue of U ∗ A(µ)U yields an upper bound for λmin (A(µ)). This and related ideas have been
proposed recently in a variety of works, including [3, 4, 6].
Compared to the upper bound, it turns out to be significantly more difficult to produce a cheap and
effective lower bound for λmin (A(µ)). Inspired by the successive constraint method, we propose in [9]
to compute a lower bound by combining the upper bound with a perturbation argument. To apply
such an argument requires, however, knowledge on the involved eigenvalue gap. We show that this
gap can be estimated by linear programming techniques. The difference between upper and lower
bounds can then be used as an error estimate to drive a greedy strategy for selecting parameter
samples to be included in the subspace spanned by U . Such a subspace approach accelerates
convergence significantly compared to all previous methods.
We illustrate the power of subspace acceleration by a number of recent applications based on extensions of the work from [9]:
• computation of pseudospectra [8] and the numerical range of a matrix;
• acceleration of mirror-prox methods for solving eigenvalue optimization problems [1, 5];
• solution of stochastic eigenvalue problems.
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Numerical Computation of Low-Rank Factors
of Time- and Frequency-Limited Gramians
P. Kürschner
Abstract
For linear, time-invariant control systems
ẋ(t) = Ax(t) + Bu(t),

x(t0 ) = x0 ,

y(t) = Cx(t),
the concept of infinite controllability and observability Gramians is a paramount ingredient for
executing balancing related model order reduction, most prominently balanced truncation [1]. Typically, these Gramians are the solutions of algebraic Lyapunov equations
AX + XAT + BB T = 0,

AT Y + Y A + C T C = 0.

(1)

Under mild assumptions on the given matrices A, B, C, the solutions X, Y exhibit a rapid singular
value decay and, hence, a small numerical rank. This phenomenon enables to compute approximate
solutions in the form of low-rank factorizations X ≈ ZZ T , Y ≈ V V T . In the recent decades, this
led to the development of efficient numerical algorithms [3, 7] capable of computing such low-rank
solution factors Z, V of large Lyapunov equations.
From the viewpoint of dynamical systems and model order reduction, in certain situations it appears reasonable to look for reduced order models which match the original system only in restricted
frequency or time regions. For instance, a finite time horizon might be sufficient enough for simulation purposes. This motivates the concept of frequency- and time-limited Gramians as well as
the consequent frequency- and time-limited balanced truncation approaches [4]. These restricted
Gramians are again solutions of Lyapunov equations, but of different structure. For example, the
restricted controllability Gramians solve Lyapunov equations of the form
AXf + Xf AT + f (A)BB T + BB T f (A)T = 0 or
AXg + Xg AT + BB T − g(A)BB T g(A)T = 0,

(2)

where f (A) and g(A) are matrix functions which depend on the particular type
 of frequency- and
i
time-restriction [4]. Often recurrent are, e.g., f (A) = Real π ln(−A − iωI) , 0 < ω < ∞ in the
frequency-limited, and g(A) = exp (Aτ ), 0 < τ < ∞ in the time-limited situation.
At the first sight, the occurrence of the matrix functions in (2) appears to make the computation of
low-rank solution factors a more demanding task compared to the ordinary Lyapunov equations (1).
The main aim of this talk is to show how the modified Lyapunov equations (2) can be handled
numerically with the same ease as the ordinary Lyapunov equations (1).
This will be addressed from two directions: at first we investigate how the singular value decay
is affected by the altered inhomogeneities involving the matrix functions f (A), g(A) [2, 6]. It will
turn out that, although the inhomogeneities in (2) are of higher rank than those in (1), the singular
values of the solutions decay, under reasonable assumptions on ω, τ , faster than those of (1). As a
consequence, the restricted Gramians Xf , Xg can have a smaller numerical rank than X, potentially
decreasing the column dimension of low-rank solution factors. For the frequency-limited Gramians,
this has already been extensively investigated in [2, 6] and, thus, we will put more emphasis onto
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the time-limited situation. For example, the rail model from the Oberwolfach model reduction
benchmark collection is of dimension 1357, its infinite controllability Gramian has a numerical
rank of 147, whereas the time-limited controllability Gramian w.r.t. a finite time τ = 0.5 only has
numerical rank of 30. Moreover, insightful connections to the transient behavior of the underlying
dynamical system can be drawn.
Secondly, we investigate the numerically efficient computation of low-rank factors of the above
modified Lyapunov equations, because the matrix functions are an obvious additional numerical
task to address, especially in the large-scale case. In particular, we discuss specially tailored rational
Krylov subspace methods that are able to handle both the matrix function [5] as well as the matrix
equation [7] in a single run [2, 6] by utilizing subspace recycling ideas. Important implementation
aspects of the rational Krylov methods, e.g., the selection of adequate poles, will be discussed as
well. Numerical experiments show that the proposed methods compute low-rank solution factors
of (2) at a comparable computational work as similar methods for the standard case (1).
With these algorithms at hand we finally consider their application for model order reduction
purposes, where the focus lies not only on the numerical costs but also on the obtained approximation
quality within the restricted time- or frequency regions. The preservation of stability, which is not
guaranteed in time- and frequency-limited balanced truncation, will also be discussed briefly.
A further interesting aspect inherited from the time- and frequency-limitations is that the corresponding Gramians also exist for certain classes of unstable systems. Based on this, perspectives
for possible model reduction approaches for unstable systems will be discussed as well if the time
permits.
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A Computational Spectral Graph Theory Tutorial
Rich Lehoucq
Abstract
My presentation considers the question of whether existing algorithms and software for the largescale sparse eigenvalue problem can be applied to problems in spectral graph theory. Existing
algorithms often make the implicit assumption that the matrix represents the discretization of a
differential equation. I first provide an introduction to several problems involving spectral graph
theory. This includes linear algebraic methods that provide a deterministic alternative to montecarlo methods for estimating various probabilities and expected values of interest for a Markov
chain. Such an alternative enables us to exploit modern preconditioned iterative methods for the
often extremely large eigen (and linear systems that arise). Commute and hitting time statistics, and
stationary distribution schemes are of interest. I then consider the interesting problem of assessing
whether the linear algebraic approximations computed are correct.
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General Theory of Doubling Algorithms for Nonlinear Matrix Equations
Tsung-Ming Huang, Ren-Cang Li, Wen-Wei Lin
Abstract
In this talk, we focus on nonlinear matrix equations associated with eigenspaces of regular matrix pencils. Among these equations are the well-known ones historically called algebraic Riccati
equations, and the less-known ones in the form of X + BX −1 A = Q. These nonlinear matrix equations frequently arise from various practically important applications, including the discrete- and
continuous-time optimal control theory [20], the transport theory of particles [2], Markov-modulated
fluid flow theory [12, 16], vibration analysis of high speed trains [10, 15, 17], quantum transport in
nano research [7], stability analysis of retarded time-delay systems [11], and surface acoustic wave
simulations [4], etc.
The so-called doubling algorithm trace back to Davison and Maki [5, ], Friedlander and Kailath
and Ljung [6, ], and Anderson [1, ] who attempted to speed up the fixed-point iteration
for solving the discrete- and continuous-time algebraic Riccati equation. Although their doubling
algorithm is limited to algebraic Riccati equations and the way it was derived doesn’t offer any
convenient way for sharp convergence estimates, the “doubling" idea has lasting effect.
In the last 15 years or so in large part due to an extremely elegant way of formulation and analysis,
the researches in doubling algorithms thrived and continues to be very active today, leading to
beautiful theories, numerical effective and robust algorithms for practically important nonlinear
matrix equations beyond the continuous- and discrete-time algebraic Riccati equations from optimal
control that motivated the research in the doubling iteration in the first place. Two particularly
striking examples are the M -matrix Riccati equations (MARE) from Markov-modulated fluid flow
theory and the palindromic eigenvalue problems (PQEP) from the vibration analysis of high speed
trains mentioned above. For an MARE, the practically important solution is its unique minimal
nonnegative solution. It was shown [18] that the nonnegative solution only inherit small entrywise
relative error when the MARE’s coefficient matrices are entrywise perturbed relatively small, and,
more significantly, carefully implemented doubling algorithms [3, 9, 16, 19] can compute all entries
– big or tiny – with high entrywise relative accuracy. This is remarkable numerically because
sometimes the entries of the nonnegative solution can vary widely, says from O(10−30 ) to O(1),
and practically important because the entries are probabilities – a small probability may still carry
significant consequences. The PQEP from the vibration analysis of high speed trains is notoriously
difficult: (1) most eigenvalues are 0 and ∞, (2) the problem sizes can range from 103 to 105 , (3)
most seriously the problem is badly scaled with finite eigenvalue magnitudes ranging from 10−50
to 1050 or to an even greater extreme, and (4) all finite nonzero eigenvalues and eigenvectors are
to be computed. Earlier methods that sought to deflate eigenvalues 0 and ∞ first often produce
eigenvalues that are too inaccurate to be useful due to the large errors introduced in the deflation
process. Recent solvent approaches based on solving the nonlinear equation in the form of X +
BX −1 A = Q by a doubling algorithm can gracefully handle these difficulties and produce accurate
eigenvalues and eigenvectors [8, 13, 14], despite these mentioned difficulties.
However, existing developments of doubling algorithms are somewhat fragmented and incoherent.
In this talk, we attempt to establish a general framework of the doubling algorithms and their
convergence analysis, through investigating eigenspace basis matrices of regular matrix pencils.
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Sparse Factorization Methods for Indefinite Systems Towards Exascale
Xiaoye S. Li, Piyush Sao, Pieter Ghysels
Abstract
Factorization-based algorithms (e.g., sparse LU) play a significant role in developing robust, scalable
solvers, such as direct solvers, preconditioners, or coarse-grid solvers in multigrid. We have been
developing two classes of sparse factorization methods — supernodal and multifrontal methods,
and the accompanying software SuperLU and STRUMPACK. The latter is further enhanced with
hierarchical matrix algebra, e.g., HSS (hierarchically semi-separable matrix). In the past, we focused
more on task parallelism — parallel DAG 2scheduling for SuperLU [5] and parallel outer-inner
nested tree scheduling for HSS-embedded STRUMPACK [1]. These were satisfactory for many
distributed-memory machines programming only with MPI. However, at exascale, the overall degree
of parallelism will increase drastically, which is achived via newer heterogeneous node architectures,
such as nodes with Intel Xeon Phi and GPU accelerators. These nodes offer high-degree fine-grained
parallelism with vectorization and light-weight threads at low power consumption. It becomes
imperative to re-design the algorithms to expose larger amounts of data parallelism and reduce
communication and synchronization (including memory access). Particular care must be taken
to seamlessly integrate the newly introduced data parallel model into the existing task parallel
framework. In this talk, I will discuss several algorithmic techniques aiming at exploiting newer
architecture features and improving strong scaling.
1. Reduce communication in sparse supernodal LU factorization. The scaling bottleneck is usually
the panel factorization, because it is on the critical path of parallel execution. We are extending
the 2.5D dense communication-avoiding LU algorithm [4] to the sparse case. Here, we arrange
the 2D process grids into a 3D grid with c copies of the 2D grids. Each 2D grid performs
factorization of an independent subtree of the elimination tree, with restricted communication
within subtrees. This reduced communication is at the expense of the extra memory to
maintain c copies of the partial sums for the last portion of the Schur complement submatrix.
When using larger number of nodes with sufficient memory, we can use a larger c to favor less
communication. On a smaller machine, we can use a smaller c to favor less memory usage.
2. Increase data parallelism. For the traditional cache-based hierarchical-memory machines, researchers have developed techniques to group the columns/rows of same sparsity pattern into
a block, such as supernode or frontal matrix, and use block operations to increase compute-todata-movement ratio. This is still necessary but inadequate for newer machines, since many
of the blocks are still too small and they are of nonuniform size. We are exploring block
aggregation techniques in order to utilize the long vector registers (SIMD) on Intel Xeon Phi
and multiple data streams on GPU working in a SPMD fashion [2, 3]. The techniques can
benefit factorization and more so triangular solution, since the latter has higher degree of data
movement.
3. Reduce memory access cost in Gather/Scatter. A large fraction of the runtime is usually spent
on the gather/scatter operations involving indirect addressing. This occurs during the Schur
complement update in a supernodal method, and the extend-add assembly operation in a
multifrontal method. We plan to develop some graph-theoretic models to aid data placement
at certain coalesced memory locations to improve access locality.
The practical payoff of the above algorithmic redesigns will be demonstrated using the state-of-theart parallel machines available to us.
177

References
[1] P. Ghysels, F.-H. Rouet, X.S. Li, S. Williams, and A. Napov, An efficient multicore implementation of a novel HSS-structured multifrontal solver using randomized sampling. SIAM J.
Scientific Computing, 2016. 38-5 (2016), pp. S358-S384.
[2] P. Sao and R. Vuduc and X. Li. A Distributed CPU-GPU Sparse Direct Solver. Proc. of
Euro-Par 2014, LNCS Vol. 8632, pp. 487-498.
[3] P. Sao and X. Liu and R. Vuduc and X.S. Li. A Sparse Direct Solver for Distributed Memory Xeon Phi-accelerated Systems. 29th IEEE International Parallel & Distributed Processing
Symposium (IPDPS 2015).
[4] Edgar Solomonik and James Demmel. Communication-optimal parallel 2.5D matrix multiplication and LU factorization algorithms. In Proceedings of the 17th International Conference
on Parallel Processing - Volume Part II, Euro-Par’11, pages 90–109, Berlin, Heidelberg, 2011.
Springer-Verlag.
[5] Ichitaro Yamazaki and Xiaoye S Li. New scheduling strategies and hybrid programming for a
parallel right-looking sparse LU factorization algorithm on multicore cluster systems. In 26th
IEEE international Parallel & Distributed Processing Symposium (IPDPS 20120, pages 619–630.
IEEE, 2012.

Go back to Monday’s schedule.

Go back to Parallel Talks #1.

178

Go back to speaker index.

Numerical Linear Algebra and Walsh’s Conformal Map
onto Lemniscatic Domains
Jörg Liesen, Mohamed M. S. Nasser, Olivier Sète
Abstract
The Riemann mapping theorem, stated first by Bernhard Riemann in his dissertation in 1851,
says that (the exterior of) an arbitrary simply connected set in the complex plane can be mapped
conformally onto (the exterior of) the unit disk. This result is one of the cornerstones of complex
analysis. There exist many different proofs, numerous applications particularly in constructive
approximation, and several software packages for computing the Riemann map for given classes of
simply connected sets (most prominently SCPACK by Driscoll and Trefethen).
In 1956, Joseph Walsh obtained a direct generalization of the Riemann mapping theorem from simply
connected sets to sets consisting of several simply connected components, e.g. several intervals, disks
or ellipses. The role of (the exterior of) the unit disk in the Riemann mapping theorem is played
by so-called lemniscatic domains in Walsh’s theorem. Apart from a few additional existence proofs
given in the late 1950s and early 1960s, Walsh’s map was not further studied or used until very
recently. As far as I know, the first analytic examples of Walsh’s map were published in [1] and the
first numerical method for computing the map was presented in [2].
Walsh’s map is of interest in the numerical linear algebra context because of its potential applications
as well as its numerical computation:
Application aspect. The parameters in Walsh’s map yield, in a straightforward way, important
quantities about the given set (consisting of several components). Among them are the Green’s
function with pole at infinity, the logarithmic capacity (see also [3]), and the asymptotic convergence
factor of the set. These are essential tools in polynomial and rational approximation (see e.g. [4]),
and they have been used in the convergence analysis of iterative methods for solving linear algebraic
systems (see e.g. [5]), and of polynomial restart Krylov methods for computing matrix eigenvalues
(see e.g. [6]).
Computational aspect. For a domain consisting of k simply connected components, our numerical
method requires solving k boundary integral equations with the Neumann kernel. A discretization
using n nodes on the boundary of each component leads to a linear algebraic system of order kn and
of the form (I −B)x = y. The matrix B, which is in general nonsymmetric, represents the discretized
integral operator, which is compact. Hence for sufficiently large n, the eigenvalues of I − B cluster
around 1. In our method we solve the linear algebraic systems with (unpreconditioned) GMRES,
using the Fast Multipole Method for performing matrix-vector products with B in O(kn) operations.
The number of GMRES iterations for obtaining a very good approximation of the exact solution
(relative residual norm < 10−12 ) is virtually independent of the given domain and the number of
nodes n. Hence in this class of examples there is a strong relation between the eigenvalues of the
nonsymmetric discretized operator and the convergence of GMRES, while in general such a relation
need not exist [7].
In summary, the talk will describe the theory of the Walsh map, some of its possible applications
in numerical linear algebra, and the solution of the numerical linear algebra problems that appear
in its computation.
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A Criss-Cross Type Algorithm for Computing
the Real Pseudospectral Abscissa
Ding Lu and Bart Vandereycken
Abstract
In this talk, we introduce a criss-cross type algorithm to compute the real ε-pseudospectral abscissa
of a real matrix A ∈ Rn×n defined as
n
o
αεR (A) = max Re(λ) : λ ∈ ΛR
ε (A) ,

where ΛR
ε (A) is the real ε-pseudospectrum
n×n
ΛR
, kEk2 ≤ ε}.
ε (A) = {λ ∈ C : det(A + E − λI) = 0 with E ∈ R

The set ΛR
ε (A) consists of the eigenvalues of all real matrices that are ε-close, w.r.t. 2-norm, to A.
The value of αεR (A), i.e., the real part of the rightmost eigenvalue in ΛR
ε (A), measures the structured
robust stability of A w.r.t. ε bounded real perturbations.
State-of-the-art methods to solve the rightmost point are based on eigenvalue optimization over
rank-2 matrix manifold, using steepest descending schemes [2, 3]. These algorithms can converge
to the locally rightmost solution, and the convergence can be slow. To avoid these difficulties,
we propose to generalize the criss-cross searching method [1] to the real pseudospectral abscissa
computation.
The new algorithm is built on the well-known level set representation of real pseudospectrum
ΛR
ε (A) =

(

α + β ∈ C :

)


A − αI −βγI
sup σ−2
≤ε ,
βγ −1 I A − αI
γ∈(0,1]

where σ−2 denotes the second smallest singular value. Formally extending the criss-cross to the
level set above can lead to an extremely expensive algorithm, since the level set function involves
a singular value optimization problem. To reduce computational cost, we propose to exploit the
supersets reformulation
ΛR
ε (A)

=

\ 

γ∈(0,1] |

α + β ∈ C :




A − αI −βγI
σ−2
≤ε ,
βγ −1 I A − αI
{z
}
Λε,γ (A)

which expresses ΛR
ε (A) as the intersection of a family of supersets Λε,γ (A) with easy to compute
boundaries. Each criss and cross search is performed on carefully selected supersets, and it involves
solving linear eigenvalue problems and singular value optimization problems.
The developed algorithm is proved to be globally convergent, and observed to be locally superlinearly
convergent. The robustness and efficiency of the algorithm will be demonstrated by numerical
examples.
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Fast and Superfast Computation of the Toeplitz Matrix Exponential
Robert Luce, Daniel Kressner
Abstract
Given 2n − 1 complex numbers t−n+1 , . . . , tn−1 that define the Toeplitz matrix


t0 t−1 · · · t−n+1

.. 
..
 t1
.
t0
. 

 ∈ Cn,n ,
T = [ti−j ] =  .

.
.
..
..
 ..
t−1 
tn−1 · · · t1
t0

we consider the problem of computing exp(T ), the matrix exponential of T . Of course any general
purpose method for computing exp(T ) could be used, resulting in an asymptotic complexity of
O(n3 ) for this task. But given the special structure of T , one wonders whether the computation
can be carried out more efficiently than in the general, unstructured case.
Unfortunately, as noted by Higham, exp(T ) will in general not be a Toeplitz matrix [4, Sec. 14.1.3],
and it is not evident how one can take advantage from the structure of T . In this work we argue that
exp(T ) will typically have low numerical displacement rank, which allows us to implement scaling
and squaring algorithms of complexity O(n2 ) (“fast”). We will explain later how this asymptotic
complexity can be further reduced to a subquadratic one (“superfast”).
The displacement operator ∇ : Cn,n → Cn,n we consider in this work is

0
1 0

∇(A) := A − ZAZ ∗ , where Z =  .
.. ...

1





,

0

and rank(∇(A)) is called the displacement rank of A. Evidently Toeplitz matrices have displacement
rank at most two, and matrices of low displacement rank are often called Toeplitz-like. A low rank
factorization ∇(A) = GB ∗ , with G, B ∈ Cn,r yields a generator (G, B) for A. Note that A can be
recovered from such a generator by solving the matrix Stein equation A − ZAZ ∗ = GB, and most
fast algorithms for Toeplitz-like matrices operate in fact on (G, B) instead of A, notably the GKO
algorithm [1].
Computing exp(T ) through scaling and squaring involves three steps: (i) Determining a scaling
power σ ∈ N, and setting Tσ ← 2−σ T . (ii) Computing a Padé approximation rm,k (Tσ ) ≈ exp(Tσ ).
σ
(iii) Squaring rm,k (Tσ ) σ times to obtain rm,k (Tσ )2 ≈ exp(T ). The actual choice of σ, m and k is
crucial for the accuracy of the method [3, 4], but the techniques we present here are independent of
this important algorithmic design aspect.
The determination of σ in step (i) typically entails the computation or estimation of kT k, which can
be achieved through a few power iterations at the cost of O(n log n), using the FFT. The following
theorem shows that step (ii) can be implemented efficiently as well.

Theorem 1 ([6]) Let T ∈ Cn,n be a Toeplitz matrix, and r = pq a rational function of degree
s = max{deg(p), deg(q)}, defined on the spectrum of T . Then the displacement rank of r(T ) is
bounded by 2s + 1, and a generator for r(T ) can be computed in O(s2 n2 ).
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In the above complexity statement, the dominating term n2 is due to computing generators of an
LU factorization for the matrix q(T ), by means of the GKO algorithm [1].
In order to understand that the squaring phase (step (iii) from above) can be carried out efficiently,
some more care is required. The main problem is the following: If A is a Toeplitz-like matrix of
displacement rank r, then A2 may have displacement rank up to 2r. In the context of scaling
s
and squaring, this implies that rm,k (Tσ )2 may have displacement rank up to 2s , so that both the
generator representation and operations with it become inefficient. However, if the spectrum of
T is contained in a set for which the error of the rational best approximation to the exponential
function enjoys exponential decay w.r.t. the approximation degree, one can infer a priori bounds for
the numerical displacement rank of exp(T ). A well known example for this scenario is provided by
a classical result of Gonchar [2].
Theorem 2 (Gonchar) Denote by Ps the set of polynomials of degree at most s. There is a
constant C such that
inf
max |eλ − p1 (λ)/p2 (λ)| ≤ C V −s
p1 ,p2 ∈P λ∈(−∞,0]

holds for all s ≥ 1 with V ≈ 9.28903 . . ..

The promised a priori bound then emerges from combination of the preceding two theorems.
Corollary 1 ([6]) Let T ∈ Cn,n be a diagonalizable Toeplitz matrix with all eigenvalues real and
contained in (−∞, µ] for some µ ∈ R. Then
min {kexp(T ) − Ak2 : rank(∇(A)) ≤ 2s + 1} ≤ C̃ V −s ,

A∈Cn,n

for C̃ = κ(X)eµ C, where C, V are as above, and κ(X) is the condition number of a matrix X such
that X −1 T X is diagonal.
In other words, provided that T has the spectral properties in the corollary above, our result shows
that the distance of exp(T ) to the set of matrices having low displacement rank is small. But
s
since rm,k (Tσ )2 is close to exp(T ), it follows that its displacement rank will be small as well, and
ρ−1
also does each intermediate matrix rm,k (Tσ )2 , . . . , rm,k (Tσ )2
have this property. The important
algorithmic consequence of this observation is that the whole squaring phase can be carried out
in O(ρs2 n log n) operations, taking advantage of the FFT to compute matrix vector products with
Toeplitz-like matrices. Note that s can typically be bounded independently of T (as it is the case
in [3, 5]), and sometimes even ρ (only in [3]), so that the complexity reduces to O(n log n).
While the case of a negative, real spectrum is often encountered in practice, this requirement can be
relaxed a bit further. For example, exponential decay of the error of the rational best approximation
it is already attained on angular sectors of the complex left half plane.
At this point we have outlined that the full Toeplitz matrix exponential can be computed in O(n2 ),
where the only quadratic operation is due to the GKO algorithm to evaluate a generator for rm,k (Tσ ).
In order to obtain a superfast algorithm that computes a generator for exp(T ), we restrict our
attention to Toeplitz matrices having a negative, real spectrum, and consider the subdiagonal Padé
approximation in [3]. In this case, a stable evaluation of the rational approximation can be achieved
through a partial fraction expansion, resulting in the solution of linear systems with shifted Toeplitz
matrices T − zj In , 1 ≤ j ≤ 5. Each of these solves can be carried out using a superfast Toeplitz
solver, for example the recent one by Xia et al. [7]. Hence the overall asymptotic complexity for
computing generators for exp(T ) is reduced to O(n log2 n) in this case. Note that this matches the
complexity of evaluating only exp(T )b for some vector b by, say, a shift-and-invert Arnoldi approach.
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Block Krylov Subspace Methods for Functions of Matrices
Andreas Frommer, Kathryn Lund-Nguyen, and Daniel B. Szyld
Abstract
Block Krylov methods for linear systems AX = B, with A ∈ Cn×n and X, B ∈ Cn×s , have been
used widely since Dianne O’Leary’s seminal paper on block conjugate gradients in 1980 [7]. Block
formulations can lead to significant computational gains, most notably by making use of BLAS 3
operations and reducing the number of times the operator A must be called. They also lead to
richer Krylov subspaces, as they take information from multiple columns at once, thus requiring
fewer iterations to converge.
Recently, block Krylov methods have been used to compute f (A)B, where f is a scalar function,
but we are the first to develop the theory in detail and generality. In [6], the authors develop a block
Krylov method for exp(A)B so that geometric properties of B are preserved, but do not undertake
a convergence analysis. In [2], the authors apply Krlyov and integral-based methods to compute
log(A)B, but do not develop block-based theory in any detail. A direct method for computing
exp(A)B is proposed in [1], which is based on the scaling and squaring method and a truncated
Taylor series approximation. This method is shown to be superior to two different Krylov methods,
neither of which features block operations, unlike what we propose here.
Our method– or, rather, class of methods– hinges on a generalized framework for block Krylov
subspaces, encompassing established results not only for the “classical" block methods (as in, e.g.,
[7]), but also for global methods (see, e.g., [5]) and the newer “loop-interchange" methods [8]. This
framework rests on the choice of a subalgebra S ⊂ Cs×s and a block inner product hh·, ·iiS mapping
from Cn×s × Cn×s onto S with the following properties:
(i) S-linearity: hhX + Y S, ZiiS = hhX, ZiiS + hhY , ZiiS S,

(ii) symmetry: hhX, Y iiS = hhY , Xii∗S , and

(iii) definiteness: hhX, XiiS is positive semi-definite.
This block inner product induces a normalizing quotient NS , which serves in tandem with hh·, ·iiS to
generalize the notions of orthogonality and normalization to the block space Cn×s and to generalize
the block Arnoldi algorithm (given as Algorithm 1)† .
The basis {V1 , V2 , . . . , Vm } spans the mth Krylov subspace with respect to A, B, and hh·, ·iiS , defined
as
KSm (A, B) := spanS {B, AB, . . . , Am−1 B},
with respect to a generalized notion of span, much like the block span proposed in [4]:
(m
)
X
spanS {X1 , . . . , Xm } :=
Xk Ck : Ck ∈ S .
k=1

From Algorithm 1, one can define a generalized block full orthogonalization method (BFOM) ap−1 hhV , Bii = V H−1 E
b1 B, which satisfies
proximation to solve AX = B, namely, Xm := V m Hm
m
m m
S
†

Elbouyahyaoui, Messaoudi, and Sadok were the first to propose such a generalization in [3]; our framework,
however, is even more general and encompasses their results.
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Algorithm 1 Block Arnoldi
Given: Given A, B, hh·, ·iiS , NS , m
1: Compute B = NS (B) and V1 such that V1 B = B and hhV1 , V1 iiS = Is
2: for k = 1, . . . , m do
3:
Compute W = AVk
4:
for j = 1, . . . , k do
5:
Hj,k = hhVj , W iiS
6:
W = W − Vj Hj,k
7:
end for
8:
Compute Hk+1,k = NS (W ) and Vk+1 such that Vk+1 Hk+1,k = W and hhVk , Vk iiS = Is
9: end for
10: Return B, V m = [V1 | . . . |Vm ], Hm = (Hj,k )m
j,k=1 , Vm+1 , and Hm+1,m
that Rm := B − AXm is block orthogonal to KSm (A, B). Ultimately, however, one can define a
generalized block FOM approximation to functions of matrices (B(FOM)2 ):
b1 B.
Fm := V m f (Hm )E

Yet the B(FOM)2 approximation Fm is not without shortcomings. Memory restrictions often prevent one from storing enough block basis vectors to compute an accurate solution. Therefore, we
also introduce restarts, based on an efficient update formula for the error, which is incidentally a
matrix function itself. This restarted algorithm, denoted B(FOM)2 (k), is given in Algorithm 2.
Algorithm 2 B(FOM)2 (k)
Given: f , A, B, hh·, ·iiS , NS , m, tol
(1)
(1)
(1)
(1)
1: Run Algorithm 1 with inputs A, B, hh·, ·iiS , NS , and m to obtain V m , Hm , Hm+1,m , Vm+1 ,
and B
(1)
(1)
(1)  b
2: Compute Fm := V m f Hm E
1B
3: for k = 2, 3, . . . , until convergence do
(k−1)
(k−1)
4:
Determine Cm (t) to define the new error function ∆m (z)
(k−1)
(k)
(k)
(k)
5:
Run Algorithm 1 with inputs A, Vm+1 , hh·, ·iiS , NS , and m to obtain V m , Hm , Hm+1,m ,
(k)

and Vm+1

(k−1)
(k) (k−1)
(k) 
(k−1)
em
b1 , where ∆m
Compute D
:= V m ∆m
Hm ◦ E
(z) is evaluated via quadrature
(k)
(k−1)
(k−1)
em
7:
Compute Fm := Fm
+D
8: end for

6:

We show that Algorithm 2 converges with a CG-like bound for Hermitian positive definite matrices
A and Stieltjes functions f , with respect to the norm k·kS-A , where kXkS-A := trace(hhX, AXiiS )1/2 .
Note that our convergence result is not only for the classical block methods (i.e., where S = Cs×s and
hhX, Y iiS = X ∗ Y ), but also for global and loop-interchange methods, as well as for any compatible
subalgebra S and block inner product hh·, ·iiS . Such generality opens the door for other block methods
yet to be considered.
We demonstrate the performance and versatility of B(FOM)2 (k) methods in various numerical
experiments. The global version of B(FOM)2 (k) shows excellent performance in comparison to the
classical and loop-interchange versions, and especially in comparison to the block-free method of
computing each column of f (A)B separately.
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Computing the Roots of Polynomials in Chebyshev Basis
via the Cayley Transform
Thomas Mach, Jared L. Aurentz, Raf Vandebril, David S. Watkins
Abstract
The Chebyshev basis is arguably one of the most important polynomial bases. Chebfun [5] is just
one of the numerous packages that rely heavily on polynomials p(x) expressed in the Chebyshev
basis;
p(x) = Tn (x) + an−1 Tn−1 (x) + · · · + a1 T1 (x) + a0 T0 ,
with Ti (x) the ith Chebyshev polynomial of first kind. The roots of p(x) can be found by using
Francis’s implicitly shifted QR algorithm [6] to compute the eigenvalues of the associated colleague
matrix,
√

2
√0
 2 0
1


1
0
1
C= 
..
2
.



1
..
.
1

√

− 2an
−an−1 

−an−2 

.
.. 
..
.
. 

0 1 − a2 
1
−a1

The colleague matrix is the sum of a symmetric tridiagonal and a rank-one matrix. To make this
an efficient approach the structure of the colleague matrix has to be exploited.
The Cayley transform
ϕ(z) = (i − z)(i + z)−1
maps the real line onto the unit circle. Hence, the Cayley transform of a real symmetric matrix,
which has only real eigenvalues, is a matrix with all eigenvalues on the unit circle and thus a unitary
matrix. Furthermore, the Cayley transform of a symmetric-plus-rank-1 matrix is a unitary-plusrank-1 matrix. The eigenvalues of the unitary-plus-rank-1 matrix can be computed in a fast and
backward stable way by using a structured variant of Francis’s algorithm. The roots of the original
polynomial are then obtain by applying ϕ−1 to the computed eigenvalues.
We will demonstrate that the Cayley transformation can be applied efficiently to matrices of symmetric tridiagonal and of symmetric-tridiagonal-plus-rank-1 form. After the transformation the
eigenvalues can be computed using our fast and backward stable implementations of core-chasing
algorithms for the unitary and unitary-plus-rank-1 structure [1, 2, 4]. This seeming detour of
transforming one normal matrix into another normal matrix before computing the eigenvalues is
advantageous. In fact, numerical experiments show that this is often more efficient than directly
applying a structured QR algorithm.
However, there is one important catch. The Cayley transform maps point near [−1, 1] well to the
area near the right half of the unit circle. Conversely, points of very large modulus are all mapped
to the area near −1. Hence, the algorithm cannot compute roots of large modulus accurately. Thus,
we present an essential scaling to ensure that the roots are near the interval [−1, 1].
189

References
[1] J. L. Aurentz, T. Mach, R. Vandebril, and D. S. Watkins, Fast and backward stable computation
of roots of polynomials, SIAM Journal on Matrix Analysis and Applications, 36 (2015), pp. 942–973.
[2]
[3]

, Fast and stable unitary QR algorithm, Electronic Transactions on Numerical Analysis, 44 (2015),
pp. 327–341.
, Yet another algorithm for the symmetric eigenvalue problem. Submitted, 13 pages. 2016.

[4] J. L. Aurentz, T. Mach, L. Robol, R. Vandebril, and D. S. Watkins, Fast and backward stable
computation of the eigenvalues of matrix polynomials. In preparation, 2016.
[5] T. A. Driscoll, N. Hale, and L. N. Trefethen, eds., Chebfun Guide, Oxford, 2014.
[6] J. G. F. Francis, The QR transformation, parts I and II, The Computer Journal, 4 (1961), pp. 265–271
and pp. 332–345.

Go back to Monday’s schedule.

Go back to Poster Session #1.

190

Go back to speaker index.

Product Realizations for Matrix Polynomials
Froilán Dopico, D. Steven Mackey, and Paul Van Dooren
Abstract
Matrix polynomials have two basic types of structural data: elementary divisors, determined by
the Smith form, and minimal indices, which are invariants of their left and right nullspaces. The
fundamental inverse problem for matrix polynomials, then, has the following two aspects:
(a) Given a list L of structural data, i.e., a list of elementary divisors and minimal indices, and a
choice of degree d, determine whether or not there exists a matrix polynomial P (λ) of degree
d with exactly the given list of structural data L.
(b) Whenever there exists such a polynomial P , show how to explicitly construct one, preferably
in such a way that the initial structural data L can be transparently “read off” from P without
numerical computation.
The classical Kronecker canonical form for matrix pencils [5] provides a prototype solution for both
aspects of this inverse problem when the degree d is chosen to be 1. Observe that the Kronecker
form shows that any combination of elementary divisors and minimal indices may be realized by
a pencil; each individual structural element can be realized by its own canonical block, and then
arbitrary combinations can be produced by direct sums of canonical blocks. Thus the Kronecker
form transparently displays both the spectral and singular structural data of the pencil, in a way
that can be read off “by inspection”. Note also that the spectral data (sometimes called the regular
part of the pencil) can be cleanly separated from the singular data.
Is it possible to solve the inverse problem for degree d ≥ 2 in a manner analogous to the direct-sumof-canonical-blocks solution provided by the Kronecker form? For the quadratic inverse problem it
is now known that the answer is yes, although the solution [2, 6] is somewhat more complicated
than the Kronecker form. For example, in the quadratic case it is no longer possible to realize
an arbitrary list of elementary divisors and minimal indices. There are now constraints on the
quadratically realizable combinations, arising from the index sum theorem [1] and the Smith form.
Furthermore, it is no longer always possible to realize each individual structural element by its
own canonical block; there exist nontrivial combinations of structural data that are quadratically
realizable, but that cannot be partitioned into shorter quadratically realizable lists. In addition,
the regular part cannot always be cleanly separated from the singular part, as can be done in the
pencil case. Nonetheless it is still possible to read off the original structural data from this quadratic
“quasi-canonical form” by inspection.
What about higher degrees (d ≥ 3)? Can the direct-sum-of-canonical-blocks strategy be extended
beyond the quadratic case? This is an open question. But there are strong indications that a
combinatorial explosion of cases will be problematic for the success of this strategy.
A different approach was taken in [4], where a characterization of the structural data lists that are
realizable by a degree d matrix polynomial is given. The proof is constructive, but unfortunately
the realizing matrix polynomial produced by this construction is far from revealing the original
structural data in a transparent fashion.
Our aim in this work is to remedy this shortcoming of the approach in [4] by showing how to
construct a degree d matrix polynomial for which the given structural data can be read off “by
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inspection”. The main idea for achieving this is to try to separate the given structural data, not
into the blocks of a direct sum, but rather into the factors of a product. More specifically, we seek
a way to construct a product realization P (λ) of a given list L of structural data, that is, a product
P (λ) of three matrix polynomials
L(λ)E(λ)R(λ) =: P (λ)
with the following separated structure property:
• the left minimal indices of the product P (λ) are exactly the same as those of L(λ),
• the right minimal indices of the product P (λ) are exactly the same as those of R(λ),
• and the middle factor E(λ) is regular, with exactly the same elementary divisors as P (λ).
Further natural conditions (e.g., minimal degree) are imposed on the factors L, E, R in order to
make this product realization of L as close to “canonical” as possible. One of the key features of this
realization is the direct construction of the factors L, E, R from the data in L in such a way that the
structural elements of the product P can be read off without ever forming the product. Transparent
realization of the minimal indices in the factors L and R is achieved by exploiting the new class of
polynomial zigzag matrices, recently introduced and studied in [3].
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Compact Representation of Quasi-Newton Update Matrices
Roummel Marcia, Omar DeGuchy, and Jennifer B. Erway
Abstract
Quasi-Newton methods for minimizing a continuously differentiable function f : <n → < generate
at iteration k + 1 an approximation Bk+1 to the second derivative ∇2 f (xk+1 ). The matrix Bk+1 is
constructed to satisfy what is often referred to as the secant condition:
Bk+1 sk = yk ,
4
4
where sk =
xk+1 − xk and yk =
∇f (xk+1 ) − ∇f (xk ). Thus, the quasi-Newton matrix Bk+1 can be
viewed as a finite-different approximation to the derivative of the gradient of f (x) at xk+1 . Perhaps
the most well-known class of quasi-Newton matrices is the Broyden family of updates, which is
given by
1
1
(1)
Bk sk sTk Bk + T yk ykT + φk (sTk Bk sk )wk wkT ,
Bk+1 = Bk − T
sk Bk sk
yk sk

where φk ∈ < and

wk =

yk
T
yk sk

−

Bk sk
.
T
sk Bk sk

The Broyden family of updates has several useful properties. First, if Bk is symmetric, then Bk+1 is
also symmetric. Second, Bk+1 is a low-rank update to Bk , i.e., the update is at most rank two. Thus,
if Bk is easily inverted, then Bk+1 is also easily inverted (e.g., see the Sherman-Morrison-Woodbury
formula).
When the number of variables is very large, storing every iterate xk and its gradient ∇f (xk ) can become computationally expensive. In limited-memory quasi-Newton settings, only the most recentlycomputed m quasi-Newton pairs {(sk , yk )}, k = 0, 1, . . . , m−1, are stored and used to update Bk+1 .
Typically, in large-scale applications m ≤ 10, i.e., m  n [1].
Two of the most widely used updates from the Broyden class of updates include the BroydenFletcher-Goldfarb-Shanno (BFGS) update and the symmetric rank-one (SR1) update. The BFGS
update is obtained by setting φk = 0. This update is widely used in optimization because under
the assumptions that Bk is positive definite and ykT sk > 0, then Bk+1 is also positive definite. The
symmetric rank-one (SR1) update is obtained by setting φk = φSR1
≡ (sTk yk )/(sTk yk − sTk Bk sk ).
k
Unlike the BFGS update, the SR1 update is not guaranteed to be positive definite. However, recent
results suggest that SR1 have better convergence properties than BFGS [2].
Compact representation: The matrix Bk+1 in (1) can be recursively defined from the initial
matrix B0 . Because the update to B0 is at most 2(k + 1), Bk+1 can be written compactly as
Bk+1 = B0 + Ψk Mk ΨTk ,
where Ψk ∈ <n×l and Mk ∈ <l×l . The size of l depends on the rank of the update; in the case of a
rank-two update, l = 2(k + 1), and in the case of a rank-one update, l = k + 1. In [1], Byrd et al
derived the expressions for Ψk and Mk explicitly for the BFGS update (i.e., φ = 0):
Ψk ≡ B0 Sk Yk



and Mk ≡ −
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 T
−1
Sk B0 Sk Lk
,
LTk
−Dk

(2)

where Sk and Yk ∈ <n×(k+1) with
Sk ≡

s0 s1 s2 · · · sk



and Yk ≡

y0 y1 y2 · · · yk



(3)

and Lk and Dk are the strict lower triangular and diagonal parts, respectively, of SkT Yk . The
compact representation of an SR1 matrix is also given in [1] as
Ψk = Yk − B0 Sk

and Mk = (Dk + Lk + LTk − SkT B0 Sk )−1 .

Notice that Ψk in the compact representation for SR1 matrices has only k + 1 columns in contrast
to the Ψk in the BFGS compact representation, which has 2(k + 1) columns.
Generalization: In this talk, we extend and generalize this result to (i) the Davidon-FletcherPowell (DFP) update (φk = 1) (see [4]), (ii) the restrict Broyden class of updates (φk ∈ [0, 1]) (see
[5]), and (iii) the full Broyden class of updates (φk ∈ <) (see [3]). In particular, we present the
following theorem.
Theorem: Let Ψk = (B0 Sk Yk ) ∈ <n×2(k+1) . Let Πk ∈ <2(k+1)×2(k+1) be the permutation matrix


Ik 0 0 0
 0 0 Ik 0

Πk = 
 0 1 0 0 ,
0 0 0 1
with Π0 ≡ I2 . Additionally, let Ξk be defined recursively as

!

−1



if φk = φSR1

k
 T


1
Πk−1 Ξk−1 0
Ξk =
, where Ek =
,
!
0
Ek


1
0


otherwise

 0 1

with Ξ0 ≡ E0 . Finally, let Γk ∈ <(k+1)×(k+1) be a diagonal matrix such that
 
−1

1−φj
φj


φj − sT B s − sT y
if φj 6= φSR1
j
j j
Γk = diag γj ,
where γj =
j
j j

0≤j≤k

0
otherwise.

If Bk+1 is a member of the Broyden class of updates, then

b kM
ck Ψ
bT ,
Bk+1 = B0 + Ψ
k

where
ck =
M


−1

 T
−Sk B0 Sk + Γk −Lk + Γk
T
T
Ξk Πk
Πk Ξk
−LTk + Γk
Dk + Γ k

b k = Ψk ΠT Ξk .
and Ψ
k

Note that this compact formulation allows for φk to vary at each iteration and can accommodate
for both rank-one and rank-two updates.
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Inverses. In addition, we derived the compact representation for the inverse, Hk+1 of Bk+1 .
Specifically,
fk M
fT ,
e kM
Hk+1 = H0 + Ψ
k

e k = (Sk H0 Yk )ΠT Ξk , and
where H0 = B0−1 , Ψ
k
fk ≡
M




−1
Γk
Dk + Rk + Γk
T
T
−Ξk Πk
Πk Ξk
.
Dk + RkT + Γk Dk + Γk + YkT H0 Yk

(4)

The compact representation for the inverse of a quasi-Newton matrix can be used to efficiently solve
linear systems.
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Revisiting the Perfect Shift Strategy in the Implicitly Shifted QR Algorithm
Nicola Mastronardi, Paul Van Dooren
Abstract
In this talk we revisit the Implicit–Q Theorem [1] and analyze the the problem of performing a QRstep on an unreduced Hessenberg H matrix when we know an “exact” eigenvalue λ0 of H. Under
exact arithmetic, this eigenvalue will appear on diagonal of the transformed Hessenberg matrix
H̃ and will be decoupled from the remaining part of the Hessenberg matrix, thus resulting in a
deflation. But it is well known that in finite precision arithmetic the so-called perfect shift could
get blurred and the eigenvalue λ0 can not be deflated and/or is perturbed significantly [3, 6]. In
this talk we develop a new strategy for computing such a QR step so that the deflation is indeed
successful. The method is based on the preliminary computation of the corresponding eigenvector
x such that the residual (H − λ0 I)x is sufficiently small. The eigenvector is then transformed to a
unit vector by a sequence of Givens transformations, which are also performed on the Hessenberg
matrix. Such a QR step is the basic ingredient of the QR method to compute the Schur form,
and hence the eigenvalues of an arbitrary matrix. But it also is a crucial step in the reduction of a
general matrix A to its Weyr form [2, 4]. It is in fact this last problem that lead to the development
of this new technique [5].

References
[1] G. H. Golub and C. F. Van Loan, Matrix Computations, 4th ed., (2013) Johns Hopkins University
Press, Baltimore, MD, USA.
[2] N. Guglielmi, M. L. Overton and G. W. Stewart, An Efficient Algorithm for Computing the
Generalized Null Space Decomposition, SIAM J. Matrix Anal. Appl., 36 (2015), pp. 38–54.
[3] D. Kressner, On the use of larger bulges in the QR algorithm, Electron. Trans. Numer. Anal., 20 (2005),
pp. 50–63.
[4] N. Mastronardi and P. Van Dooren, Computing the Jordan structure of an eigenvalue, (2016),
manuscript.
[5] N. Mastronardi and P. Van Dooren, Revisiting the perfect shift strategy, (2016), manuscript.
[6] D. S. Watkins, The Matrix Eigenvalue Problem, (2007) SIAM, Philadelphia, PA, USA.

Go back to Tuesday’s schedule.

Go back to Parallel Talks #3.

196

Go back to speaker index.

Spectral Analysis and Numerical Methods
for Space-Fractional Diffusion Equations
Mehdi Dehghan, Marco Donatelli, Mariarosa Mazza, Hamid Moghaderi, Stefano Serra-Capizzano
Abstract
In the last decade Fractional Diffusion Equations (FDEs) have gained a lot of attention in a broad
scientific community, including researchers in a wide range of applicative fields like finance, biology,
turbulent flow, and image processing. The reason essentially relies on the fact that a proper noninteger parameter, the so-called fractional derivative order, can be tuned in order to model enhanced
diffusivity, which can be regarded as a realistic representation of specific physical phenomena. In
more detail, a standard diffusion equation becomes a time-FDE when the first order derivative in
time is replaced by a fractional derivative in the Caputo form and/or a space-FDE when the second
order derivatives in space are replaced by the fractional Riemann-Liouville derivatives (see e.g. [10]
for precise definitions of fractional derivatives).
The price to be paid for this improved physical description of the considered phenomenon is a more
difficult analytical study. Actually, closed-form solutions for FDEs are rarely available and various
numerical discretization methods for FDE problems have recently been proposed. Among them, we
are interested in local schemes like Finite Differences (FD) [7, 14] and Finite Volumes (FV) [15]. It
is worth noticing that, even with the use of such local methods, the nonlocal nature of the fractional
operators lead to dense linear systems to be solved, which means that also a numerical approach
for FDE problems is not at all trivial. Fortunately, as already observed in [16] for FD and in [15]
for FV, the resulting matrices have a Toeplitz-like structure, in the sense that they are expressed
as a sum of products between diagonal and dense Toeplitz matrices. As a consequence, the storage
requirement is reduced from O(N 2 ) to O(N ) and the complexity of the matrix-vector product from
O(N 2 ) to O(N log N ), where N is the mesh-size at each time step.
Our contribution in this field is twofold. From one side, we exploit the aforementioned Toeplitz-like
structure in order to perform a spectral analysis of the resulting coefficient matrices. On the other
hand, we use the obtained spectral information for designing efficient solvers and for studying their
convergence properties.
In this view, we make a wide use of spectral tools like symbol of a matrix-sequence and of Generalized
Locally Toeplitz (GLT) matrix-sequences [11]. The former is a function which describes the asymptotic spectral distribution of a sequence of matrices, as the size tends to infinity. In other words, an
evaluation of the symbol over a uniform equispaced gridding in the domain leads to a reasonable
approximation of the singular values/eigenvalues, when the matrix-size is sufficiently large. The latter is an algebra of matrix-sequences obtained as a combination of diagonal and Toeplitz matrices
and can be seen as a tool for computing the symbol and then for retrieving spectral information on
the considered matrix.
As a byproduct of the effectiveness of this spectral approach when dealing with FDE problems,
we show its application in various settings: FD and FV discretizations, 1D and multiD settings,
time-dependent and steady-state problems. In this regard, in the following we briefly summarize
the novelty introduced by our work.
• FD discretization, 1D time-dependent FDE problems.

In [3] for the first time we recognize in the Toeplitz-like structure of the time-dependent
1D space-FDEs linear systems a GLT sequence and then use the GLT machinery to study
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its singular value/eigenvalue distribution as the matrix-size diverges. The obtained spectral
information is employed to propose two competitive tridiagonal structure preserving preconditioners for Krylov methods and to analyse known methods of preconditioned Krylov and
multigrid type, with both positive and negative results.
In more detail, we show that the superlinear convergence in the constant coefficient case of
the Conjugate Gradient for Normal Residual (CGNR) method with circulant preconditioning
proposed in [6] cannot be replicated by any Krylov method in the nonconstant coefficient
case, while the optimality in the constant and equal coefficient case of the multigrid in [8]
is preserved also when dealing with nonconstant coefficients, under the only hypothesis that
they are uniformly bounded and positive.
Moreover, thanks to known results on multilevel circulant preconditioners [13] and on multigrid methods for multilevel matrix algebras [12, 1], we expect the same behaviour of both
preconditioned Krylov and multigrid methods also in the multiD framework.
It is in the light of these results that in our ongoing works (to be briefly summarized below)
we focus on multigrid strategies (possibly used as preconditioners).
• FD discretization, 2D time-dependent FDE problems.
In [2] we extend the spectral approach presented in [3] also to 2D time-dependent FDEs
discretized with the second order accurate FD scheme proposed in [14]. The retrieved spectral
information is used to prove that a two-grid with classical linear interpolation as grid transfer
operator and damped-Jacobi as smoother has a linear convergence rate.
Moreover, a look forward the V-cycle convergence suggests that the linear interpolation prolongator is powerful enough to work also under some perturbations and indeed, in the numerical
experiments, we show that when used as preconditioner for Generalized Minimal Residual
(GMRES) method, the proposed geometric multigrid implies optimal convergence. Finally,
a comparison with the preconditioner defined by the incomplete LU factorization of a band
approximation proposed in [5] shows that our multigrid requires a lower number of iterations
and less computational time.
• FV discretization, 1D and 2D steady-state FDE problems.
In [4] we consider a FV discretization of a steady-state FDE and give a detailed spectral
analysis of the resulting sequence of coefficient matrices as a function of the matrix-size and of
the fractional parameter: once again this is done by using the theory of GLT matrix sequences.
By exploiting some analytical features of the GLT symbol, we obtain spectral information that
can be used for designing an efficient multigrid solver. In particular, we opt for a geometric
multigrid with rediscretization at each level and show by several numerical tests that it is
optimal. Furthermore, as expected, in contrast to what happens with the recently proposed
[9] scaled-circulant preconditioner for Krylov-type methods, the optimality of our multigrid is
preserved also in the 2D setting.
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Can We Solve Nonlinear Eigenvalue Problems?
Karl Meerbergen
Abstract
Let A(λ) be an n × n matrix whose entries are functions in λ. The nonlinear eigenvalue problem is
defined as finding pairs (λ, x) ∈ C × Cn , with x 6= 0 so that
A(λ)x = 0.
The last decade the number of applications is increasing. In physics, the Schroedinger equation
for determining the bound states in a semiconductor device, introduces terms with square roots of
different shifts of the eigenvalue:
√

(A0 + λI + EL ei∆x

λ−µL

+ ER ei∆x

√

λ−µR

)x = 0.

In mechanical and civil engineering, new materials often have nonlinear damping properties. For
the vibration analysis of such materials, this leads to nasty functions of λ in the system matrix.
One particular example is the sandwhich beam problem, where a layer of damping material is
sandwhiched between two layers of steel:


G0 + G∞ (iλτ )α
2
Ke +
K
−
λ
M
x = 0,
v
1 + (iλτ )α
where Ke and M are the stiffness and mass matrices, respectively, G0 , G∞ , τ and α are material
properties that are obtained from measurements. A last example is the stability analysis of the
noise produced by burners in a combustion chamber. The burners lead to a boundary condition
with delay terms (exponentials of the eigenvalue):
Kp − λ2 M p = eiλτ C(λ)p.
We often receive the question: “How can we solve a nonlinear eigenvalue problem?” Therefore we
decided to write an abstract and explain the different steps, which have to be taken. This talk
reviews research results with Stefan Güttel, Roel Van Beeumen, Wim Michiels and Elias Jarlebring.
We first give an overview of the different methods that we have considered. Newton’s method
and variations such as residual inverse iteration have been proposed a long time ago [7], but their
convergence is not easy to understand. In addition, these methods can only be used for computing
a single eigenvalue. Several eigenvalues can be computed by embedding the methods in a subspace
method [2], but a small scale nonlinear eigenvalue still needs to be solved on each iteration.
Other methods map the nonlinear eigenvalue problem to a linear one. Contour integration methods
use the Keldysh theorem and ‘moments’ to construct a linear eigenvalue problem whose eigenvalues
correspond to the eigenvalues of A(λ)x = 0 lying inside a closed contour [1]. The moments are
defined as
Z
Ap =
z p A(z)−1 V dz , V ∈ Cn×k , p = 0, 1,
Γ

where the columns of V form the basis of a subspace. The moments A0 and A1 are used to compute
k eigenvalues inside the contour by solving the order k linear eigenvalue problem
V0∗ A1 z = λ(V0∗ A0 )z
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where V0 ∈ Cn×k is chosen so that V0∗ A0 is nonsingular. The integral is computed by the trapezoid
rule and requires the computation of N terms of the form A(z)−1 V .
This talk is devoted to explaining how to use polynomial approximation and linearization in Krylov
methods for solving the nonlinear eigenvalue problem. The solution is performed in three steps:
P
i) Approximate A(λ) by a (rational) polynomial P (λ) = dj=0 Pj φj (λ) where φ0 , . . . , φd forms
a basis of polynomials;
ii) Transform the polynomial P (λ) to a matrix pencil, which we call a linearization;
iii) Solve the linear eigenvalue problem using a (rational) Krylov method.
We now discuss the different steps.
Most problems we encountered during our research on solving nonlinear eigenvalue problems have
the form as shown in the examples above, i.e.,
A(λ) =

m
X

Aj fj (λ)

j=1

where Aj is an n × n matrix and fj a scalar (nonlinear) function. Usually, m is much smaller than
n. The first step consists of approximating each of these scalar functions by a (rational) polynomial of degree d. The coefficients and the degree are determined by an approximation criterion.
The simplest approach is to use a Taylor series or sequentially picking interpolation points near
computed Ritz values, but the best approach is to use global approximation criteria for the region
of interest in the complex plane. We have used results from potential theory for building rational
approximations of the fj s. The combination of the approximations for all fj lead to the polynomial P (λ). The choice of interpolation points and the degree can be fixed in advance following a
global criterion, but they can also be chosen dynamically, using, e.g., a Leja or Leja-Bagby approach
[4]. Other global approximation criteria rely on a spectral discretization [5] or a Chebyshev least
squares approximation [3]. The choice of polynomial basis relies on the chosen criterion. A small
approximation error on fj guarantees a small residual norm for the nonlinear eigenvalue problem.
The second step is writing the polynomial eigenvalue problem as a linear one. All matrix polynomials
first need to be written in the form
P (λ) =

d−1
X
j=0

(Aj − λBj )φj (λ).

With the polynomial basis, a (d − 1) × d linear pencil M − λN is associated, so that (M −
λN )[φ0 , . . . , φd−1 ]T = 0. This leads to the following linearization of the matrix polynomial, which
we call the CORK-linearization:


(A0 − λB0 ) · · · (Ad−1 − λBd−1 )
A − λB =
(M − λN ) ⊗ I
For a strong linearization the pencil A − λB has the same eigenvalues as P (λ), which are approximations to eigenvalues of A(λ).
The third step is the solution of the linear matrix pencil. Since the dimension is nd × nd, standard
Krylov methods may not be suitable: the storage cost of the iteration vectors may be unacceptably
high. The Compact Rational Krylov algorithm (CORK) [6][8] represents the iteration vectors in a
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compact form, using the fact that there is a large amount of redundancy in the iteration vectors. In
fact, k iteration vectors of length nd can be represented by d + k vectors of length n. We will show
several numerical examples illustrating the effectiveness of the method, including the use of implicit
restarting and locking. The computational cost of CORK is mainly dominated by the number of
sparse LU factorizations of A(λ). We will show how the strong features of CORK and contour
integration methods can be combined.
Finally, we will discuss open problems for solving nonlinear and polynomial eigenvalue problems.
First, scaling of the system matrices may influence the accuracy of the construction of Krylov spaces.
We are not aware of any results for polynomial eigenvalue problems. Second, rational polynomials
are key for good approximations of nonlinear functions. Yet, the rational eigenvalue problem is still
not well understood, as well as their linearizations.
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The Distance to Instability for Port-Hamiltonian Systems
Christian Mehl, Volker Mehrmann, and Punit Sharma
Abstract
Port Hamiltonian (PH) systems are an important concept in energy based modeling of dynamical
systems [3]. Linear constant coefficient input-state-output PH systems have the form
ẋ = (J − R) Qx + (B − P )u,
y =

(1)

H

(B + P ) Qx + (S + N )u,

where x is the state, u the input, and y the output. The Hamiltonian, i.e., the function x 7→ xH Qx
with Q = QH ∈ Cn,n being positive definite, describes the energy of the system; J = −J H ∈ Cn,n is
the structure matrix describing the energy flux among energy storage elements within the system;
R = RH ∈ Cn,n is the dissipation matrix describing energy dissipation/loss in the system; B ± P ∈
Cn,m are the port matrices, describing the manner in which energy enters and exits the system, and
the matrix S + N , with S = S H ∈ Cm,m and N = −N H ∈ Cm,m , describes direct feed-through
from input to output. In a PH system the matrices R, P , and S must satisfy
"
#
R
P
≥ 0;
(2)
K=
PH S
i.e., K is symmetric positive semidefinite. In particular, R must also be positive semidefinite.
One of the major advantages of the PH formulation is that system properties are encoded in an
algebraic way. For instance, the algebraic structure of PH systems guarantees that the system is
automatically stable and passive.
In this presentation the question is discussed when a linear constant coefficient PH system is on the
boundary of the region of asymptotic stability, i.e., when it has purely imaginary eigenvalues, or
how much it has to be perturbed to be on this boundary. For unstructured systems this distance
to instability (stability radius) is well-understood. In this work, explicit formulas for this distance
under structure-preserving perturbations are determined, [1].
These results are for the case of complex matrices, but if the system has real coefficients, then
one would also restrict the perturbations to be real. Even for unstructured systems the explicit
construction of the real distance to instability (real stability radius) has been a challenging problem.
We also discuss this real distance under different structured perturbations to the dissipation term
that preserve the PH structure and we derive explicit formulas for this distance in terms of low rank
perturbations, [2].
It is also shown (via numerical examples) that under structure-preserving perturbations the asymptotical stability of a PH system is much more robust than under general perturbations, since the
distance to instability can be much larger when structure-preserving perturbations are considered.
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Bounds on Polynomial Eigenvalues
from Extensions and Generalizations of Scalar Polynomial Zero Bounds
Aaron Melman
Abstract
Matrix polynomials appear in generalized eigenvalue problems where a nonzero v ∈ C
I and a complex
number z are sought such that P (z)v = 0, with
P (z) = An z n + An−1 z n−1 + · · · + A0 ,

(1)

and the coefficients Aj are m × m complex matrices. We will assume throughout that P is regular,
namely, that detP (z) is not identically zero. If An is singular then there are infinite eigenvalues and
if A0 is singular then zero is an eigenvalue. There are nm eigenvalues, including possibly infinite
ones. The finite eigenvalues are the solutions of detP (z) = 0. The familiar (linear) eigenvalue
problem is obtained as a special case when n = 1 and An = I.
Bounds on polynomial eigenvalues can be useful, e.g., for their computation by iterative methods,
when computing pseudospectra, or in the analysis of engineering problems. An extensive list of
such bounds can be found in [3], in which the authors systematically generalize results for scalar
polynomials to correponding results for matrix polynomials. Although such scalar results are useful
as a guide to construct their matrix counterparts, the actual proofs of these generalizations are
(necessarily) quite different. What we propose follows a similar pattern, although we consider apparently relatively unknown results for scalar polynomials, refine and extend some of them, and
then generalize them to matrix polynomials. Contrary to many existing bounds, these eigenvalue
localization results can be further improved iteratively to achieve significant improvements of existing bounds, like the ones in [3], sometimes by orders of magnitude. Some of this material was
published very recently and some of it is still under review as of this writing.
We now explicitly list the localization theorems for scalar polynomial zeros mentioned above before
generalizing them to localization results for matrix polynomial eigenvalues. Throughout, a scalar
polynomial is of the form p(z) = an z n + an−1 z n−1 + · · · + a1 z + a0 with aj ∈ C,
I while a matrix
polynomial is as in (1). We exclude the trivial case of a monomial.
The first theorem is a classical result by Cauchy ([2], [4, Th.(27,1), p.122 and Exercise 1, p.126]):
Theorem 1 (Cauchy 1829)
All the zeros of p lie in |z| ≤ r, where r is the unique positive solution of
|an |xn − |an−1 |xn−1 − · · · − |a1 |x − |a0 | = 0 .
Definition 1
r is the “Cauchy radius” of p.
The following theorem, due to Pellet ([7], [4, Th.(28,1), p.128]), of which the previous theorem can
be considered a limit case, sometimes allows the zeros of a polynomial to be separated into disjoint
sets.
205

Theorem 2 (Pellet 1881)
Let a` 6= 0 for some ` with 1 ≤ ` ≤ n − 1, and let
|an |z n + |an−1 |z n−1 + · · · + |a`+1 |z `+1 − |a` |z ` + |a`−1 |z `−1 + · · · + |a0 |
have two distinct positive roots ρ1 and ρ2 with ρ1 < ρ2 . Then p has exactly ` zeros in or on the
circle |z| = ρ1 and no zeros in the annular ring ρ1 < |z| < ρ2 .
Definition 2
ρ1 and ρ2 are the “Pellet radii” of p.
The following theorem is an improvement of Theorem 1 and does not appear to be widely known.
It is Theorem 8.3.1 in [8], which we state next.
Theorem 3 (Rahman and Schmeisser 2002)

Denote by k the smallest positive integer such that an−k 6= 0 and define q(z) = an z k − an−k p(z).
Then:
(1) the Cauchy radius of q is not larger than the Cauchy radius of p;
(2) if ∀j : aj 6= 0, then the Cauchy radius of q is strictly smaller than the Cauchy radius of p, unless
p has a zero of modulus equal to its Cauchy radius.
This theorem can be applied repeatedly to obtain even better bounds. We also have the following
improvement of Theorem 1.
Theorem 4 (Melman 2016)

For a monic polynomial p, define q1 (z) = an z 2 − an−1 z − (an−2 − a2n−1 ) p(z) and
q2 (z) = an z 3 − an−1 z 2 − (an−2 − a2n−1 )z + an−1 (a2n−1 − 2an−2 ) p(z). Then the Cauchy radii of q1
and q2 are not larger than the Cauchy radius of p.
Pellet’s theorem was also improved, although much more recently, in the following theorem from [6].

Theorem 5 (Melman 2016)
Let a` 6= 0, 1 ≤ ` ≤ n − 1, and let p have Pellet `-radii ρ1 and ρ2 , for which 0 < ρ1 < ρ2 . Denote by
k the smallest positive integer such that a`−k 6= 0, and define q(z) = a` z k − a`−k p(z). Then the
following holds.
(1) The polynomial q has Pellet (` + k)-radii σ1 and σ2 that satisfy 0 < σ1 ≤ ρ1 < ρ2 ≤ σ2 , and p
has exactly ` zeros in or on the circle |z| = σ1 and no zeros in the open annular ring σ1 < |z| < σ2 .
(2) If all the coefficients of p are nonzero, then 0 < σ1 < ρ1 < ρ2 < σ2 unless p has zeros of modulus
ρ1 and ρ2 .
As before, this theorem too can be applied repeatedly. Moreover, it can sometimes allow one to
separate sets of zeros when Theorem 2 cannot.
Theorem 8.4.6 in [8] derives a zero inclusion region for a polynomial in a weakly interlacing generalized basis, i.e., a basis where the zeros of successive basis polynomials weakly interlace. Examples
of this are bases of orthogonal polynomials defined by a three-term recurrence relation, such as
Legendre, Chebyshev, or Hermite polynomials. The theorem contains Theorem 1 as a special case.

206

Theorem 6 (Rahman and Schmeisser 2002)
Let {qj }+∞
j=0 be a weakly interlacing system, where qj is a polynomial of degree j. Denote
P by Jj the
smallest interval containing the zeros of qj . Then all the zeros of the polynomial f (z) = nj=1 aj qj (z)
of degree n lie in the domain


Sn (ρ) := z ∈ C
I : min |z − ξ| ≤ ρ ,
ξ∈Jn

where ρ is the Cauchy radius of
zeros are bounded by ρ.

Pn

j=1 aj z

j.

In particular, the moduli of the imaginary parts of the

More results can be obtained by considering the reverse polynomial, whose zeros are the reciprocals
of the given polynomial.
Each of the above theorems can be generalized to matrix polynomials. To avoid tedious repetition,
we mention just Theorem 2, its improvement (Theorem 5), and the extension and generalization
of Theorem 6. The matrix norms appearing in these theorems can be any matrix norm. We begin
with the generalization of Pellet’s theorem from [1] and [5]:
Theorem 7 (Bini, Noferini, and Sharify - Melman 2013)
Let A` be nonsingular for some ` with 1 ≤ ` ≤ n − 1, and let the real polynomial An xn +
−1 `
x + A`−1 x`−1 + · · · + A1 x + A0 have two distinct
An−1 xn−1 + · · · + A`+1 x`+1 − A`−1
positive roots ρ1 and ρ2 with ρ1 < ρ2 . Then det(P ) has exactly `m zeros in or on the circle |z| = ρ1
and no zeros in the open annular ring ρ1 < |z| < ρ2 .
Its improvement, which can be found in [6], is stated next.
Theorem 8 (Melman 2016)
Let A` be nonsingular, and let P have Pellet `-radii ρ1 and ρ2 , where 1 ≤ ` ≤ n − 1 and 0 <
ρ1 < ρ2 . Denote by k the smallest positive integer such
that A`−k is not the null matrix, let


(L)
k
A` A`−k = A`−k A` , and define Q (z) = A` z − A`−k P (z) and Q(R) (z) = P (z) A` z k − A`−k .
= A−1
If A−2
`
`
(L)
σ2 ,

A`

−1

(L)

, then Q(L) has Pellet (` + k)-radii σ1

(L)

(L)

and σ2 , satisfying 0 < σ1

ρ1 < ρ2 ≤
and det(P ) has exactly `m zeros in or on the circle |z| =
(L)
(L)
open annular ring σ1 < |z| < σ2 . An analogous result holds for Q(R) .

(L)
σ1 ,

≤

and no zeros in the

Finally, the next theorem is the generalized version of an extension of Theorem 6 that covers not
only weakly interlacing bases, but also Newton bases and more general ones, for which the zeros of
successive basis polynomials need not be related.
Theorem 9 (Melman 2016)
Let {qj }nj=0 be a scalar polynomial basis, where qj is a polynomial of degree j for j = 1, . . . , n,
and denote by rij the ith zero of qj (i ≤ j). If for every j ≥ 0 there exist nonnegative numbers
P
(j)
(j)
(j)
α1 , . . . , αj so that ji=1 αi ≤ γ, with γ > 0, and, for z 6= rij ,
j

(j)

X α
qj−1 (z)
i
≤
,
qj (z)
|z − rij |
i=1

then the eigenvalues of the regular matrix polynomial
P (z) = An qn (z) + An−1 qn−1 (z) + . . . A1 q1 (z) + A0 q0 (z) ,
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(2)

with Aj ∈ C
I m×m and An nonsingular, are contained in the union of the at most n(n + 1)/2 disks
R=

n
[

i,j=1
i≤j

{z ∈ C
I : |z − rij | ≤ γρ} ,

Pn
j
where ρ is the Cauchy radius of
j=0 Aj z for any matrix norm. Moreover, if the region R is
composed of disjoint components, then each component contains m times as many eigenvalues of P
as it contains zeros of qn .
We illustrate the usefulness of all these eigenvalue inclusion regions at the hand of numerous examples taken from the engineering literature.
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A Subspace Framework for Large-Scale H∞ Norm Computation
Emre Mengi, Nicat Aliyev, Peter Benner, Matthias Voigt
Abstract
Our work concerns the computation of the H∞ norm of any analytic matrix valued function of the
form
H : Ω → Cp×m , H(s) := C(s)D(s)−1 B(s),
(1)
where
B : Ω → Cn×m ,
p×n

,

n×n

,

C:Ω→C

D:Ω→C

B(s) := f1 (s)B1 + · · · + fκB (s)BκB ,
C(s) := g1 (s)C1 + · · · + gκC (s)CκC ,

(2)

D(s) := h1 (s)D1 + · · · + hκD (s)DκD .

Here, Ω ⊇ C+ := {s | Re(s) > 0} is an open set, fj , gk , h` : Ω → C are given analytic functions, and
Bj , Ck , D` denote given complex matrices of size n × m, p × n, n × n, respectively. Denoting the
largest singular value of H(s) with σ1 (s), we consider the computation of the H∞ norm
kHk∞ :=

sup kH(s)k2 = sup σ1 (iω)
ω∈R

s∈C+

in the large-scale setting when n is extremely large and m, p are much smaller. In particular, we
propose a subspace framework designed to cope with such large-scale problems.
Our framework is fairly general. In particular, it encompasses the H∞ norm of a descriptor system
Ex0 (t) = Ax(t) + Bu(t),

y(t) = Cx(t)

(3)

for which H(s) = C(sE − A)−1 B, and the H∞ norm of a delay system
0

Ex (t) = A0 x(t) +

κ
X
j=1

Aj x(t − τj ) + Bu(t),

y(t) = Cx(t),


−1
P
with given delay parameters τ1 , . . . , τκ ∈ R+ , for which H(s) = C sE − A0 − κj=1 e−sτj Aj
B.
The H∞ norm is an important quantity in various subfields of control theory, for instance in robust
control theory due to its relation with distance to instability under structured perturbations, in H∞
optimization and in the design of a feedback stabilizer.
We are partly inspired by the subspace framework [6] for the optimization of a prescribed eigenvalue
of a square Hermitian analytic matrix-valued function with large dimensions. However, in contrast,
here the matrix H(s) = C(s)D(s)−1 B(S) ∈ Cp×m is small, and the large-scale nature is hidden
in D(s) ∈ Cn×n . For instance, let us consider the descriptor system (3) for a moment, where n
corresponds to the dimension of the state x(t). Restricting the state-space to a small subspace V,
say `  n dimensional, and applying the Petrov-Galerkin conditions w.r.t. another subspace W of
dimension ` lead to
W ∗ EV x
e0 (t) = W ∗ AV x
e(t) + W ∗ Bu(t),

y(t) = CV x
e(t),

e
with the associated reduced transfer function H(s)
= CV (sW ∗ EV − W ∗ AV )−1 W ∗ B, where the
columns of V, W form orthonormal bases for V, W, and where now the middle factor is ` × `.
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These observations can be extended to the general framework of (1) and (2). In particular, for two
subspaces V, W of dimension `  n and matrices V, W whose columns form orthonormal bases for
these subspaces, we define the reduced matrix-valued function by
H W,V : Ω → Cp×m ,
where

e D(s)
e −1 B(s),
e
H W,V (s) := C(s)

e
B(s)
:= f1 (s)W ∗ B1 + · · · + fκB (s)W ∗ BκB ,
e
C(s)
:= g1 (s)C1 V + · · · + gκ (s)Cκ V,
C

C

e
D(s)
:= h1 (s)W ∗ D1 V + · · · + hκD (s)W ∗ DκD V.

Denoting the largest singular value of H W,V (s) with σ1W,V (s), our subspace framework chooses the
subspaces V, W so as to satisfy the Hermite interpolation properties
h
i0
ω ) and σ10 (ie
ω ) = σ1W,V (ie
ω ),
(4)
σ1 (ie
ω ) = σ1W,V (ie
at certain points ie
ω on the imaginary axis. For simplicity for the rest, let us assume m = p, even
though the discussion below extends to the cases m > p, m < p as well. Under this assumption,
and by exploiting a result in [3], we show that the inclusions
n
∗ o


⊆ W,
Col D(ie
ω )−1 B(ie
ω) ⊆ V
and
Col C(ie
ω )D(ie
ω )−1

yield the desired interpolation properties (4). Consequently, we propose the greedy subspace framework given below. Observe that the framework repeatedly computes the H∞ norms of reduced
ω (1) ← a point
n in Ω.
∗ o
2: W1 ← Col
C(iω (1) )D(iω (1) )−1
.


3: V1 ← Col D(iω (1) )−1 B(iω (1) ) .
4: for k = 2, 3, . . . n
do
o
W
,V
(k)
5:
ω ← arg max σ1 k−1 k−1 (iω) | ω ∈ R .
n
 o
fk ← Col C(iω (k) )D(iω (k) )−1 ∗ .
6:
W


ek ← Col D(iω (k) )−1 B(iω (k) ) .
7:
V
fk and Vk ← Vk−1 ⊕ V
ek .
8:
Wk ← Wk−1 ⊕ W
9: end for
1:

matrix-valued functions on line 5. To expand the subspaces, it employs the factors of the full
matrix-valued function H at a maximizer of the reduced problem. We solve these reduced problems
on line 5 by means of the Boyd-Balakrishnan algorithm [5] specifically for the descriptor systems,
and by the algorithm for eigenvalue optimization described in [7] (in particular by means of the
software eigopt [8] for eigenvalue optimization) in the general setting. It should also be noted that
the main computation burden stems from lines 2, 3 as well as 6, 7, which require solutions of large
linear systems. In comparison, the solution of the reduced problem on line 5 is extremely cheap, as
it requires the computation of the largest singular values of small matrices.
On the theoretical side, regarding the proposed framework, we establish a superlinear rate of convergence result w.r.t. subspace dimension. More precisely, assuming that ω (k) converges to a local
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maximizer ω∗ such that σ1 (iω∗ ) is simple, σ100 (iω∗ ) 6= 0 and under mild assumptions, we prove
|ω (k+1) − ω∗ |

≤ν
|ω (k) − ω∗ | · max |ω (k−1) − ω∗ |, |ω (k) − ω∗ |

for some constant ν independent of ω (1) . We observe this superlinear convergence in practice,
as indeed after only a few subspace iterations we typically reach accuracy close to the machine
precision. The speed-ups compared to existing techniques are remarkable. This is illustrated in the
table below w.r.t. a recent method in [4] on standard data commonly used for the model order
reduction of descriptor systems. In this table, niter represents the number of subspace iterations,
in the PSA and SF column the runtimes by the algorithm in [4] and by the proposed subspace
framework, respectively, are listed. The speed-ups are reported in the last column.

example
bips07_2476
bips07_3078
descriptor_xingo6u
filter3D
mimo8x8_system
mimo28x28_system
poisson_200
ww_vref_6405
xingo_afonso_itaipu
xingo3012

n
16861
21128
20738
106437
13309
13251
40000
13251
13250
20944

m
4
4
1
1
8
28
9
1
1
2

p
4
4
6
5
8
28
9
1
1
2

niter
6
7
9
2
6
8
6
4
5
6

runtime in
PSA
167.70
110.68
67.02
36731.97
71.19
71.43
284.81
34.77
46.04
98.80

seconds
SF
4.29
5.87
3.27
487.82
7.09
47.73
25.89
0.35
0.61
2.28

ratio
39.09
18.86
20.50
75.29
10.04
1.50
11.00
99.34
75.48
43.33

The proposed subspace framework converges to a local maximizer of σ1 (iω). We explain this partly
by employing a fixed-point argument, and on a simplified variant of the proposed framework. Finally,
we discuss how stagnation at a local maximizer can be overcome. To this end, we benefit from
the implicit determinant method [1], which serves as a tool to check whether the converged local
maximizer is indeed a global maximizer or not. Some details of this talk is available in the paper
[2], but the talk will go beyond in issues such as local convergence and overcoming stagnation at a
local maximizer.
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Solving Stochastic Linear Quadratic Optimal Control Problems
Hermann Mena, Tobias Damm, Tony Stillfjord
Abstract
The stochastic linear quadratic regulator (SLQR) problem in finite dimensions has been first studied by Kushner (1962) [12]. Control problems with stochastic coefficients and the corresponding
backward stochastic Riccati equations (BSREs) have been treated in the finite-horizon and finitedimensional case by many authors, see e.g. [3, 11]. In [15] can be found a complete treatment of the
SLQR problem in finite dimensions along with a feedback characterization of the optimal control
via a matrix Riccati equation. Note that although this equation is called stochastic Riccati equation
(SRE), it is a deterministic differential matrix equation. Thus, the feedback relation between the
optimal control and the optimal state is deterministic, even though both are random processes.
We focus on the finite horizon SLQR control problem. For a one-dimensional Brownian motion this
problem consists of the controlled state equation
dx(t) = [A(t)x(t) + B(t)u(t) + b(t)] dt + [C(t)x(t) + D(t)u(t) + d(t)] dW (t),
x(0) = y ∈ Rn , t ∈ [0, T ]

(1)

and the performance index
Z
1  T
J(u) = E
(hQ(t)x(t), x(t)i + 2hSx(t), u(t)i + hR(t)u(t), u(t)i)dt
2
0

+ hGx(T ), x(T )i .

(2)

The objective is to find the minimum of the functional J over all possible controls u subject to
the condition that x satisfies the state equation (1), where T > 0, A, B, C, D, d are deterministic
matrix-valued functions of suitable dimensions A, C ∈ L∞ ((0, T ), Rn×n ), B, D ∈ L∞ ((0, T ), Rn×k ),
b, d ∈ L2 ((0, T ), Rn ) and W (t) is a Brownian motion defined on (Ω, F, P) over t ∈ [0, T ]. We
assume Q ∈ L∞ ((0, T ), S n ), S ∈ L∞ ((0, T ), Rk×n ) and R ∈ L∞ ((0, T ), S k ), G ∈ S n and that all
the coefficients depend on time t. Some of these assumptions can be weakened, [15].
If the SLQR problem is well-posed it can be reduced to that of solving the SRE and the backward
stochastic differential equation (BSDE). The SRE has the form


Ṗ = −(AT P + P A + Q + C T P C−


T




− B T P + S + DT P C (R + DT P D)−1 B T P + S + DT P C ),
(3)
for a.a. t ∈ [0, T ],



P
(T
)
=
G,


 R(t) + D(t)T P (t)D(t) > 0 for a.a. t ∈ [0, T ],

and the BSDE

T

ϕ̇ + A − B(R + DT P D)−1 (B T P + S + DT P C) ϕ+


T

+ C − D(R + DT P D)−1 (B T P + S + DT P C) P d + P b = 0,

for a.a. t ∈ [0, T ]



ϕ(T ) = 0.
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(4)

The above derivation requires that R(t)+D(t)T P (t)D(t) is invertible. The existence and uniqueness
of the solutions to these equations are available only for certain special cases. In many applications,
there is no multiplicative noise associated with the control input u, i.e. D = 0, and there is no
weighted cross term in the cost functional, i.e. S = 0. In this case, the SRE (3) has the simplified
form

Ṗ = −(AT P + P A + Q + C T P C − P BR−1 B T P ),



for a.a. t ∈ [0, T ],
(5)
P (T ) = G,



R(t) > 0 for a.a. t ∈ [0, T ].

Note that we can solve (5) forward in time, i.e. P (0) = G, and in this way set up the equation into
the usual format of an initial value problem.
We discuss the numerical solution of (5) involving multidimensional Brownian, i.e. we study

P
Ṗ = AT P + P A + Q + νj=1 CjT P Cj − P BR−1 B T P,



for a.a. t ∈ [0, T ],

P
(0)
=
G,


R(t) > 0 for a.a. t ∈ [0, T ].

(6)

Our focus is on large-scale problems arising in the numerical treatment of SQLR problems governed
by stochastic partial differential equations. This problem have been consider by many authors
[5, 6, 8, 9, 10]. Most of the results in the literature are theoretical, a good survey of theoretical as
well numerical results can be found in [13].
The numerical solution of the SLQR relies on solving efficiently the associate Riccati equation. For
the deterministic LQR problem, most of the methods for solving differential Riccati equations, e.g.
[2, 7], are based on a low-rank approximation of the solution, and their performance relies on the
rapid decay of the singular values. This phenomenon is observed singular estimate control systems
in applications, and has been studied in detail by e.g. [1, 14]. Here we generalize these methods
for SREs assuming that the decay property also holds. The assumption is verified empirically in
our numerical experiments. Particularly, we propose efficient numerical methods which exploit the
structure and can be applied for large scale systems. They are based on numerical methods for
ordinary differential equations such as Rosenbrock methods, Backward Differentiation Formulas
(BDF) and splitting methods. The performance of our approach is tested in numerical experiments.
This talk is based on [4].
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Super-Converging Ritz Values via p-Hierarchical Inverse Iteration
Agnieszka Międlar, Luka Grubišić, Jeffrey S. Ovall
Abstract
Investigating the behavior of the adaptive finite element eigenvalue and eigenvector algorithms from
the point of view of numerical linear algebra (NLA), is the scope of intensive research in the last
few years. Several theoretical as well as algorithmic results clearly indicate a real necessity of
engaging various NLA techniques into numerical PDE solvers, not only to obtain meaningful and
relevant solutions of the real-world problems, but also to encourage the transition from hardware to
algorithm oriented computational techniques. In this work, we show that an application of just one
implicit inverse iteration step on the computed FEM-Ritz vector not only yields a super-converging
Ritz value, but also significantly reduces the cost of underlying finite element computations.
Let us consider a variational formulation of a PDE eigenvalue problem of the form
Find (λ, ψ) ∈ R × H01 (Ω) such that
a(ψ, v) = λ(ψ, v) for all v ∈ H01 (Ω),

(1)

with ψ 6= 0 for all v ∈ H01 (Ω). In what follows, we restrict our attention to the selfadjoit case,
however, the method is well suited also for nonselfadjoint problems. The bilinear form a(·, ·) is
bounded and coercive, and defines the compact solution operator mapping the function f ∈ L2 (Ω)
to u(f ) ∈ H01 (Ω), i.e., u(ψ) = λ1 ψ. This allows to transform the aforementioned eigenvalue problem
to the boundary value problem of the form
Find u(f ) ∈ v ∈ H01 (Ω) such that
a(u(f ), v) = (f, v) for all v ∈ H01 (Ω).

(2)

Whether using a standard or an adaptive finite element method, the approximate solution is
obtained by solving the problem in the finite dimensional space, e.g.,
n
o
Vp = v ∈ C(Ω) ∩ H01 (Ω) : v|T ∈ Pp for each T ∈ T ,

defined over a conforming, shape-regular partition T of the computational domain Ω ⊂ R2 , with
internal nodes and edges denoted as V, E, respectively. The most common basis for Vp is the socalled Lagrange (nodal) basis, globally continuous, piecewise polynomials of degree at most p (Pp ),
i.e., Vp = span{`p,z }, for node z ∈ V. In contrast, the p-hierarchical basis for Vp contains functions
of various degrees suggested by the corresponding hierarchical splitting [Bank 1996]
Q = V ⊕ W,
with V, W ⊂ H01 (Ω). For the simplicity here we consider the hierarchical splitting of space
o
n
Q = V2 = v ∈ C(Ω) ∩ H01 (Ω) : v|T ∈ P2 for each T ∈ T ,

in the following form

Q = V ⊕ W := V1 ⊕ (V2 \V1 ).
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As a consequence, we have two choices of bases for space Q, i.e., the Lagrange basis
Q = span{`2,z }z∈V ,
and the p-hierarchical basis
Q = span{`1,z }z∈V ⊕ span{be }e∈E ,
with be = 4`1,z `1,z 0 , where z, z 0 are the two vertices of the edge e ∈ E. Thus, the system matrices, i.e.,
HB
LB
HB
stiffness matrices ALB
Q , AQ and mass matrices BQ , BQ , corresponding to the choice of Lagrange
and p-hierarchical basis, respectively, possess the similar block structure

ALB
Q

=



ALB
ALB
11
12
ALB
ALB
21
22



AHB
Q

,

=



AHB
AHB
11
12
AHB
AHB
21
22



.

However, the corresponding blocks of both matrices have severely different properties [Le Borne
LB
and Ovall 2013]. The diagonal blocks ALB
11 , A22 are both well-conditioned, whereas the off-diagonal
blocks are strongly coupled and therefore highly ill-conditioned, which causes problems in the numerical computations. In contrast, the ill-conditioning of AHB
Q is concentrated in the diagonal block
HB
A11 which can be treated numerically very well and the off-diagonal coupling is very mild due to
the strengthened Cauchy-Schwarz inequality between spaces V1 and V2 \V1 [Bank 1996].

In the following, we will denote the system matrices corresponding to the p-hierarchical basis of
the hierarchical splitting of the finite element space V2 = V1 ⊕ (V2 \V1 ) using the following block
structure




A`1,z ,`1,z A`1,z ,be
B`1,z ,`1,z B`1,z ,be
A=
, B=
.
AT`1,z ,be
Abe ,be
B`T1,z ,be
Bbe ,be
Obviously, solving (1) is equivalent to determine eigenpairs (λ, u) ∈ R×Rn \{0} of the corresponding
algebraic eigenvalue problem
Au = λBu,
(3)
where u ∈ Rn is the coordinate vector of the eigenfunction ψ.

However, the properties of the system matrix A and B accordingly, allow to introduce a different
and more effective adaptive finite element eigensolver.
At first, using the hierarchical residual representation presented in [Holst, Ovall and Szypowski
2011] and the hierarchical splitting Q = V ⊕ W of the finite element space, the original problem (2)
is stated the following form
a(b
u(f ), v) = (f, v)

for all v ∈ V,

a(ε(f ), v) = (f, v) − a(b
u(f ), v)

for all v ∈ W,

(4)
(5)

where u
b(f ) ∈ V and ε(f ) ∈ W . Equation (4) determines the solution of the original eigenvalue
problem in the P1 finite element space. This approximation have to be very accurate because of
the ill-conditioning of the A`1,z ,`1,z block. The second equation (5) allows to determine the bubble
residual term ε(f ), which will be used to steer the mesh refinement and improve the P1 finite element
b i.e., the new hierarchically enhanced eigenfunction approximation will be given as
eigenfunction ψ,
b
ψ + ε.
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In the language of the numerical linear algebra, the solution of (4) will be obtained by solving the
algebraic eigenvalue problem
b ` ,` uV ,
A`1,z ,`1,z uV = λB
(6)
1,z 1,z


uV
which is a straightforward consequence of (3) and hierarchical splitting u := uV ⊕ uW =
.
uW

b ψ)
b obtained from (6) be given, or equivalently as (λ,
b uV )
Let the piecewise linear (P1 ) Ritz pair (λ,
in the matrix notation. We define the enhanced eigenvector ψe ∈ Q by the formula
e = uV − αM −1 rW ,
u

e rW the coordinate vector of the
e denotes the coordinate vector of the eigenfunction ψ,
where u
bubble residual term ε(f ) and M is a spectrally equivalent preconditioner for the matrix A. Here
α is the minimal value of the Rayleigh quotient
ρ(x) :=

xt Ax
,
xt Bx

on the two dimensional subspace
span{uV , M −1 rW }.
Finally, the super-converging Ritz value is defined as
e := ρ(e
λ
u).

This construction can be repeated for the complements of higher (even) order polynomials to yield a
structure which is particularly suitable for designing computational algorithms with low complexity.
Moreover, following [Grubišić and Ovall 2009], the presented approach can be extended to the
context of adaptive finite element algorithms. We will illustrate the ability of the method to solve
both the selfadjoint and the nonselfadjoint PDE eigenvalue problems up to the accuracy guaranteed
by the higher order finite elements while keeping the computational cost of the lower finite elements
approximation, i.e., obtaining approximations of the P2 finite elements accuracy within the cost of
P1 finite elements computations.
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A Fast and Scalable Method for Approximating the Real Structured Stability
Radius with Frobenius-Norm Bounded Perturbations
Nicola Guglielmi, Mert Gürbüzbalaban, Tim Mitchell, and Michael L. Overton
Abstract
Consider the linear time-invariant dynamical system with output feedback
ẋ = A x + B w

(1)

z = Cx+Dw

(2)

defined by matrices A ∈ Rn,n , B ∈ Rn,p , C ∈ Rm,n , and D ∈ Rm,p , and where matrix A is
continuous-time stable, that is, α(A) < 0, where α(·) denotes the spectral abscissa, and w is a
disturbance feedback depending linearly on the output. The linear feedback w = ∆ z leads to the
corresponding perturbed system matrix
M (∆) = A + B∆(I − D∆)−1 C

for ∆ ∈ Cp×m .

(3)

If both εkDk2 < 1 and k∆k ≤ ε hold, where the latter is measured in either the spectral norm or
the Frobenius norm, then it is assured that M (∆) is well-defined. Considering the spectrum of (3)
over all possible perturbations ∆ with k∆k2 ≤ ε gives rise to the definition of the ε-spectral value
set:
[
σε (A, B, C, D) :=
σ(M (∆)) : ∆ ∈ Cp×m , k∆k2 ≤ ε .
(4)

If B = C = I and D = 0, (4) simply reduces to the more familiar ε-pseudospectrum of matrix A.
If there exists a λ in σε (A, B, C, D) with Re (λ) ≥ 0, we say that there exists at least one allowable
destabilizing perturbation, with norm at most ε, of the linear dynamical system of (1)-(2), in the
sense that the perturbations given by (3) are structured and do not necessarily permit all possible
perturbations of the system matrix A. This is turn motivates the definition of the ε-spectral value
set abscissa
αε (A, B, C, D) := max {Re (λ) : λ ∈ σε (A, B, C, D)} ,
(5)
as then it is clear that the system of (1)-(2) is asymptotically stable under all permissible perturbations ∆ up to norm ε if and only if αε (A, B, C, D) is negative. The maximal tolerable perturbation
level such that asymptotic stability cannot possibly be violated is known as the complex stability
radius:
n
o
−1
:=
ε?
min kDk2 , sup {ε : αε (A, B, C, D) < 0} ,
(6)

which gives a measure of robustness of the linear dynamical system. Note that it is necessary to take
the minimum of the two values in (6) as there may not be any destabilizing perturbations subject to
the aforementioned constraint that ε kDk2 < 1, in which case the complex stability radius is simply
the supremum of the largest allowable perturbation, measured in the spectral norm. The reciprocal
of (6) is in fact equivalent to the H∞ norm, a well-known and important measure arising in many
applications, such as robust control and model order reduction.
However, as perturbations in most applications can only be real-valued, the complex stability radius may sometimes give an unnecessarily conservative measure of robustness. As a consequence,
there is also interest in computing the corresponding real stability radius, where only real-valued
perturbations are permissible, namely:
n
n
oo
R,k·k
R,k·k
:= min kDk−1
ε?
,
sup
ε
:
α
(A,
B,
C,
D)
<
0
,
(7)
ε
2
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where

n
o
αεR,k·k (A, B, C, D) := max Re (λ) : λ ∈ σεR,k·k (A, B, C, D) ,

(8)

is the real-structured ε-spectral value set abscissa associated with the real-structured ε-spectral value
set
[
σεR,k·k (A, B, C, D) :=
σ(M (∆)) : ∆ ∈ Rp×m , k∆k ≤ ε ,
(9)
for some given norm k·k. For example, for the spectral and Frobenius norms, we have the following
order of inclusion of the corresponding spectral value sets
σεR,k·kF (A, B, C, D) ⊆ σεR,k·k2 (A, B, C, D) ⊆ σε (A, B, C, D),

(10)

and thus the ordering of the stability radius for complex perturbations, real spectral-norm bounded
perturbations and real Frobenius-norm bounded perturbations is:
R,k·k2

ε? ≤ ε?

R,k·kF

≤ ε?

.

(11)

Historically, much of the literature has focused on the case of computing the real stability radius with
spectral-norm bounded perturbations, with [SVDT96] proposing a provably convergent algorithm.
However, as this method requires dense matrix operations with complexities of O(n3 ), and with
significant constant factors, it is impractical for large systems. On the other hand, there has also
been interest in computing the real stability radius with Frobenius-norm bounded perturbations.
In fact, [Bob99, BBD01] presented an algorithm that gives upper and lower bounds for the special
case of B = C = I with D = 0, arguing that the Frobenius norm is both easier to compute and
admits more natural extensions to certain infinite-dimensional control systems.
In this talk we present the first method, to our knowledge, that is generally applicable for approximating the Frobenius-norm bounded real stability radius for the continuous-time dynamical system
(1)-(2) and its discrete-time counterpart (though for brevity, we restrict discussion to the former).
Our method provides upper bounds to the Frobenius-norm bounded real stability radius and in
general, these bounds are locally optimal and often, globally optimal, in which case the resulting
upper bounds are equal to the Frobenius-norm bounded real stability radius. Under reasonable
regularity assumptions, our method converges quadratically and it is suited for both small and
large-scale dynamical systems, provided that in the latter case, the system matrix A permits fast
matrix-vector products (and to a much lesser degree, matrices B, C, and D). As a consequence
of this scalability, and per (11), our method is also applicable for providing upper bounds to the
spectral-norm bounded real stability radius of systems with sufficiently large dimension, where the
standard algorithm of [SVDT96] would not be a computationally viable choice.
A key point underpinning our work is the fact that real-structured ε-spectral value sets can actually
be characterized in terms of perturbations of only at most rank-2:
[
σεR,k·k (A, B, C, D) =
σ(M (∆)) : ∆ ∈ Rp×m , k∆k ≤ ε and rank(∆) ≤ 2
(12)

a result which was first shown for the spectral norm in [QBR+ 95] and which we have extended to the
case of the Frobenius norm (and both of which are in contrast to the case of complex-valued perturbations, where only rank-1 perturbations need be considered and thus the spectral-norm bounded
and Frobenius-norm bounded complex stability radius measures are equivalent). This low-rank
property has enabled the development of several recent scalable iterative algorithms which can approximate the rightmost point of different types of ε-spectral value sets, starting with the special case
of matrix pseudospectra (B = C = I, D = 0) [GO11], followed by a subspace-accelerated variant
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also for pseudospectra [KV14] and then extensions to real-structured pseudospectra [GL13],[GM15],
and finally, to the more general case of ε-spectral value sets with complex perturbations associated
with (1)-(2) [GGO13, MO16] and related descriptor systems [BV14]. Here, we establish a new ODEbased iteration, called RFSVSA: Real Frobenius-norm Spectral Value Set Abscissa, which produces
a sequence of real-valued perturbations ∆k = εUk VkT , with rank(Uk VkT ) ≤ 2 and Uk VkT F = 1,
R,k·kF

such that α(M (εUk VkT )) monotonically converges to an approximation of αε

(A, B, C, D).

Then, to approximate the Frobenius-norm bounded real stability radius, we extend the recently
developed hybrid expansion-contraction (HEC) algorithm for approximating the complex stability
radius [MO16]. Our new algorithm, RFHEC: Real Frobenius-norm HEC, aims to find a locally
minimal (in terms of its Frobenius norm) real-valued destabilizing perturbation of (1)-(2), whose
Frobenius norm, in practice, provides a locally optimal upper bound to the Frobenius-norm bounded
real stability radius. RFHEC accomplishes this through an alternating succession of expansion and
contraction phases, where the expansion phase uses our new RFSVSA iteration to find a permissible
perturbation that corresponds to a locally rightmost point of (9) (for a fixed value of ε), while the
subsequent contraction phase then minimizes the Frobenius norm of the final perturbation computed
by the previous expansion phase. To establish RFHEC’s rate of convergence, we show that RFHEC’s
alternating iteration is actually equivalent to a Newton-based root-finding method with one-sided
convergence, where the solution of each contraction phase replaces the standard Newton step with
an optimally damped or accelerated version. In fact, these modified steps have the potential to
improve upon the quadratic convergence rate of Newton’s method, as opposed to impeding it.
In addition to the theory and techniques underlying our new method, we also present numerical results and new visualizations depicting real Frobenius-norm bounded ε-spectral value sets for several
challenging examples. Furthermore, we detail several acceleration features which we have implemented to reduce the number of eigensolves incurred by RFHEC, which in particular, can help offset
the cost of subroutine RFSVSA’s linear rate of convergence. Finally, we demonstrate SVSTool, our
new graphical tool inspired by EigTool [Wri02] for plotting pseudospectra, to aid in visualizing both
complex-valued and real-valued spectral value sets, with respect to either the spectral or Frobenius
norm.
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New Methods for Difficult Eigenvalue Problems
Ron Morgan
Abstract
We consider Krylov methods for computing eigenvalues and eigenvectors of large matrices. Sorensen’s
Implicitly Restarted Arnoldi [9] was a big advance, but some problems are still very difficult and
better methods are desired. Here we suggest several possible approaches that may be useful for
difficult problems.
For this abstract with figures, go to
https://sites.baylor.edu/ronald_morgan/files/2015/01/HH17-1pkc54v.pdf

1

Two-grid and Multiple-grid Arnoldi

For linear equations that arise from discretization of partial differential equations, multigrid methods
are sometimes very successful. For eigenvalue problems, we give approaches that combine multiple
grids with Krylov methods.
The first approach is called Two-grid Arnoldi. Restarted Arnoldi is applied on the coarse grid, the
eigenvectors are interpolated to the fine grid, then Arnoldi-E [3], a modified version of Arnoldi that
can accept initial approximate eigenvectors, is applied to improve the eigenvectors on the fine grid.
Example 1. We consider a matrix from finite difference discretization of the 2-D convection-diffusion
equation −uxx − uyy + 10ux = λu on the unit square with zero boundary conditions. The discretiza1
tion size is h = 700
, so n = 6992 = 488, 601. We run Arnoldi(30,15) to find 10 eigenvalues with
residual norms below 10−8 . This takes 2375 cycles or 35,640 matrix-vector products. Next, Two1
grid Arnoldi is used with coarse grid discretization size of h = 350
, so dimension of the matrix is
2
349 = 121, 801. Only 665 cycles of Arn(30,15) are required to find the smallest 10 eigenvalues
to accuracy of residual norm below 10−8 . Then the Arnoldi-E method needs 51 cycles on the fine
grid for the eigenvectors to reach the desired level. Multiplying the number of coarse grid cycles by
one-fourth and adding this to the number of fine grid cycles gives 217 fine-grid-equivalent cycles.
This is less than a tenth of regular Arnoldi.
Near-Krylov properties can be used to analyze convergence on the fine grid. This method can be
shown to be effective for problems where standard multigrid fails, such as when there is too much
convection or the spectrum is indefinite.
The next approach is called Multiple-grid Arnoldi. It starts with the coarsest grid, then moves
through the grid levels up to the finest grid (there is no cycling back down the grids).
Example 2. We use a 1-D convection-diffusion equation, with convection of β = 51.2. The size
is n = 4095. Standard Arnoldi(30,15) takes 1574 cycles for 10 Ritz pairs to converge to residual
norm below 10−8 . Two-grid Arnoldi with coarse grid matrix of dimension 255 uses 55.7 fine-gridequivalent cycles. With Multiple-grid Arnoldi, we get down to 9.6 fine-grid-equivalents. So while
Two-grid improves by a factor of 28 compared to regular Arnoldi, Multiple-grid is about 160 times
better than regular Arnoldi. We are getting the significant speedup that is characteristic of multigrid
methods with low convection, but here the convection is higher.
Multiple-grid Arnoldi is not always this successful. For more information, see
https://sites.baylor.edu/ronald_morgan/files/2015/05/MGArnoldi-12a8eza.pdf. This paper has been
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submitted and is joint with Zhao Yang. The other topics in this abstract are all under development.

2

Polynomial Preconditioned Arnoldi

Polynomial preconditioning for both linear equations and eigenvalue problems has been investigated
extensively (see [7, 6] and the references they give), but has not become standard. Here we give
a fairly simple way of polynomial preconditioning Arnoldi that can be very effective for difficult
eigenvalue problems. The preconditioned operator is p(A)A ≡ s(A). If the smallest eigenvalues are
desired, then we find a GMRES polynomial q, and let s(A) = I − q(A). The roots of q are harmonic
Ritz values and they can be used to apply the polynomial with a modified Leja ordering [1].
Example 3. We test with the matrix S1RMQ4M1 from Matrix Market. The size is n = 5489 and the
small eigenvalues are fairly difficult to compute. The goal is to find the smallest 15 with accuracy
of residual norms below rtol = 10−6 . We use restarted Arnoldi(50,20), so the maximum dimension
subspace is m = 50 and k = 20 Ritz vectors are saved at the restart. We break down the costs in
terms of the expense of length-n vector operations (vops) such as dot products and daxpy’s. Each
matrix-vector product (mvp) is estimated to cost 48 vops, because there is an average of 48 non-zeros
per row (of course the mvp cost compared to a vector operation depends on the implementation). We
calculate total cost ≈ 48∗mvps+vops. For regular Arnoldi, the cost of vector operations dominates
the matrix-vector products, but with polynomial preconditioning mvp’s become the bigger expense.
The key point is that the total cost is much lower with polynomial preconditioning. For deg = 25,
the total cost is 44 times less than for regular Arnoldi.
Example 4. We generate a test matrix using finite difference discretization of a convection-diffusion
equation on the unit square with zero boundary conditions. On the bottom half of the square,
the operator is −uxx − uyy + 20ux and on the top half it is −100uxx − 100uyy + 2000ux . We
compare regular Arnoldi to polynomial preconditioning with degree 15 and n = 160, 000. With
total cost ≈ 5 ∗ mvps + vops, the polynomial preconditioning gives 43 times less cost than without
preconditioning. Also we note that the improvement from the polynomial preconditioning increases
as the matrix gets bigger.
Possible instability of this approach for high degree polynomials or irregular distributions of eigenvalues will be discussed.

3

Restart Avoiding Two-phase Method

Krylov methods for solving linear equations have a big advantage compared to computation of
eigenvalues and eigenvectors. It is possible to implement the linear equations solver so that it does
not need to store the basis vectors for the Krylov subspace, and thus the method does not need to
be restarted. Examples of this are the conjugate gradient [2] and minres methods [4] for symmetric
matrices and BiCGStab [10] and IDR [8] for nonsymmetric.
Meanwhile, a method seeking both eigenvalues and eigenvectors needs to save the Krylov basis
vectors and so usually needs to be restarted. We suggest a method that avoids restarting, yet does
not need to save a large basis. There is a significant cost for this: two Krylov subspaces are needed.
So this approach is not useful for easy problems, but potentially is useful when the problem is
difficult enough that large, nonrestarted subspaces give much faster convergence.
The key for this method is that a null vector of a singular matrix B can be computed by solving
224

Table 1: Arnoldi(30,15) vs. Restart Avoiding Two-phase Method.
Matrix size
Arn(30,15) mat-vecs
Two-phase mat-vecs

625
1170
1400

2500
4170
3000

10,000
15,690
6100

40,000
61,245
12,100

Table 2: Arnoldi(80,20) vs. Restart Avoiding Two-phase Method.
Target value
Arn(80,20) mat-vecs
Two-phase mat-vecs

1.99
56,540
8500

2.99
95,540
10,000

3.99
125,720
11,400

the nonsingular system (B + ssT )n = s, where s is a random vector that is assumed to not be
orthogonal to N ulB [5].
The computation of the eigenpairs will be done in two phases:
1) Find the desired eigenvalues with a non-restarted Lanczos method, either symmetric or nonsymmetric. This is possible without storing the subspace, because the eigenvectors are not computed.
2) Find the eigenvectors using solution of a system of linear equations with multiple shifts. Specifically, let the eigenvalues be λi ’s, and let s be a random vector. Then solve the multishifted system
((A + ssT ) − λi I)z i = s. This can use a multi-shifted CG, MinRes, BiCGstab or IDR method that
solves all shifted systems simultaneously. The z i vectors are null vectors of A − λi I and are the
desired eigenvectors of A.
Example 5. For a preliminary test matrix, let A be the diagonal matrix with diagonal entries
0.1, 0.2, . . . , 9.9, 10, 11, 12, . . . , n − 90. We find the 10 smallest eigenvalues to residual norms below
10−8 and compare to Arnoldi(30,15). For the new method, we let the rank-one perturbation have
norm 100. Table 1 has results for matrices of increasing size. As the matrix becomes larger and the
eigenvalue problem becomes more difficult, the Two-phase method becomes relatively more effective.
For a problem four times larger, the number of Arnoldi matrix-vector products increases by a factor
of about four, while the new approach only about doubles.
Example 6. We use the same matrix and search for interior eigenvalues, specifically the 10 eigenvalues nearest to first 1.99, then 2.99 and 3.99. Table 2 has a matrix-vector product comparison
between Arnoldi(80,20) and the Two-phase approach. Arnoldi(80,20) needs many more matrixvector products, especially as we move more to the interior.
While this method shows promise, much development is needed.

4

Eigenvalues of Rank-one Updated Matrices

Joint with Mark Embree, we give a Krylov method for computing eigenvalues of one matrix first
and then of a rank-one perturbation of that matrix. We are able to efficiently continue the Arnoldi
iteration from the original matrix to the perturbed one. The key is that if zi ’s are eigenvectors of
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the original matrix A, then the subspace
Span{z1 , z2 , . . . zb , s, Âs, Â2 s, Â3 s, . . . , Âm−b−1 s}.
is a Krylov subspace for the rank one perturbed matrix Â = A + stT . For difficult problems, this
can significantly improve the computation for the perturbed matrix.
Example 7. We use a matrix of size n = 1002 from a vibrating string. Computation of 10 eigenvalues
takes 698 cycles of Arnoldi(35,15) for the first matrix that corresponds to no damping. Then the
rank-one perturbed matrix from adding damping needs only 102 cycles.
Effectiveness for this approach depends on how much the rank-one perturbation changes the eigenvectors and also how difficult the problem is for regular Arnoldi.

5

Combined Methods

If time permits, we may also discuss combinations of the approaches that have been mentioned. For
example, Google PageRank matrices may benefit from both polynomial preconditioning and the
rank-one method.
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Inner-Iteration Preconditioning for Singular Linear Systems
Keiichi Morikuni
Abstract
Several steps of stationary iterative methods serve as preconditioning for Krylov subspace methods
for solving singular linear systems of equations Ax = b, where A ∈ Cn×n may be singular and
b ∈ Cn . We call such an approach inner-iteration preconditioning in contrast to the Krylov subspace
methods which are outer iterative solvers. The preconditioner is applied to the generalized minimal
residual (GMRES) method [14], since its behavior is fairly well understood in the singular case.
Theoretical and practical justifications for using this approach are presented.
GMRES for Ax = b determines the kth iterate xk such that kb − Axk k = miny∈Kk (A,r0 ) kb − Ayk,
where x0 is the initial iterate, r0 = b − Ax0 , and Kk (A, r0 ) = span{r0 , Ar0 , . . . , Ak−1 r0 } is the
Krylov subspace of order k. In the singular case, GMRES may fail to determine a solution to
Ax = b. We say GMRES breaks down at step k if AKk < Kk or Kk < k. GMRES determines a
solution of a linear system for all b ∈ R(A) and for all x0 ∈ Cn if and only if N (A) ∩ R(A) = {0}
[4], [12], where N (A) = {x ∈ Cn |Ax = 0} is the nullspace of A and R(A) = {y ∈ Cn |y = Ax} is
the range space of A. A matrix A satisfying the condition N (A) ∩ R(A) = {0} is called a group
(GP) matrix. The condition N (A) ∩ R(A) = {0} is equivalent to that the largest size of the Jordan
block of A corresponding to eigenvalue 0 is not larger than one. Now we extend the class of singular
linear systems that GMRES can solve by combining with preconditioners to that of more general
linear systems. This means that even though A does not satisfies N (A) ∩ R(A) = {0}, the inner
iteration preconditioned matrix may be a GP matrix.
It is shown that GMRES preconditioned by the inner iterations determines a solution without
breakdown if the splitting matrix M of A = M −N is nonsingular and the iteration matrix M −1 N for
inner iterations (the inner-iteration matrix) is semiconvergent, i.e., limi→∞ (M −1N )i exists. Hence,
a preconditioned matrix AC (`)P
= I − (M −1 N )` by using ` inner iterations which are semiconvergent
−1
i
−1 is an inner-iteration preconditioning matrix. The
(`)
is a GP matrix, where C = `−1
i=0 (M N ) M
semiconvergence is a useful property for deciding if a stationary iterative method is feasible as inner
iterations for preconditioning GMRES in the singular case.
Indeed, there are many stationary iterative methods whose iteration matrices are semiconvergent.
Trivial examples are the relaxed Jacobi and successive overrelaxation (S)SOR methods: if AH = A
is positive semidefinite, then the relaxed Jacobi iteration matrix is semiconvergent for a value of
the relaxation parameter ω within the range 0 < ω < 2/ν(D−1 A)), where ν(F ) = {max |λ| : λ ∈
σ(F )\{1}} is the pseudo spectral radius, σ(F ) is the set of the eigenvalues of a square matrix F ,
and D is the diagonal part of A, and (S)SOR iteration matrix is semiconvergent for 0 < ω < 2 [9].
Another trivial example is the extrapolated method: if M −1N is semiconvergent, then (1 − γ)I +
γM −1N is also semiconvergent for γ ∈ (0, 2/(1 + ν(H))) [15]. In recent years, many investigations
and improvements have been done for a kind of alternating direction-type splitting iterations called
the Hermitian and skew-Hermitian splitting (HSS) method [3]
(
1
(αI + H)x(k+ 2 ) = (αI − S)x(k) + b,
k = 0, 1, . . . ,
1
(αI + S)x(k+1) = (αI − H)x(k+ 2 ) + b,
where x(0) ∈ Cn is the initial iterate, H = (A + AH )/2 and S = (A − AH )/2 are the Hermitian and
skew-Hermitian parts of A = H + S, respectively. If the Hermitian part H is positive semidefinite
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and N (A) = N (H), then the HSS iteration matrix (αI + S)−1 (αI − H)(αI + H)−1 (αI − S) for
α > 0 is semiconvergent [1]. Some variants of HSS were shown to be powerful used as a matrix
splitting preconditioning combined with Krylov subspace methods, and can be potentially useful as
inner-iteration preconditioning. If the real part and imaginary part of A are respectively symmetric
and positive semidefinite, then the modified HSS (MHSS) iteration matrix (αI−iS)−1 (αI+iH)(αI+
H)−1 (αI−S) is semiconvergent for α > 0 [6]. More stationary iterative methods has semiconvergent
iteration matrix under more complicated conditions such as the multisplitting method [5], [8], the
two-stage method [16], the accelerated, generalized, and preconditioned HSS methods [2], [10], [17],
[18], and the general stationary iterative method [7].
Some light is shed on a preconditioning aspect of stationary iterative methods in the singular case.
It is shown that as the number of inner iterations increases, the eigenvalues not equal to zero of
the inner-iteration preconditioned matrix approach monotonically to the unity. Hence, the more
the number of inner iterations take, the faster the convergence of the outer iterations is. It is
not surprising that there is a trade-off between the cost for the inner and outer iterations. To
automatically find a reasonable number of inner iterations, a heuristic approach is described.
A computational complexity issue of these methods is addressed. It is shown that if M −1N is
semiconvergent, then Kk (C (`)A, C (`) r0 ) ⊆ Kk` (C (1)A, C (1) r0 ) holds. Hence, GMRES preconditioned
by one inner iteration gives an optimal searching space for the iterate, i.e., any solution space given
by GMRES for k outer iterations preconditioned by ` inner iterations is not larger than the one given
by GMRES for k` outer iterations preconditioned by one inner iteration. Indeed, while in GMRES
for k` outer iterations preconditioned by one inner iterations requires k` matrix-vector products of
A and k` orthogonalizations, GMRES for k outer iterations preconditioned by ` inner iterations
requires k matrix-vector products of A and k orthogonalizations. Hence, there is a possibility such
that GMRES preconditioned by more than one inner iteration is more efficient.
The flexible GMRES (FGMRES) method [13] allows a preconditioning matrix different at each
step, and hence allows inner-iterations preconditioning whose number of iteration is variable for
each outer iteration. The iterate is determined in a solution space which is no longer the Krylov
subspace. Note that GMRES preconditioned by GMRES inner iterations may break down for a
singular matrix A which satisfies N (A) ∩ R(A) 6= {0}. We furthermore give sufficient conditions
under which FGMRES preconditioned by inner iterations to determine a solution for all b ∈ R(A)
and for all x0 ∈ Cn . Also in the flexible case, semiconvergence of the inner-iteration matrix plays a
crucial role for the feasibility as a preconditioner.
Finally, numerical experiments show that the Hermitian and skew-Hermitian splitting (HSS) and
successive overrelaxation (SOR)-type inner-iteration preconditioning are more robust and efficient
compared to previous methods for some benchmark problems of large sparse singular linear systems.
This work was presented in the preprint [11].
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Asymptotic Expansions for Eigenvalues
of Multiplicatively Perturbed Matrices
Julio Moro, Fredy Sosa
Abstract
Let A be any square complex matrix, and λ an eigenvalue of A whose largest Jordan block has size
n: small multiplicative perturbations A() = (I + C)A(I + B) are considered, with arbitrary B
and C, where  is a small, real parameter. Such perturbations induce changes of a different nature
in the eigenvalue λ, depending on whether λ is zero or not.
First order asymptotic expansions are derived via Newton Polygon techniques for the splitting
of both zero and nonzero λ under such perturbations. Explicit formulas are given for the leading
coefficients, involving the perturbation matrices B and C and appropriately normalized eigenvectors
of A. No generalized eigenvectors are required under mild genericity conditions.
If λ 6= 0, it is shown that the leading term in the perturbed eigenvalues is of the order of 1/n for
each Jordan block of size n, just like for additive perturbations A() = A + E. If λ = 0, however,
the perturbed eigenvalues for such Jordan blocks are generically of order O(1/(n−1) ).
The content of this talk can be found in [1].
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How Fast Direct Solvers Can Benefit from GPU-Acceleration
Mirko Myllykoski
Abstract
This presentation highlights the primary results of my PhD dissertation [1] that was published
and defended at University of Jyväskylä, Finland in the Fall of 2015. The three main themes of
the dissertation are block cyclic reduction (BCR) type fast direct solvers, their graphics processing
unit (GPU) implementations, and their applications in the field of image denoising. The actual
presentation gives more emphasis to the first two themes.
The fast direct solvers are a group of specialized numerical methods that can be applied to linear
systems that have some special characteristics. The fast direct solvers take these special characteristics into account and are therefore able to solve the linear system much more efficiently than
less specialized methods. Usually these fast methods have arithmetical complexities of the order
O(N log N ). In particular, my dissertation focuses on symmetric block tridiagonal linear systems
that can be presented in a separable form using Kronecker matrix tensor products. In that case, a
so-called partial solution variant of the cyclic reduction (PSCR) method reduces the linear system
into a set of tridiagonal linear systems. The method can be described using a set of suitable orthogonal projection matrices in which case the solution process involves recursive solution of a sequence
of projected systems. Each projected systems is sparse, the right-hand side vector contains only
a few non-zero elements, and only certain components of the solution vector are required in the
update formula that form the next recursive projected system. The projected systems are solved by
forming a suitable eigenvalue decomposition and utilizing the separability of the coefficient matrix.
Modern GPUs can provide significantly more floating-point processing power than traditional CPUs
and have thus shown great promise in various sub-fields of numerical linear algebra. The goal of
my dissertation was to show these promise could be redeemed also in the case of the fast direct
solvers. While the literature present at the time when my study began included a few examples
of GPU-research done on certain types of fast Poisson solvers, there was no GPU-related research
on more generalized methods, such as the PSCR method. This was even though GPU computing
had become a relatively popular research topic during. One possible explanation might that GPU
hardware imposes a number of restrictions on the implementation. Thus method developed during
the pre-GPU era may not be suitable for GPU computation in their present form. However, it
seemed likely that there there existed a demand for effective GPU implementations of fast direct
solvers. Thus, meeting the challenge imposed by GPU hardware was a worthwhile undertaking.
The numerical comparisons presented in my dissertation indicate up to sixfold speedups when
a desktop-level Nvidia GPU was compared against a quad-core desktop-level Intel CPU. These
speedups were reached by implementing an efficient tridiagonal linear system solver for the arising
tridiagonal sub-problems and by applying various software autotuning techniques. The efficiency of
the tridiagonal linear system was achieved by clever data permutation schemes that circumvented
certain performance limitations of the GPU hardware and by properly utilizing the multi-level memory architecture found inside modern GPUs. The presented GPU-implementation can be applied
to real and complex valued problems. Suitable linear systems arise, for example, from the Poisson
and Helmholtz equations discretized with (mass lumped) linear or bilinear finite-elements.
The five articles [2, 3, 4, 5, 6] include to my dissertation are co-authored with Prof. Tuomo Rossi,
Prof. Jari Toivanen, Prof. Roland Glowinski, and Prof. Tommi Kärkkäinen.
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Global Optimization via Eigenvalues
Yuji Nakatsukasa
Abstract
While non-convex optimization problems are generally regarded as difficult or computationally
intractable, the Courant-Fischer theorem for symmetric eigenvalue problems suggests that each
eigenpair corresponds to a stationary point of a non-convex optimization problem (in this case the
Rayleigh quotient). More generally, matrix eigenvalue problems can be regarded as an important
class of optimization problems that can be solved efficiently.
This observation suggests conversely that perhaps a global solution for some non-convex optimization problems can be obtained by solving an eigenvalue problem. In this work we identify such
optimization problems, and show that they lead to a variety of eigenvalue problems, including
generalized, polynomial and multiparameter eigenvalue problems. By taking advantage of the sophisticated theory and algorithms developed by the numerical linear algebra community, we can
solve all these reliably and in polynomial time, and essentially non-iteratively.
Specifically, we consider non-convex QCQP (quadratically constrained quadratic programming)
minimize xT Ax + aT x
x

subject to xT Bi x + bTi x + ∆i ≤ 0,

i = 1, . . . , k

where A, B are real symmetric but indefinite. Such problems are known to be NP-hard in general
(when k is not fixed), and for k ≥ 2 fixed, it has been an open problem whether they are polynomialtime solvable until recently [3, 5]. We show that
• For QCQP with one constraint, k = 1, it can be reduced to essentially a single generalized
eigenvalue problem [1, 2].
• For QCQP with two constraints, k = 2, the problem can be reduced to a two-parameter
eigenvalue problem [6, 7].
• Unconstrained optimization problems with cubic regularization [4] can be reduced to quadratic
eigenvalue problems.
As mentioned above, the resulting eigenvalue problems can all be solved in polynomial time, although with a rather high complexity. The resulting algorithms require no iterations aside from
those within the eigensolver, making them effectively direct algorithms (by contrast, literally all
other previous algorithms for QCQP have been iterative). As in the Courant-Fisher theorem, the
eigenvalues represent the KKT Lagrange multipliers, and the eigenvectors—which have a low-rank
structure when matricized for k ≥ 2—represent the KKT points.
In this talk I will explain how the optimization problems are reduced to eigenvalue problems. The
focus is on the simple case of QCQP with one constraint (including the trust-region subproblem),
for which our algorithm performs well compared with existing algorithms.
Based on joint work with Satoru Adachi, Satoru Iwata, Shinsaku Sakaue and Akiko Takeda (University of Tokyo).
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Enhancing Performance of Sparse Matrix Factorizations
via Ordering Refinements
Mathias Jacquelin, Esmond G. Ng, and Barry W. Peyton
Abstract
The problem of computing a triangular factorization of a sparse symmetric matrix using Gaussian
elimination is considered. A matrix is sparse when most of its elements are zero. It is well known
that sparse Gaussian elimination creates fill [3, 4]; that is, some of the zero entries in the sparse
matrix will become nonzero during the factorization. For efficiency, both in terms of factorization
time and memory requirement, it is desirable to arrange the computation so that the amount of
fill is small and that floating-point operations are performed only on the nonzero elements in the
factor.
It is also well known that the amount of fill depends on where the nonzero elements are in the
sparse matrix, which is commonly referred to as the sparsity structure of the matrix. The sparsity
structure of a matrix can be changed by symmetrically permuting the rows and columns. Finding
good permutations to reduce fill is called the ordering problem. Unfortunately, finding the best
permutations to minimize the amount of fill in sparse matrix factorization or to minimize the
number of floating-point operations is NP-complete [7, 12]. Thus, heuristics are used. The minimum
degree, minimum local fill, and nested dissection algorithms are well known heuristic ordering
algorithms [3, 4, 9].
For the rest of the description, we will assume that the given sparse matrix has been permuted using
one of the fill-reducing ordering heuristics. Consider computing the triangular factorization of the
permuted matrix using the right-looking formulation of symmetric Gaussian elimination. Under this
formulation, a column of the factor is computed and it is immediately used to modify the remaining
columns of the matrix. (Other formulations of Gaussian elimination are mathematically equivalent,
but the right-looking formulation makes the description of the problem we are investigating easier.)
When no numerical cancellations occur, it is easy to see that once a fill entry has been created in the
factor, it may be used to update some of the remaining columns in the matrix, thereby potentially
creating more fill. This “propagation” effect causes the columns of the factors to become denser and
denser as one views them from left to right.
This phenomenon is important in the design and implementation of efficient sparse matrix factorization algorithms. As a result of the propagation effect, it is often the case that one can find
blocks of (consecutive) columns in the factor such that columns within each block have essentially
the same sparsity structure: the diagonal block is dense and each row in the off-diagonal part of
the block is either completely zero or completely nonzero. Each such block of columns is referred
to as a supernode [1]. This unique sparsity structure of a supernode enables the update to future
columns to be computed as a dense matrix-matrix multiplication, when all of the columns of the
supernode have been computed. Consequently, almost all state-of-the-art sparse symmetric matrix factorization codes are designed and implemented so that dense matrix operations are carried
out using optimized level-3 BLAS kernels, which improve the runtime performance. In addition to
reducing runtimes, the data structure can be designed to store the dense rows in the supernodes
compactly, reducing the indexing storage overhead as well. See, for example, [8].
A standard technique for maximizing the size of the supernodes (and minimizing the number of the
supernodes) is based on the elimination tree of the matrix [5]. The elimination tree of a matrix is an
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acyclic graph that describes the dependency among the columns. When the matrix is irreducible,
the elimination tree has a tree structure — the number of vertices is n and the number of edges
is n − 1, where n is the dimension of the matrix. Postordering the vertices of the elimination tree
results in a reordering of the rows and columns the matrix that does not change the amount of fill
but maximizes the size of the supernodes (and minimizes the number of supernodes) [6].
It is easy to see that the columns within any supernode can be eliminated in any order without changing the amount of fill. Recent work in [11] documents that specific reorderings of the
columns within each supernode can lead to reductions in factorization times, particularly when
GPU’s (Graphics Processing Units) are employed, because of more efficient use of the dense BLAS
kernels. The basic idea behind the reorderings is as follows. Suppose that the columns of supernode
J perform column modifications to a subset K of the columns of supernode I, where J < I. It
would be ideal if, for each such pair of supernodes, the subset of columns K were numbered consecutively; the corresponding rows in J would then become a contiguous block. Generally speaking,
one cannot succeed in numbering columns within all the supernodes, such that for every such pair
of supernodes J and I, the subset K of I is numbered consecutively. So the goal becomes the following: minimize, over all orderings within each supernode, the number of consecutively numbered
segments that all of these subsets K are broken into. It turns out that the combinatorial problem of
reordering the columns within each supernode to achieve the goal above translates into a Traveling
Salesman Problem [11]. There are heuristics that solve the Traveling Salesman Problem to within
a constant factor of optimality. But in the context of our problem, this approach has a worst-case
time complexity that matches that of the sparse symmetric factorization itself [11], and in practice,
the execution times for computing the reorderings can be very high.
In this work, we introduce a much less expensive heuristic to produce good reorderings of columns
within supernodes. We do not approach it via the Traveling Salesman Problem; instead, we use a
partition refinement approach to successively refine an ordered partition imposed on each supernode
I. Initially, the partition of supernode I consists of a single set, I itself. When a supernode J that
modifies columns in I is processed, then each member S of the current ordered partition of I is
split into two sets: the columns of S modified by J and the columns of S not modified by J. If
both of these sets are non-empty, then the pair of sets replaces S in the ordered partition of I. This
refinement process can be implemented to run in time proportional to the number of row indices
used to represent the sparsity structure of the factor matrix, which is optimal. Our implementation
is fast in practice as well, and it achieves most of the improvements to matrix structures that are
obtained using the more expensive approach, paving the way towards lower factorization times as
well.
Preliminary results have shown that the simpler heuristic that we propose is able to greatly optimize
the structure of the factor by forming larger contiguous blocks of nonzero values. Experiments on
a wide collection of 104 sparse matrices from the University of Florida Sparse Matrix Collection [2]
show that our lower complexity heuristic is able to reduce the number of blocks by 22% when
compared to the original ordering computed with the Nested Dissection algorithm in SCOTCH, a
graph partitioning package [10]. Moreover, results are within 15% of that of the higher complexity
heuristic based on the Traveling Salesman Problem while the time required to compute the refined
ordering is lower by an order of magnitude on average.
While the work described here has been focused on sparse symmetric matrices, there is a natural
extension to sparse nonsymmetric matrices when Gaussian elimination with partial pivoting is used
to compute the factorization.
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Matrix Polynomials Meet Complex Network Analysis:
The Deformed Graph Laplacian and its Applications
Chris D. Godsil, Peter Grindrod, Desmond J. Higham, Vanni Noferini.
Abstract
Network science is producing a number of research problems, with a range of applications across
science and engineering. Many important questions in this area can be cast in terms of matrix
theoretical tools, and answered by efficient numerical linear algebraic algorithms. We focus on
network centrality measures, and in particular walk-based centralities [4]. We consider networks
that can be modelled as simple undirected graphs with n nodes, denoted by v1 , v2 , . . . , vn . Recall
that a walk of length k is a sequence
vi1 , vi2 , . . . , vik+1
such that there is an edge connecting the nodes vij and vij+1 for all j = 1, . . . , k. A walk may contain
repeated nodes: it is possible that ij = ij 0 for some |j − j 0 | ≥ 2. The key idea in our discussion
is to ignore certain types of walks that, in terms of quantifying centralities, are not as relevant as
others. Namely, we aim to discard backtracking walks [6], i.e., walks containing subsequences of the
form uwu, where u and w denote any two distinct nodes of the underlying graph. We keep instead
non-backtracking walks, i.e., walks that do not contain any such subsequence.
The adjacency matrix A = AT ∈ Rn×n of a simple undirected graph with n nodes is defined as
(
1 if there is an edge connecting the nodes vi and vj ;
Aij =
0 otherwise.
Classical graph theory tells us that, for any k = 1, 2, . . . , the (i, j) element of the matrix Ak counts
the number of walks of length k starting from node vi and ending at node vj . If ρ(A) is the spectral
radius of A and 0 < α < ρ(A)−1 , then the resolvent
(I − αA)−1 = I + αA + α2 A2 + . . .
has element (i, j) equal to a weigthed sum of all walks from node vi to node vj , with walks of length
k downweighted by the factor αk . One can estimate the importance of node vi by summing these
weighted counts over vj , and this idea leads to the classical Katz centrality measure [5]. Specifically,
the latter is defined as
(I − αA)−1 e,
where e ∈ Rn is the vector with all entries equal to 1.

Similarly, let pk (A) be the matrix whose (i, j) element counts the number of non-backtracking walks
of length k starting from node vi and ending at node vj . Instead of the resolvent, one can consider
the matrix
I + tp1 (A) + t2 p2 (A) + t3 p3 (A) + . . . ,
(1)
assuming that t is such that the power series converges. By construction, pk (A) ≤ Ak elementwise,
and hence 0 < t < ρ(A)−1 is surely sufficient for convergence; however, as we shall see, this condition
is not necessary. The matrix (1) has element (i, j) equal to a weighted sum of all non-backtracking
walks from node vi to node vj , where a weight tk is given to non-backtracking walks of length k.
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We show that the generating function (1) is closely linked with a certain quadratic matrix polynomial [3] that is determined by the graph associated with A. Namely, denote by ∆ the diagonal
degree matrix, i.e., the diagonal matrix whose elements coincide with the diagonal elements of A2 .
The deformed graph Laplacian [8] is the Hermitian matrix polynomial [7]
M (t) = I − At + (∆ − I)t2 ∈ R[t]n×n

(2)

The deformed graph Laplacian (2) has been previously used in the field of robotics, for the design
of consensus protocol algorithms for multi-agent systems [8].
Since the determinant of the matrix polynomial M (t) in (2) is not identically zero, the deformed
graph Laplacian is a regular matrix polynomial [3, 7]. Therefore, the finite eigenvalues of M (t) are
defined [3] as the solutions to the equation
det M (t) = 0,
whereas we say that M (t) has ` infinite eigenvalues if deg det M (t) = 2n − `. Each eigenvalue
is associated with n integers called its partial multiplicities [3]. The partial multiplicities can be
defined via the Smith canonical form of M (t) [3].
We expose a thorough study of the spectral properties of the deformed graph Laplacian (2) based on
tools from the theory of matrix polynomials, and we illustrate the relation between the eigenvalues
of (2) and the features of the underlying graph. Hence, we present some nontrivial results on the
matrix power series (1) and on its radius of convergence, thus unveiling the link between the deformed
graph Laplacian (2) and a new centrality measure based on non-backtracking walks. Rephrasing in
more mathematically precise wording, we show that, under suitable assumptions on t that can be
expressed in terms of the eigenvalues of M (t) and their partial multiplicities,

lim

N →∞

I+

N
X
k=1

k

!

t pk (A)

= (1 − t2 )M (t)−1 .

Next, we focus on the new centrality measure generated by the novel approach. Namely, we define
the non-backtracking walks centrality measure as
M (t)−1 e.

(3)

We argue that, in many scenarios, the centrality measure (3) can yield more meaningful rankings
than traditional walk-based measures, and we give concrete examples to demonstrate our point.
We also show that computing the deformed graph Laplacian centrality has the same complexity as
computing the classical Katz centrality, and is therefore as efficient for large and sparse adjacency
matrices.
Finally, we discuss the limiting behaviour of the non-backtracking walks measure (3) in the same
spirit of [1, Theorem 5.1]. There, a “universality” property of a wide class of classical centrality
measures (including Katz centrality) is shown, in the sense that, while the parameter on which these
measures depend vary, the corresponding rankings interpolate between the degree centrality and the
eigenvector centrality, i.e., between the centrality measures given, respectively, by the diagonal of A2
and the Perron-Frobenius eigenvector of A. We show that, even for the new measure (3), it is still
true that, as t → 0+ , one recovers the degree centrality. On the other hand, we demonstrate that, as
t approaches its largest possible value, the non-backtracking walks centrality measure approaches a
centrality given by a particular eigenvector of the matrix polynomial M (t), namely, the eigenvector
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associated with the smallest eigenvalue of M (t). This is another clue on the fundamentally different
nature of the newly proposed measure (3) with respect to the ones that have been previously
considered for the linear algebra-based analysis of network centrality.
More details on this work can be found in [2].

References
[1] M. Benzi, C. Klymko, On the limiting behavior of parameter-dependent network centrality measures,
SIAM J. Matrix Anal. Appl. 36 (2015), pp. 686–706.
[2] C. D. Godsil, P. Grindrod, D. J. Higham, V. Noferini, The deformed graph Laplacian and its
applications to network centrality measures, Preprint, in preparation.
[3] I. Gohberg, P. Lancaster, L. Rodman, Matrix Polynomials, SIAM, Philadelphia, PA, USA, 2009,
(unabridged republication of book first published by Academic Press in 1982).
[4] E. Estrada, D. J. Higham, Network properties revealed through matrix functions, SIAM Review 52
(2010), pp. 696–671.
[5] L. Katz, A new index derived from sociometric data analysis, Psychometrika 18 (1953), pp. 39–43.
[6] T. Martin, X. Zhang, M.E.J. Newman, Localization and centrality in networks, Phys. Rev. E 90
(2014), p. 052808.
[7] V. Mehrmann, V. Noferini, F. Tisseur, H. Xu, On the sign characteristics of Hermitian matrix
polynomials, Linear Algebra Appl. 511 (2016), pp. 328–364.
[8] F. Morbidi, The deformed consensus protocol, Automatica 49 (2013), pp. 3049–3055.

Go back to Wednesday’s schedule.

Go back to speaker index.

240

Numerical Investigation of Crouzeix’s Conjecture
Anne Greenbaum and Michael L. Overton
Abstract
Let p be a polynomial of degree m and let A be a square matrix of order n. The field of values
(numerical range) of A is the set W (A) = {v ∗ Av : kvk = 1}. Crouzeix’s conjecture is the inequality
kp(A)k ≤ 2kpkW (A) .
Here the left-hand side is the 2-norm of the matrix p(A), while the norm on the right-hand side is
kpkW (A) = max |p(z)| = max |p(v ∗ Av)|.
kvk=1

z∈W (A)

(1)

Crouzeix has shown that the conjecture holds if the constant 2 is replaced by 11.08. The conjecture is
known to hold for certain restricted classes of polynomials or matrices, including the cases (i) p(ζ) =
ζ m ; (ii) W (A) is a disk; (iii) n = 2; (iv) n = 3 and A3 = 0.
The Crouzeix Ratio. Let us define the Crouzeix ratio
f (p, A) =

kpkW (A)
τ (p, A)
≡
.
β(p, A)
kp(A)k

The conjecture states that f (p, A) is bounded below by 1/2 independently of m and n. We can
think of f as a real valued map on Cm+1 × Cn×n by associating p with its vector of coefficients using
the monomial basis. The function f is nonconvex and nonsmooth (not differentiable everywhere).
It is not defined if p(A) = 0, but at all other points it is continuous, in fact locally Lipschitz.
By the maximum modulus theorem, τ (p, A), defined by (1), must be attained at z ∈ bd W (A), the
boundary of W (A), which can be parameterized by [Kip51]
zθ = vθ∗ Avθ ,

θ ∈ [0, 2π)

(2)

where vθ is a normalized eigenvector corresponding to the largest eigenvalue of the Hermitian matrix
1 iθ
−iθ A∗ ).
2 (e A + e
There are three different potential sources of nonsmoothness in the Crouzeix ratio f . The first
occurs when the numerator τ (p, A) is attained at more than one point z ∈ bd W (A). The second
possibility is that although τ (p, A) is attained only at a single point z ∈ bd W (A), the equation
z = v ∗ Av holds for two or more linearly independent unit vectors v. The third possibility is that
the maximum singular value of p(A), which defines the denominator of the Crouzeix ratio, has
multiplicity two or more.
Theorem 1. Suppose that τ (p, A) is attained at a unique point z ∈ bd W (A), that z = v ∗ Av holds
only for one unit vector v up to multiplication by a unimodular scalar, and that the maximum
singular value of p(A) is simple, so that none of the three nonsmooth scenarios described above
occur. Then the Crouzeix ratio f is differentiable at (p, A).
Furthermore, the gradient, while complicated to state, can be computed efficiently.
Smooth Stationary Points of the Crouzeix Ratio. In our optimization experiments, we
frequently encounter pairs (p, A) of the following form.
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Definition 1. The matrix A has an outside scalar block if A = diag(λ, B), λ ∈ C, λ 6∈ W (B).
Furthermore, the pair (p, A) has a dominant outside scalar block if it also holds that
|p(λ)| > |p(ν)| for all ν ∈ W (A), ν 6= λ,

and |p(λ)| > kp(B)k.

If A has an outside scalar block then W (A) is the convex hull of the point λ and the set W (B),
so bd W (A) consists of λ, part of bd W (B) and two line segments connecting λ to W (B). Hence,
W (A) has a vertex (corner point) at λ.
Theorem 2. If (p, A) has a dominant outside scalar block then the Crouzeix ratio f is differentiable
at (p, A), its value f (p, A) = 1 and its gradient ∇f (p, A) = 0. Thus, pairs (p, A) which have a
dominant outside scalar block, as well as equivalent pairs (p, U ∗ AU ) where U is unitary, are smooth
stationary points of the Crouzeix ratio f with stationary value 1.
Nonsmooth Stationary Points of the Crouzeix Ratio. Pairs (p, A) for which the Crouzeix
ratio is 0.5 are known. Given an integer k with 2 ≤ k ≤ min(n, m + 1), define the polynomial p by
p(ζ) = ζ k−1 , set the k × k matrix Ξk to
√


0
2


· 1






·
·


0 2

 if k > 2,
· ·
if k = 2, or 

0 0

· 1 √ 



·
2 
0

and set A = diag(Ξk , 0), where the zero block has any order. It was independently observed by
Daeshik Choi and Michel Crouzeix that W (A) = W (Ξk ) is the closed unit disk D, so τ (p, A) = 1,
and that p(A) = Ak−1 = diag(Ξk−1
k , 0) is a matrix with just one nonzero, namely a 2 in the (1, k)
position, so β(p, A) = 2 and hence f (p, A) = 0.5. We call Ξk the Choi-Crouzeix matrix of order k.
Since |p| is constant on bd W (A), the Crouzeix ratio f is nonsmooth at (p, A).

Theorem 3. [GLO16] Let (p, A) be defined as above. Then 0 ∈ ∂f (p, A),† so (p, A) is a nonsmooth
stationary point of the Crouzeix ratio f with stationary value 0.5.
This result extends to the pair (p, A) where p(ζ) = (ζ − λ)k−1 and
A = λI + α U diag(Ξk , B)U ∗ ,

(3)

for any nonzero α, λ ∈ C, unitary matrix U , and matrix B with W (B) ⊂ D, the open unit disk.

If Crouzeix’s conjecture is true, then these pairs are all global minimizers of f .

Computational Results. To accurately and efficiently approximate bd W (A) using the characterization (2), we use Chebfun [DHT14], which generates interpolation points zθ for adaptive
Chebyshev interpolation automatically. Then the numerator τ (p, A) is easily computed by invoking
two matlab functions norm(.,inf) and polyval that have been overloaded to chebfuns.
We have applied two methods for nonsmooth optimization to search for minimizers of the Crouzeix
ratio f : Gradient Sampling [BLO05], which is computationally intensive but has local convergence
†

The Clarke subdifferential (generalized gradient) ∂f (p, A) is conv{lim(p(k) ,A(k) )→(p,A) ∇f (p(k) , A(k) )}, where conv
denotes convex hull, and the limit is taken over all sequences ((p(k) , A(k) )) converging to (p, A) on which f is differentiable. As a simple example, the subdifferential of the absolute value function at 0 is the interval [−1, 1], since its
gradient is −1 on the negative numbers and 1 on the positive numbers.
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guarantees, and BFGS, a method normally intended for optimization of differentiable functions, but
which is also extremely effective for nonsmooth optimization [LO13], although it has no convergence
guarantees in this domain. Both methods require the computation of the gradient of f , but they
make no attempt to determine whether f is differentiable at a given iterate, because encountering
a point where f is not differentiable is highly unlikely except in the limit. Since optimizing over
complex (p, A) gave similar results to optimizing over real (p, A), but required substantially more
time to run, we report only the results for real (p, A), and without loss of generality we optimized
over upper Hessenberg matrices A. Also, since the runs using Gradient Sampling and BFGS gave
similar results, but the former required much more computation, we report only the BFGS results.
Since Crouzeix’s conjecture is known to hold for n = 2, we consider n = 3, . . . , 8, representing p by
a vector of coefficients of length n, so that the maximum degree of p is n − 1. For each n, we made
100 runs of BFGS starting from normally distributed randomly generated starting points. The table
below shows the lowest values of f (p, A) that were found. The third column shows the eccentricity
of the computed W (A) (0 if W (A) is a disk). Subsequent columns show |κ − λ1 |, |κ − µ1 | and
|κ − µ2 | where κ is the center of W (A), λ1 is the smallest root (in magnitude) of p and µ1 , µ2 are
the two eigenvalues of A that are closest to κ.
n
3
4
5
6
7
8

f
0.500000000000000
0.500000000000000
0.500000000000014
0.500000017156953
0.500000746246673
0.500000206563813

ecc(W (A))
2.1e − 08
1.9e − 04
3.2e − 04
8.4e − 02
1.2e − 01
1.3e − 01

|κ − λ1 |
1.2e − 11
1.2e − 08
2.6e − 08
3.5e − 01
1.6e − 01
5.1e − 01

|κ − µ1 |
2.2e − 07
1.7e − 04
5.0e − 04
1.7e − 01
4.4e − 01
7.2e − 01

|κ − µ2 |
2.2e − 07
1.7e − 04
5.0e − 04
3.2e − 01
1.0e + 00
7.5e − 01

kdk
3.3e − 12
3.3e − 08
1.7e − 08
4.4e + 00
5.7e + 00
8.8e + 00

kEk
3.1e − 05
1.9e − 06
1.3e − 04
N aN
N aN
N aN

The penultimate column of the table measures the coefficients of p corresponding to ζ 2 , . . . , ζ n−1 ,
after suitable normalization. When kdk is small, as it is for n = 3, 4 and 5, p is very close to
linear and hence all its roots except λ1 are enormous (they diverge to ∞ as kdk converges to zero).
Furthermore, we find using the Generalized Null Space Decomposition (GNSD)‡ that
A − λI = α U diag(Ξ, B)U T + E,

(4)

where λ = λ1 , 0.5 < α < 4, U is orthogonal, Ξ = Ξ2 (the 2 × 2 Choi-Crouzeix matrix), W (B) ⊂ D
and kEk is given in the last column of the table. Since, for n = 3, 4 and 5, kdk and kEk are both
small, the pair (p, A) is close to a pair (q, A − E) which is precisely a nonsmooth stationary point
of the kind discussed above, with k = 2.
The results for n = 6, 7, and 8 are quite different. The final polynomial p does not have any small
coefficient or huge roots. Instead, all roots of p as well as all eigenvalues of A are approximately
near κ, the center of W (A), but none of them is nearly coincident with κ or with any of the other
roots or eigenvalues. Furthermore, as can be seen from the eccentricities, W (A) is not as close to
being a disk as it is in the cases n = 3, 4 and 5. We have observed repeatedly that this kind of
configuration, with the roots of p and the eigenvalues of A all clustered fairly near, but not very
near, the center of an approximate disk W (A), is typical for approximate minimizers of the Crouzeix
ratio with values fairly, but not very, close to 0.5.
Another striking observation in our computations is that the final value of f is almost exactly 1
for a significant number of starting points, ranging from just 1% for n = 3 to 70% for n = 8. The
‡

See [GOS15] for the history of the GNSD, more often known as the staircase form, which goes back to
Kublanovskaja. We used the matlab code available in the supplementary online materials published with [GOS15].
This requires an input tolerance, but the results given here are identical for tolerances in the range 10−8 to 10−1 .
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corresponding final computed (p, A) have the property that§
A = U diag(λ, B)U T + E
where (p, diag(λ, B)) has a dominant outside scalar block λ (see Definition 1), U is orthogonal and
kEk is small, typically of the order of 10−8 . Hence, according to Theorem 2, the pairs (p, A − E)
are smooth stationary points of f . Further numerical investigation indicates that they are local
minimizers, as is also indicated by the fact that we repeatedly find these stationary values. As n is
increased, it becomes increasing difficult for BFGS initiated at randomly generated starting points
to find any values of f below 1.
In summary, almost all our optimization runs delivered pairs (p, A) with final values close to 0.5 or
1. The pairs (p, A) with f (p, A) closest to 0.5 were very close to being nonsmooth stationary points
of f , with W (A) a disk, while the pairs (p, A) with f (p, A) closest to 1 were very close to being
smooth stationary points of f , with W (A) having a corner.
We also searched for minimizers of the Crouzeix ratio when p is fixed. The results led us to some
new theorems showing that given any fixed polynomial with at least two distinct roots, there is a
sequence of matrices of any given order on which the Crouzeix ratio converges to 0.5.
For more details, see [GO16].
Overall, our results strongly support Crouzeix’s conjecture: the globally minimal value of f is 0.5.
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Computed from the Schur decomposition of A, permuting the eigenvalues if necessary to ensure that the dominant
one appears in the 1,1 position. This can be done in matlab using the ordschur function.
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Loss of Orthogonality, and Accuracy of the Finite Precision
Lanczos Process and Conjugate Gradients
Chris Paige
Abstract
A nice indicator of loss of orthogonality of k vectors in Rn is the matrix Sk ∈ Rk×k where if the
vectors vj are normalized to have kvj k2 = 1 and Sk and Uk are strictly upper triangular,


sk
Vk = [v1 , . . . , vk ], VkT Vk = UkT + Ik + Uk , Sk = (I + Uk )−1 Uk , Sk = Sk−1
.
0
0
No singular value of Sk is greater than one, so kSk k2 ≤ 1, each unit singular value corresponds to
a loss of rank in Vk , and zero singular values correspond to orthonormal vectors in Range(Vk ).
For example if Range(P3 ) = Null_Space_of(Sk ) and P3T P3 = I then (Vk P3 )T (Vk P3 ) = I.
We can produce a useful orthogonal matrix from Vk and Sk (here U means “Unitary”):
h
i "
# 

(k)
(k)
(k)
(k)
Sk
(Ik −Sk )VkH
Q
Q
Q1
Q2
(k)
(k+n)×(k+n)
12
11
4
Q ≡ |{z} |{z} ≡
.
(k)
(k) = V (I −S ) I −V (I −S )V H ∈ U
n
k
k
k
k
k
k
Q
Q
k
n
21
22
k
(k)

Our particular interest will be when the n × n block Q22 → 0, for then:
(k)

Q22 = 0 ⇒ ∃ P ≡ [P1 , P3 ], W ≡ [W1 , W3 ] ∈ U k×k ; P3 , W3 ∈ U k×n , Sk = W1 P1T , rank(Vk ) = n.
Here Sk = W1 P1T is the SVD of Sk , showing that it has n zero and k − n unit singular values.

We can use this property to show that the finite precision Lanczos process for the eigenproblem of a
symmetric matrix A ∈ Rn×n , and the Lanczos process based method of Conjugate Gradients (CG)
for solving symmetric positive definite (SPD) linear systems Ax = b, eventually converge and give
complete solutions which are as accurate as backward stable solutions.
Golub and Kahan’s 1965 bidiagonalization of general possibly non-square B ∈ Rm×n can be framed
and analysed as a Lanczos process, and this analysis can probably be extended to show that the
many methods based on these eventually fully converge and give similarly accurate results.
The analysis is based on the augmented backward rounding error result obtained in [1] which shows
that Tk is the result of an exact Lanczos process on the matrix Ak with Q(k) and Vk as above:



Tk 0
(k)
(k)
(k)
T
(k)
4
Ak Q1 = Q1 Tk + q βk+1 ek , Ak =
+H
, H (k) = H (k)T ≈ 0,
0 A
 

h
i 
sk+1
0
Sk
(k)
(k)
(k+n)×(k+1)
(k)
∈U
, Q1 e1 =
∈ R(k+n) .
≡
Q1
q
Vk (I −Sk ) vk+1 −Vk sk+1
v1

Here Tk = TkT is the computed tridiagonal from the Lanczos process with A and v1 , vj are the
computed Lanczos vectors but theoretically normalized to have kvj k2 = 1, and “B ≈ C” means
kB − Ck2 ≤ O()kAk2 (where O() grows polynomially with both n and k).
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Efficient Krylov Methods for a Class of Large-Scale
Generalized Lyapunov Equations
Elias Jarlebring, Giampaolo Mele, Davide Palitta and Emil Ringh
Abstract
In this work, we are interested in the numerical solution of a class of generalized Lyapunov equations
of the form
m
X
AX + XAT +
Ni XNiT + BB T = 0,
(1)
i=1

Rn×n ,

where A, Ni ∈
i = 1, . . . , m, m  n, are large and sparse matrices, and B ∈ Rn×s , s  n.
This type of equations arises in the study of bilinear systems, see, e.g., [1, 2], and in the analysis
of special linear stochastic differential equations, see, e.g., [2, 4, 7]. In these contexts, the solution
X is referred to as the generalized Gramian, carrying information about the controllability or
observability of the underlying system. In [6], it has been shown that also the discretization of
certain convection-diffusion PDEs yields equations of the form (1).
n×n
n×n , L(X) := AX + XAT , and the linear operator
Defining the Lyapunov operator
Pm L : R T → R
n×n
n×n
Π:R
→R
, Π(X) := i=1 Ni XNi , equation (1) can be written as

L(X) + Π(X) + BB T = 0.

(2)

We suppose Λ(L) ⊂ C− , so that L is invertible, and ρ(L−1 Π) < 1, where Λ(T ) and ρ(T ) respectively
denote the spectrum and the spectral radius of a given linear operator T . The latter assumption
may seem restrictive but this is not the case as, in most applications, we are interested in the socalled stable solution, that is a positive definite solution X to (1), and ρ(L−1 Π) < 1 is a sufficient
condition for its existence.
Proposition. With the notation above, assume Π to be nonnegative, that is Π(X) is positive
semidefinite, Π(X) ≥ 0, whenever X ≥ 0. If Λ(L) ⊂ C− and ρ(L−1 Π) < 1, then there exists a
unique positive definite solution X to (1) that is also symmetric, see, e.g., [3]. Moreover, the stable
solution X can be represented as
∞
X
X=
Yj ,
(3)
j=0

where Yj ’s are solutions of a sequence of Lyapunov equations, that is
AY0 + Y0 AT + BB T = 0,

AYj+1 + Yj+1 AT +

m
X
i=1

Ni Yj NiT = 0, j ≥ 0.

The solution X is, in general, a dense matrix and it cannot be stored for large-scale problems.
Therefore, a low-rank approximation X ≈ ZZ T , Z ∈ Rn×t , t  n, is sought, so that only the
low-rank factor Z is actually computed and stored. Under certain hypotheses, such approximation
exists in the case of the Lyapunov equation AX + XAT + BB T = 0, that is (2) for Π = 0, see, e.g.,
[9]. Moreover, in [1], Benner and Breiten showed the existence of low-rank numerical solutions to (1)
when Π is low-rank, that is the matrix Ni is low-rank for all i = 1, . . . , m, and m is moderate. For
the general case of equations (1) with no assumption on the rank of Π, a fast decay in the singular
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values of the solution X is often observed experimentally, see, e.g., [1], but not demonstrated. In
this work, we try to fill up this theoretical gap providing an estimate of the singular values decay
of X that exploits its closed-form (3).
The fast singular values decay of the solution implies that X can be well approximated by a lowrank matrix and the employment of the so-called low-rank methods in the solution of (1) is thus
justified. These methods try to directly compute and store only the low-rank factor Z ∈ Rn×t ,
t  n, X ≈ ZZ T , and, in the past few years, different algorithms such as fixed point iteration and
bilinear ADI methods have been proposed, see, e.g., [8, 1].
In this work, we derive efficient Krylov solvers for (1) under some further assumptions on Π. More
precisely, we suppose that all the matrices Ni ’s have a low-rank A-displacement, that is, for all
i = 1, . . . , m,
ANi − Ni A = Ui ViT , Ui , Vi ∈ Rn×pi , pi  n.
(4)
Even if this structure may seem too unusual to be interesting, it can be encountered in a lot of
problems. For instance, matrices stemming from the discretization of differential equations with
constant coefficients satisfy (4) since they are, in general, Toeplitz or circulant matrices. Model
order reduction techniques in the study of bilinear systems also lead to low-rank displacement
structured matrices.
Moreover, the case of low-rank Ni ’s studied in [1] is a special case of the low-rank displacement
structure we are interested in. Indeed, if Ni = Si RiT , Si , Ri ∈ Rn×`i , `i  n for all i = 1, . . . , m,
then
ANi − Ni A = (ASi )RiT − Si (RiT A) = [ASi , Si ][Ri , −AT Ri ]T ,
that is Ni has an A-displacement of rank at most 2`i .
It easy to show that, if (4) holds, the matrix Ni has also a pi -rank A−1 -displacement,


A−1 Ni − Ni A−1 = − A−1 Ui ViT A−1 , for all i = 1, . . . , m.

Thanks to this observation and under the assumption (4), we propose to exploit the closed-form
of the solution in (3) in the framework of projection-type methods, with the following Extended
Krylov subspace
−1
k−1
C, A−k C]},
EK
k (A, C) := Range{[C, A C, . . . , A

with C := [B, N1 B, U1 , . . . , Nm B, Um ],

as approximation space. Projection methods based on rational Krylov subspaces, and in particular
on Extended Krylov subspaces are used for the Lyapunov equation AX + XAT + BB T = 0, with
competitive performance in terms of both computational costs and memory requirements; see, e.g.,
[10] for a general discussion. So far, efficient Krylov subspace based solvers for equation (1) have
been missing. Our preliminary numerical experiments seem toPindicate that EK
k (A, C) is an
m
effective approximation space in case r̄ := rank(C) ≤ (m + 1)s + i=1 pi is small. For large values
of r̄, storing a basis of EK
k (A, C) - an n × 2kr̄ dense matrix - would make the method unfeasible.
Example (Slight modification of Example 2 in [5]). A time invariant multi-input and multi-output
(MIMO) bilinear system is considered which yields the following generalized Lyapunov equation
AX + XAT + γ 2

2
X

Ni XNiT = BB T ,

(5)

i=1

where γ = 1/6, A = tridiag(2, −5, 2) ∈ Rn×n , N1 = tridiag(3, 0, −3) ∈ Rn×n , N2 = −N1 + I,
I identity matrix of order n, B ∈ Rn×s , s = 2, is a random matrix. We introduce the scaling
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parameter γ in order to ensure ρ(L−1 Π) < 1. In the context of locally stable bilinear systems this
corresponds to rescale the input variable of the underlying problem with a possible reduction in the
region where energy estimates hold. See [2] for more details. A direct computation shows that
AN1 − N1 A = U1 V1T ,

AN2 − N2 A = U2 V2T ,

where U1 = 12[e1 , en ], U2 = −12[e1 , en ], V1 = V2 = [e1 , −en ] and ei denotes the i-th vector of the
canonical basis of Rn . Therefore, both N1 and N2 have a 2-rank A-displacement.
Observing that Range([N1 B, U1 , N2 B, U2 ]) = Range([N1 B, U1 ]), we propose to employ the Extended
Krylov subspace EK
k (A, [B, N1 B, U1 ]) in the solution of (5) leading to a very efficient method as
rank ([B, N1 B, U1 ]) = 6 is sufficiently small.
To the best of our knowledge the study of low-rank A-displacement is new in the solution of generalized Lyapunov equations and we exploit this structure to derive new approximation spaces. Several
numerical experiments show the effectiveness of the new algorithm as compared with state-of-the-art
approaches.
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Fast Interior Point Solvers and Preconditioning
for PDE-Constrained Optimization
John W. Pearson and Jacek Gondzio
Abstract
Two of the central applications of numerical linear algebra in recent decades have arisen through the
development of fast solvers for large scale matrix systems generated by partial differential equations
(PDEs) and optimization problems. One major class of such solvers is that of preconditioned
iterative methods, where accurate and computationally cheap preconditioners are carefully devised
based on the properties of the matrix under consideration, in order to accelerate the convergence of
the iterative scheme.
In recent years, a field that has risen to prominence within mathematics and engineering is that
of PDE-constrained optimization. Within such problems, an objective function is sought to be
minimized, with a system of PDEs acting as additional constraints. For instance, such a problem
can be written in the form
min
y,u

s.t.

1
β
ky − ybk 2L2 (Ω) + kuk2L2 (Ω)
2
2
Ly = u, in Ω,
y = f,

ya ≤ y ≤ yb ,

ua ≤ u ≤ ub ,

on ∂Ω,

a.e. in Ω,
a.e. in Ω.

Here y and u denote the state and control variables which we wish to find, with yb a given desired
state, L some PDE operator, and β a positive regularization parameter. The problem is solved on a
domain Ω (with boundary ∂Ω), for given boundary conditions represented by f . The functions ya ,
yb , ua , ub denote additional inequality constraints, which may be imposed on the state and control
variables to take account of the physics of the problem, or a practical constraint which must be
obeyed.
Problems of this or a similar type can be tailored to a wide range of practical applications, for
instance flow control, medical imaging, option pricing, biological and chemical processes, and electromagnetic inverse problems, to name a few. However, whereas such problems may be very clearly
formulated, solving them numerically (using a finite element method or another approach) involves
handling a large and sparse matrix system that is of saddle point form. Our goal is therefore to devise fast, feasible and robust solvers for these systems, by building the precise saddle point structure
into our preconditioners.
In this talk, we describe an interior point method for solving PDE-constrained optimization problems, with additional inequality constraints on the state and control variables, coupled with carefully constructed preconditioned iterative methods for the matrix systems arising from the Newton
steps [1]. In order to construct the preconditioners for these schemes, we exploit the theory of
preconditioning optimal control problems without extra constraints, of both time-independent [5]
and time-dependent [4] type, as well as knowledge of the optimization routine, to generate robust
and computationally cheap approximations of the Schur complements of the saddle point systems.
We present an eigenvalue analysis of our proposed preconditioners, and produce numerical results
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demonstrating the applicability of our iterative methods to a wide range of optimization problems
with linear PDE constraints.
We also aim to provide an outlook of the subject area, discussing new developments such as the
incorporation of H 1 -regularized terms within the cost functional [2], and ongoing work concerning
the preconditioning of nonlinear optimal control problems (such as those modelling the evolution of
chemical processes; see [3]) using this methodology. Finally, we discuss the possibility of parallelizing
the methods described here, and present further applications which could also be tackled by the
approach described in this talk.
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Optimal Low-Rank Updates for Online Adaptive Model Reduction
with the Discrete Empirical Interpolation Method
Benjamin Peherstorfer, Karen Willcox
Abstract
Consider a well-posed large-scale parametrized system of N ∈ N nonlinear equations
Ay(µ) + f (y(µ)) = 0 ,

(1)

where A ∈ RN ×N is a matrix, f : RN → RN is a nonlinear vector-valued function, y(µ) ∈ RN is
the state, and µ ∈ D is a parameter in a parameter domain D. Model reduction seeks a reduced
system of n  N equations that provides accurate approximations of the full state y(µ) with
significantly reduced runtime costs. Typically, a reduced system is constructed once with onetime high computational costs in an offline phase and then stays fixed and is solved repeatedly
to approximate the full state in an online phase, which compensates the high offline costs and so
leads to runtime savings. We present a model reduction approach that is based on proper orthogonal
decomposition (POD) and the discrete empirical interpolation method (DEIM) [1]; however, whereas
classical DEIM derives a linear approximation of the nonlinear term f in a low-dimensional DEIM
space that is constructed offline and stays fixed online, our method adapts the DEIM space during
the online computations and so provides a nonlinear approximation of the nonlinear term. The
DEIM space is adapted with low-rank updates that are derived from sparse samples of the nonlinear
term f via a generalized eigenproblem [2].
Classical DEIM Let V = [v1 , . . . , vn ] ∈ RN ×n be the POD basis matrix, then the reduced
linear operator can be derived via Galerkin projection as Ã = V T AV ∈ Rn×n so that the reduced
state vector ỹ(µ) ∈ Rn approximates the full state y(µ) as V ỹ(µ). DEIM approximates f in an
m-dimensional space by sampling f at only m  N components and then approximating all other
components. Let the matrix U = [u1 , . . . , um ] ∈ RN ×m contain as columns the basis vectors that
span the m-dimensional DEIM space. DEIM selects m interpolation points p1 , . . . , pm ∈ {1, . . . , N }
and assembles the DEIM interpolation points matrix P = [ep1 , . . . , epm ] ∈ RN ×m , where ei ∈
{0, 1}N is the i-th canonical unit vector. The DEIM approximation of f (y(µ)) is given by the
linear combination

f˜(ỹ(µ)) = U (P T U )−1 P T f (V ỹ(µ))

where the coefficients (P T U )−1 P T f (V ỹ(µ)) are obtained with the inverse (P T U )−1 from the
m components of f given by P T f (V ỹ(µ)). Note that P T f (V ỹ(µ)) means that f is evaluated
only at components corresponding to the interpolation points p1 , . . . , pm . Combining the reduced
linear operator Ã and the DEIM approximation f˜(ỹ(µ)) leads to the POD-DEIM-Galerkin reduced
system
Ãỹ(µ) + V T f˜(ỹ(µ)) = 0 .
(2)
Our online adaptive DEIM In our online adaptive DEIM, we adapt the DEIM basis matrix
U and the DEIM interpolation points matrix P with low-rank updates that can be efficiently computed from sparse samples of the nonlinear term f during the online phase. To adapt the DEIM
approximation, we first oversample DEIM to obtain a regression approach, rather than an interpolation method. Oversampling means that we introduce additional ms ∈ N points pm+1 , . . . , pm+ms ∈
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{1, . . . , N } \ {p1 , . . . , pm }, construct the sampling matrix S = [ep1 , . . . , epm+ms ] ∈ RN ×(m+ms ) , and
derive the coefficients as
c(µ) = (S T U )+ S T f (V ỹ(µ)) ,
with the Moore-Penrose pseudoinverse (S T U )+ of S T U . The approximation U c(µ) based on the
oversampling leads, in general, to a residual at the sampling points, i.e.,
kS T (U c(µ) − f (V ỹ(µ))) k2 > 0 .
We then derive a rank-1 update αβ T ∈ RN ×m , with α ∈ RN and β ∈ Rm , to the DEIM basis
matrix U such that the adapted basis matrix Unew = U + αβ T minimizes the residual


S T U + αβ T c(µ) − f (V ỹ(µ)) .
(3)

We show that the rank-1 update αβ T that minimizes the residual (3) is the solution of a generalized
eigenproblem. The size of the eigenproblem is m × m, and therefore it can be solved efficiently
online. A similar adaptation process can be derived for the DEIM interpolation points matrix. The
adaptation process can be invoked many times during the online phase to obtain an updated DEIM
basis matrix and updated DEIM interpolation points matrix.
Benefits of online adaptive DEIM In our online adaptive DEIM, the DEIM space changes
online, which means that the DEIM approximation is performed on the manifold induced by the
adapted DEIM spaces and so gives a nonlinear approximation of the nonlinear term. Our adaptive
approach therefore can more efficiently capture nonlinear behavior, which is confirmed by our numerical results where our online adaptive DEIM leads to significant accuracy improvements compared
to static DEIM. Our numerical examples also demonstrate that through adaptivity, our reduced
systems provide valid approximations of the full systems outside of the parameter domain D for
which they were initially built in the offline phase.
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Structured and Global Backward Error Analysis of Odd-Degree
Structured Polynomial Eigenvalue Problems Solved
via Structure-Preserving Linearizations
Javier Pérez, Froilán M. Dopico, Paul Van Dooren
Abstract
Structured matrix polynomials occur in numerous applications in engineering, mechanics, control,
linear systems theory, and computer-aided graphic design (see, for example, [4] and the references
therein). A matrix polynomial is structured if there are algebraic properties of its coefficients that
induce some symmetries in its spectrum. Some of the most common of these algebraic structures
that appear in applications are the (skew-)symmetric, (anti-)palindromic, and alternating structures
[5, 6, 7]. In the last decade, the development of structure-preserving linearizations of structured
matrix polynomials that are easy to construct from the coefficients of the polynomials has received
considerable attention; see, for example [3, 4]. This interest stems from its applications to designing
structure preserving algorithms for structured polynomial eigenvalue problems.
Structured backward error analyses of algorithms for solving structured polynomial eigenvalue problems can be local or global. Local analyses aim to prove that any computed eigenvalue is the exact
eigenvalue of a nearby structured matrix polynomial, which may be different for each eigenvalue.
Global analyses are much harder, since their goal is to prove that the computed complete eigenstructure is the exact computed complete eigenstructure of a nearby structured matrix polynomial.
In this talk, we present a framework for structure-preserving strong linearizations of odd-degree
structured matrix polynomials that allows us to perform, for the first time, a global and structured
backward stability analysis of complete structured polynomial eigenproblems, regular or singular,
solved by applying to a structure-preserving strong linearization a structurally backward stable
algorithm that computes its complete eigenstructure, such as the palindromic-QR algorithm for
palindromic or even pencils [2]. This analysis allows us to identify structure-preserving strong
linearizations that yield a computed complete eigenstructure which is the exact one of a slightly
perturbed structured matrix polynomial. These pencils include the well-known block-tridiagonal
and block-antitridiagonal structure-preserving linearizations in [5, 6, 7].

1

Structured complete eigenvalue problems, and their structured
and global backward error analysis

Denoting by (·)? the transpose operation when the coefficients of the polynomial are real matrices,
or the conjugate transpose operation when the coefficients are complex matrices, the structures that
we considered in this talk are:
(i) ?-symmetric: P (λ)? = P (λ),
(ii) ?-skew-symmetric: P (λ)? = −P (λ),

(iii) ?-palindromic: P (λ)? = revd P (λ),

(iv) ?-anti-palindromic: P (λ)? = −revd P (λ),
(v) ?-even: P (λ)? = P (−λ),

(vi) ?-odd: P (λ)? = −P (−λ),
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where revd P (λ) := λd P (λ−1 ), and where d denotes the degree of P (λ). Additionally, let us denote
the structure that a structured matrix polynomial P (λ) posses by S(P ) ∈ { ?-symmetric, ?-skewsymmetric, ?-palindromic, ?-anti-palindromic, ?-even, ?-odd}.
The structured complete eigenvalue problem consists of computing all the eigenvalues, finite and
infinite, and all the minimal indices, left and right, of a structured matrix polynomial P (λ) using an
algorithm that preserves the spectral symmetries of P (λ) in a floating point arithmetic environment.
The standard approach to solve a structured complete eigenvalue problem associated with a structured matrix polynomial P (λ) is to linearize P (λ) into a matrix pencil (i.e., a matrix polynomial
of degree 1) preserving its structure. Linearization transforms the polynomial eigenvalue problem into an equivalent generalized eigenvalue problem, which can be solved using well-understood
structure-preserving generalized eigensolvers.
Some of the structure-preserving generalized eigensolvers, such as the structured version of the
staircase algorithm or the palindromic-QR algorithm, are structurally backward stable. This means,
that if they are applied to any structure-preserving strong linearization L(λ) in a computer with unit
roundoff u, then the computed complete eigenstructure of L(λ) is the exact complete eigenstructure
of a matrix pencil L(λ) + ∆L(λ) such that
k∆L(λ)k
= O(u) and S(∆L) = S(L).
kL(λ)k

(1)

However, it is not obvious whether or not (1) guarantees that the computed complete eigenstructure
of P (λ) is the exact complete eigenstructure of a nearby matrix polynomial P (λ) + ∆P (λ) of the
same degree as P (λ) such that
k∆P (λ)k
= O(u) and S(∆P ) = S(P ).
kP (λ)k

(2)

In this talk, we outline the backward error analysis performed to determine whether or not (2)
holds when the structure-preserving strong linearization L(λ) belongs to a large class of structurepreserving strong linearizations called structured block Kronecker pencils, which are particular examples of block minimal bases pencils recently introduced in [1]. This analysis requires important
results on Möbius transformations of matrix polynomials, dual minimal bases, and Sylvester and
?-Sylvester matrix equations. One of the advantages of this novel approach is that we obtain
perturbation bounds of the form
k∆P (λ)k
k∆L(λ)k
≤ CP,L
,
kP (λ)k
kL(λ)k
with CP,L a constant depending on P (λ) and L(λ), that are valid for finite perturbations k∆L(λ)k,
and allow us to identify those structured block Kronecker pencils for which equation (2) holds.
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Preconditioned MINRES for Nonsymmetric Toeplitz
and Block Toeplitz Matrices
Eleanor McDonald, Jennifer Pestana, Andrew Wathen
Abstract
Linear systems Ax = b with nonsingular Toeplitz or block Toeplitz matrices A ∈ Rn×n arise in
many applications, notably when discretizing partial differential, fractional differential or integral
equations using constant time steps. Since matrix-vector products with Toeplitz matrices can be
cheaply computed by a circulant embedding and the fast Fourier transform, Toeplitz systems are
often solved by Krylov subspace methods even when A is dense. However, effective preconditioners
are normally required to accelerate convergence.
Multilevel and circulant-based preconditioners are popular for (block) Toeplitz matrices. If A is
symmetric we can apply the preconditioned conjugate gradient (CG) method or preconditioned
MINRES method. These methods have descriptive convergence theory that we can use to obtain
theoretical guarantees of the effectiveness of preconditioners, e.g. [1, 3, 2, 8, 12, 13]. For nonnormal
problems, however, convergence theory for Krylov subspace methods is not generally descriptive,
and applying the available theory to characterize the performance of preconditioners is difficult.
Accordingly, preconditioners for (block) nonsymmetric Toeplitz problems are largely heuristic. One
remedy is to apply CG or MINRES to the normal equations, or MINRES to an augmented system,
but these strategies may be more costly and may result in slow convergence.
Here we show how to use a simple row permutation to symmetrize a (block) Toeplitz matrix without
resorting to the normal equations, so that the convergence theory of preconditioned MINRES can
be applied. We also show how existing preconditioners can be adapted to give guaranteed fast
convergence rates for the symmetrized system. The method can be significantly faster than using
GMRES or a method for the normal equations, and is more robust than applying nonsymmetric
short-term recurrence methods.
Symmetrizing Toeplitz matrices.
We describe the approach for a Toeplitz matrix A. The
symmetrization is effected by row permutations that transform A, which may be highly nonnormal,
to the symmetric (indeed, Hankel) Y A, where Y ∈ Rn×n is the exchange matrix


1


Y =  ...  .
1

The matrix Y can be viewed as a simple preconditioner [11] but its purpose is atypical, since it
is not designed to accelerate convergence but to allow a different Krylov subspace method to be
applied. That is, MINRES applied to
Y Ax = Y b
(1)
may converge slowly, but we know how to remedy this via a secondary, symmetric positive definite
preconditioner P .
Once we are in possession of this P , the system (1) may be solved by preconditioned MINRES and
the relative preconditioned residuals satisfy
krk kP −1
≤ min
p∈Πk
kr0 kP −1

p(0)=1

max

λ∈σ(P −1 Y A)
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|p(λ)|,

(2)

where Πk is the set of polynomials of at most degree k and σ(P −1 Y A) is the spectrum of P −1 Y A.
Accordingly, P will accelerate convergence if it improves the spectrum of Y A.
When considering candidate preconditioners, a natural starting point is to examine existing options
for nonsymmetric Toeplitz matrices, e.g. [4, 5, 6, 9]. These preconditioners are typically nonsymmetric and so cannot be used within our preconditioned MINRES framework. However, nonsymmetric
circulant preconditioners can be straightforwardly converted to symmetric positive definite matrices
that retain the favourable properties of their nonsymmetric counterparts.
To see this, note that any circulant C ∈ Rn×n has diagonalization C = U ∗ ΛU, where U is unitary
(and is the scaled Fourier matrix). We can form a symmetric positive definite matrix from C by
computing its matrix absolute value |C| = U ∗ |Λ|U, where |Λ| takes the magnitude of the elements
of Λ. The matrix |C| is real and symmetric positive definite. It is also circulant and its entries can
be easily computed from the first column of C. Accordingly, |C| is cheap to apply.
We will show that for a large class of Toeplitz matrices and a range of symmetrized circulants, the
preconditioned MINRES method applied to (1) converges rapidly [10]. The results are based on the
decomposition of |C|−1 Y A into an orthogonal matrix, a low-rank matrix and a small-norm matrix.
Since Y A is symmetric and |C|−1 is symmetric positive definite, from such a decomposition we can
directly infer spectral properties of the preconditioned matrix, and hence use (2) to guarantee fast
convergence.
Block systems. Finally, we will consider multilevel and block Toeplitz matrices. The former arise
in the discretizations of continuous problems in two or more dimensions, while the latter appear,
for example, in the all-at-once solution of time-dependent partial differential equations [7].
We will generalize our symmetrization to important block and multilevel problems. This allows us
to apply preconditioned MINRES, with its descriptive convergence bounds, in these cases. We will
use these bounds to explore suitable block circulant preconditioners for the all-at-once solution of
time-dependent partial differential equations [7] as well as multilevel preconditioners for multilevel
Toeplitz matrices.
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Computational 3D Imaging: Sparse Recovery and PSF Engineering
for 3D Information from 2D Data
Bob Plemmons, Sudhakar Prasad
Abstract
The goal of three dimensional (3D) optical imaging is to seek the complete structure of objects in
our surroundings. Afterwards, we need to be able to extract information from the image data such
as distance from the camera, as well as other information such as object brightness and shape that
are essential in a wide range of applications. Our objective here is to engineer the point spread
function (PSF) to obtain 3D information from 2D data. This is enabled by modifying the camera
optical system to enable rotating PSFs for images of point sources at various ranges. Applications
include 3D super-resolution microscopy used in biotechnology in the life sciences, as well as space
debris localization in space situational analysis.
We consider here the 3D imaging problem of sparse recovery of single frame (snapshot) 3D point
source image recovery from 2D data, with methods based on point spread function (PSF) design.
This enables us to encode the range of point sources by encoding the information in the amount the
PSF rotates. The method involves a new technique, recently patented by S. Prasad, for applying
rotating point spread functions to obtain depth from defocus [3]. Wavefront phase encoding with
a Fresnel lens-type spiral phase mask is used. Other approaches for depth from focus or defocus
generally involve multiple images, see [7, 8]. In our case the amount of rotation of the PSF encodes
the range of the point source. Applications to microscopy and space activities such as 3D imaging
of space debris that endanger low Earth orbiting satellites are described in detail.
Our other work in space situational awareness activities includes joint data reconstruction and deblurring for removing atmospheric turbulence blur, as well as feature extraction. Data is obtained
using a prototype spatial light modulator (SLM) compressed sensing cameras for obtaining hyperspectral images with 4 polarization channels, developed by D. Brady, et al., at Duke University [1, 5],
as part of an AFOSR project with New Mexico and Wake Forest. All the PSFs are wavelength and
diffraction blur dependent.
In microscopy application we describe sparse recovery algorithms for 3D super-resolution using
rotating PSF techniques. Super-resolution microscopy with phase masks is a promising method to
obtain, e.g., 3D single molecule localization. Due to the complexity of the resulting point spread
functions, and the resulting nonconvex optimization problem for image recovery, designing efficient
algorithms for obtaining accurate 3D point localizations is quite challenging, see e.g., [4, 6].
In current research we are considering 3D super-resolution recovery algorithms based on approaches
using nonconvex optimization and compare them to recent results given in [4].
This research also involves work with Raymond Chan and his student Chao Wang at the Chinese
University of Hong Kong. Research by the two co-authors is funded by the AFOSR.
My first Householder (Gatlinburg) symposium occurred in 1969, and was organized by my mentor
Alston Householder. This was the last one held in the resort town of Gatlinburg, TN, adjacent to
the Smokey Mt. National Park.
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Subspace Methods for Multiparameter Eigenvalue Problems
with Applications to Separable Boundary Value Problems
Călin I. Gheorghiu, Michiel E. Hochstenbach, Karl Meerbergen, Bor Plestenjak
Abstract
In numerous science and engineering applications a partial differential equation has to be solved
on a domain that allows the use of the method of separation of variables. In several coordinate
systems separation of variables applied to the Helmholtz, Laplace, or Schrödinger equation leads to
a multiparameter eigenvalue problem (MEP), some important cases are Mathieu’s system, Lamé’s
system, and systems of spheroidal and ellipsoidal wave functions [6]. Up to now, multiparameter
approaches have rarely been exploited to solve the equations numerically as MEPs remain less known
and the variety of available numerical methods is not wide. We aim to change this perspective. We
will show that by combining spectral collocation methods and new efficient numerical methods for
algebraic MEPs, where we exploit the structure of the matrices, it is possible to solve such problems
both very efficiently and accurately. Related methods and examples are available in MultiParEig a toolbox for multiparameter eigenvalue problems in Matlab [4].
In the generic case separation of variables applied to a separable boundary value problem leads to
a MEP of k differential equations of the form
p1 (x1 ) y100 (x1 ) + q1 (x1 ) y10 (x1 ) + r1 (x1 ) y1 (x1 ) = λ1 s11 y1 (x1 ) + · · · + λk s1k (x1 ) y1 (x1 )
..
.
pk (xk ) yk00 (xk ) + qk (xk ) yk0 (xk ) + rk (xk ) yk (xk ) = λ1 sk1 yk (xk ) + · · · + λk skk (xk ) yk (xk )

(1)

together with the appropriate boundary conditions, where k = 2 or k = 3. We are interested in a
k-tuple (λ1 , . . . , λk ) and nontrivial functions y1 , . . . , yk such that equations (1) and the boundary
conditions are satisfied.
When we discretize the MEP (1) we obtain an algebraic MEP of the form
A10 x1 = λ1 A11 x1 + · · · + λk A1k x1
..
.
Ak0 xk = λ1 Ak1 xk + · · · + λk Akk xk ,

(2)

where Aij ∈ Cni ×ni for i = 1, . . . , k and j = 0, . . . , k. A k-tuple (λ1 , . . . , λk ) is an eigenvalue if
it satisfies (2) for nonzero vectors x1 ∈ Cn1 , . . . , xk ∈ Cnk . The corresponding eigenvector is the
tensor product x1 ⊗ · · · ⊗ xk . Introducing the so-called k × k operator determinants
A11 · · · A1k
..
∆0 = ...
.
Ak1 · · · Akk

⊗

A11 · · · A1,i−1 A10 A1,i+1 · · · A1k
..
..
..
and ∆i = ...
.
.
.
Ak1 · · · Ak,i−1 Ak0 Ak,i+1 · · · Akk

⊗

for i = 1, . . . , k, where the Kronecker product ⊗ is used instead of multiplication, we obtain matrices
−1
∆0 , . . . , ∆k of size (n1 · · · nk ) × (n1 · · · nk ). If ∆0 is nonsingular, then ∆−1
0 ∆1 , . . . , ∆0 ∆k commute
and (2) is equivalent to a system of generalized eigenvalue problems
∆1 z = λ 1 ∆0 z
..
.
∆k z = λk ∆0 z
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(3)

for decomposable tensors z = x1 ⊗ · · · ⊗ xk [1]. This relation enables one to use standard numerical
methods for the computation of eigenvalues if the ∆-matrices are not too large. However, when we
discretize (1), then usually even for k = 2 the ∆-matrices are so large that it is not efficient or even
not feasible to compute all the eigenvalues.
In many applications we are looking for the eigenvalues of ∆k z = µ∆0 z with the smallest value of
|µ|. For k = 2 we can apply the implicitly restarted Arnoldi or the Krylov–Schur method to the
generalized eigenvalue problems with two-by-two operator determinants ∆2 z = µ∆0 z, i.e.,
(A11 ⊗ A20 − A10 ⊗ A21 )z = µ(A11 ⊗ A22 − ⊗A12 ⊗ A21 )z.
Problems of this form also appear in the detection of Hopf bifurcations. We present efficient methods
that can be used to compute a small subset of the eigenvalues. For full matrices of moderate size we
propose either the standard implicitly restarted Arnoldi or Krylov–Schur iteration with shift-andinvert transformation, performed efficiently by solving a Sylvester equation. For large problems, it
is more efficient to either use a subspace iteration based on low-rank approximations of the solution
of the Sylvester equation combined with a Krylov–Schur method for the projected problems or the
Jacobi-Davidson type method.
For k = 3 it remains open how to solve a linear system with three-by-three operator determinant ∆3
efficiently. While for k = 2 we can reduce the complexity from O(n31 n32 ) to O(n31 + n32 ) by solving a
Sylvester equation, this cannot be applied for k = 3 and the complexity O(n31 n32 n33 ) severely limits
sizes of the subspaces that we can use. Still, by using the Jacobi–Davidson type method we can
find accurate solutions for the ellipsoidal wave equation efficiently.
Many of the presented methods are implemented in the Matlab package MultiParEig, which contains
numerical tools for algebraic MEPs of the form (2), even for the case when ∆0 is singular. The
package also includes routines for the discretization of two or three-parameter eigenvalue problems
of the form (1) by the Chebyshev collocation and can be applied to a wide range of problems. Using
it we were able to improve several results from the literature.
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Rigorous Invariant Measure Computations
Using a Two-Grid Strategy to Approximate Matrix Norms
Stefano Galatolo, Maurizio Monge, Isaia Nisoli, Federico Poloni
Abstract
Rigorous numerical methods based on interval arithmetic have become popular—as a tool to assist
in theorem-proving—among the mathematicians working on dynamical systems, after the success in
solving a famous open problem (existence of the Lorenz attractor [4]). By ‘rigorous’ here we mean
that the method provides a result with an explicit error bound that is guaranteed to hold in exact
arithmetic, even if the computation is performed on a computer in floating point.
Here we consider the problem of finding a rigorous method to compute the so-called absolutely continuous invariant measure of a dynamical system defined by a map T : [0, 1] → [0, 1]. This measure
(which, under suitable assumptions on T , exists and is unique) corresponds to the asymptotic distribution of the points x, T (x), T (T (x)), T (T (T (x))), . . . for almost all choices of the starting point
x, or can be expressed as the measure f (x)dx satisfying
Z
Z
u(T (x))f (x)dx = u(x)f (x)dx for all test functions u ∈ C 1 ([0, 1]),
(1)
or also as Lf = f , where L is a suitable operator on density functions — the adjoint of u 7→ u ◦ T .
Although (1) is not a problem of differential nature, its numerical solution can be approached
using the Galerkin method; it is a sort of (non-selfadjoint) finite-element eigenvalue problem. The
simplest discretization strategy corresponds to using piecewise constant functions for both the trial
and the test space, with basis ui (x) = χ[(i−1)/n, i/n] , i = 1, 2, . . . , n. This is called Ulam’s method [5],
and can be given a completely elementary interpretation: one computes the invariant measure of a
Markov chain with transition matrix P ∈ Rn×n , where Pij is given by the probability that T maps
a randomly chosen point in [(j − 1)/n, j/n] into [(i − 1)/n, i/n].
The numerical approximation produced by this method converges to the true invariant measure for
a large class of maps, and explicit bounds can be given in terms of quantities that can be computed
analytically from the function T (Lasota-Yorke inequality coefficients); see for instance [3].
Galatolo and Nisoli [1] have provided a first rigorous implementation with explicit error bounds,
using interval arithmetic in some parts of the computation and forward error tracking in some
others. The techniques used involve the estimation of kLk − P k k for a sufficiently large k ∈ N,
where P is the operator on finite-dimensional functional spaces obtained by Galerkin projection:
hence it is essentially the matrix P obtained with a finite element method, but seen as an operator
on functional spaces.
The main computational burden in their method is obtaining a sufficiently tight upper bound for
the norm of the matrix P k restricted to the subspace of zero-sum vectors, i.e.,
kP k |W k =

kP k xk
,
x∈W\{0} kxk
max



W = {x ∈ Cn : 1 1 · · · 1 x = 0}.

In the setting of Ulam’s method, where P is the transition matrix of a Markov chain, this computation is equivalent to estimating rigorously the convergence speed of the power method to its Perron
vector (mixing time), a problem that has appeared independently in many other settings.
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The norm of interest here is either the 1-norm or the ∞-norm. Black-box norm estimators for
them exist in the linear algebra literature (see e.g. [2]), but to our knowledge they only provide a
guaranteed lower bound on the norm; to obtain a rigorous upper bound it is not clear how to beat
O(nnz(P ) · n · k), the cost of computing P k wi explicitly for each vector of a basis (w1 , w2 , . . . , wn−1 )
of W. This is problematic, because often n ≈ 105 or 106 is required to have a useful bound (and
nnz(P ) = O(n)).
We use ideas similar to those that lead to the approximation kLk − P k k to bound kPfk − Pck k,
where Pf and Pc are finite-dimensional operators obtained by projections on two different grids, a
finer and a coarser one. This allows us to bound the norms kPfj |Wf k (j = 1, 2, 3, . . . , k) using the

corresponding norms of the smaller matrix kPcj |Wc k. So we can perform the more computationally
intensive part of the computation in smaller dimension, and then bound kPfj |Wf k using only the
Lasota-Yorke inequality coefficients. In practice, this two-grid estimation strategy reduces the total
computational cost of the algorithm from O(n2 ) to O(n).
We combine this idea with tighter inequalities that make use of all the intermediate values kP j |W k,
j = 1, 2, . . . , k, instead of only the final one, and with eigenvalue computation with an Arnoldi
method. Some care is required to make sure that all the bounds obtained are rigorous irrespective
of computational errors.
The practical improvement is massive: problems that required hours of parallel computation on a
supercomputing cluster are now solved on a laptop in a few minutes.
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Decay Bounds for Functions of Banded Non-Hermitian Matrices
Stefano Pozza, Valeria Simoncini
Abstract
Matrix functions have arisen as a reliable and a computationally attractive tool for solving a large
variety of application problems. The analysis of their properties and structure has recently attracted
the interest of many practitioners. In particular, for a given square banded matrix A, the entries
of the matrix function f (A) for a sufficiently regular function f are characterized by a - typically
exponential - decay pattern as they move away from the main diagonal. This phenomenon has been
known for a long time, and it is at the basis of approximations and estimation strategies in many
fields, from signal processing to quantum dynamics and multivariate statistics; see, e.g., [2] and
the references therein. For this reason the interest in a-priori estimates that can accurately predict
the decay rate of the entries of matrix functions has significantly grown in the past decades, and it
has mainly focused on Hermitian matrices; the inverse and exponential functions have been given
particular attention, due to their relevance in numerical analysis and other fields. Upper bounds
usually take the form
|(f (A))k,` | ≤ cρ|k−`| ,

(1)

where ρ ∈ (0, 1); both ρ and c depend on the spectral properties of A and on the domain of f , while
ρ also strongly depends on the bandwidth of A.
The analysis of the decay pattern for banded non-Hermitian A is significantly harder, especially for
non-normal matrices. In [1] Benzi and Razouk addressed this challenging case for diagonalizable
matrices. They developed a bound of the type (1), where c also depends on the eigenvector matrix
condition number. In our approach, instead, bounds on the decay pattern of banded non-Hermitian
matrices are derived avoiding the explicit reference to the possibly large condition number of the
eigenvector matrix.
Starting with the pioneering work [5], most estimates for the decay behavior of the entries have relied
on Chebyshev and Faber polynomials as technical tool, mainly for two reasons. Firstly, polynomials
of banded matrices are still banded matrices, although the bandwidth increases with the polynomial
degree. Secondly, sufficiently regular matrix functions can be written in terms of Chebyshev and
Faber series, whose polynomial truncations enjoy nice approximation properties for a large class of
matrices, from which an accurate description of the matrix function entries can be deduced.
In our work we deal with a general non-Hermitian (not necessarily diagonalizable or diagonally
dominant) matrix A. The field of values of A, defined as the set W (A) = {v∗ Av | v ∈ Cn , ||v|| = 1},
plays a fundamental role. Indeed, Faber polynomials related to a compact convex set E containing
W (A) are employed in order to obtain new bounds for functions that are analytic on E. Assume
that A has upper bandwidth β > 0 and lower bandwidth γ > 0. In our work we define an open set
Gτ ⊃ E, depending on the shape of E and on a parameter τ > 1, and we prove that if f is analytic
in Gτ and bounded on its boundary Γτ , then
 ξ
τ
1
(f (A))k,` ≤ 2
max |f (w)|
,
(2)
τ − 1 w∈Γτ
τ
where ξ is a measure of the distance of the (k, `) element of A from the diagonal, given by

d(` − k)/βe, if k < `
ξ :=
.
d(k − `)/γe, if k ≥ `
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The choice of τ , and thus the sharpness of the derived estimate (2), depends on the trade-off between
the possibly large size of f on the given region, and the exponential decay of (1/τ )ξ , and thus it
produces an infinite family of bounds depending on the problem considered. In particular, when
f (z) = ez and E is a horizontal ellipse with semi-axes a ≥ b > 0 and center c = c1 + ic2 ∈ C,
c1 , c2 ∈ R, the optimal value for τ gives
!ξ
p

ξ + ξ 2 + a2 − b2
a+b
eq(ξ)
A
c1
p
p
e k,` ≤ 2e
,
(3)
ξ 1 + 1 + (a2 − b2 )/ξ 2
ξ + ξ 2 + a2 − b2 − (a + b)
for ξ > b, with q(ξ) = 1 +

2

ξ 2 +ξ

a −b
√

2

ξ 2 +a2 −b2

.

√

Other examples treated in our work are the functions f (z) = z −1/2 and f (z) = e− z , with z in
a properly chosen domain. For all these functions we produced several numerical experiments.
For the sake of simplicity and without loss of generality, our numerical experiments mainly use
Toeplitz matrices, which are constant along their diagonals. These matrices allow us to explore a
large variety of spectral scenarios and non-normality properties, while providing a fully replicable
experimental framework. In all these cases the estimates are able to correctly capture the true
exponential or super-exponential decay rate of the elements. Moreover, as expected, our bounds are
also influenced by the dependence between the predicted decay rate and the shape and dimension
of the set enclosing the field of values of A. The closer E is to the field of values, the sharper is the
bound.
Following the path proposed in the Hermitian case in [2, section 4.2], the estimates (3) can be
combined with functions defined by the Laplace-Stieltjes transform
Z ∞
f (A) =
e−tA dµ(t),
0

to derive new decay bounds for this class of matrix functions. Furthermore, as done in the recent
literature (see, e.g., [2] and references therein), the peculiar oscillating decay of functions of Kronecker sums of banded matrices can be captured by exploiting the properties of the exponential
2
2
function. Let A1 and A2 be two complex n × n matrices. The matrix A ∈ Cn ×n is the Kronecker
sum of A1 and A2 if
A = A1 ⊕ A2 = A1 ⊗ I + I ⊗ A2 .
The Kronecker sum of two matrices satisfies (see, e.g., [7, Theorem 10.9])
eA1 ⊕A2 = eA1 ⊗ eA2 .
Functions of Kronecker sums of two banded matrices exhibit the typical decay away from the main
diagonal, together with a refined decay associated with the bandwidth of the single matrices A1 , A2 ,
giving rise to local “oscillations”. This behavior was characterized in [2, 4] for Hermitian positive
definite matrices and a large class of functions. Thanks to the new proposed bounds, we generalized
these results to non-Hermitian matrices.
As an application, we consider the inexact Krylov approximation of matrix function evaluations.
Given a matrix A ∈ Cn×n and a vector v ∈ Cn , we define the mth Krylov subspace generated by A
and v as
Km (A, v) = span{v, Av, . . . , Am−1 v}.
For v1 = v/kvk and m ≥ 1, the mth step of the Arnoldi algorithm determines an orthonormal
basis {v1 , . . . , vm } for Km (A, v), the subsequent orthonormal basis vector vm+1 , an m × m upper
266

Hessenberg matrix Hm , and a scalar hm+1,m such that
AVm = Vm Hm + hm+1,m vm+1 eTm ,

(4)

where Vm = [v1 , . . . , vm ]. Due to the orthogonality of the columns of [Vm , vm+1 ], the matrix
Hm is the projection and restriction of A onto Km (A, v), that is Hm = Vm∗ AVm . The Arnoldi
approximation of f (A)v is given as Vm f (Hm )e1 ; see, e.g., [7, Ch.13]. In the Hermitian case, bounds
of the Arnoldi approximation have been used to obtain upper estimates for the entries decay; see for
instance [2] for the exponential function. With our new results we can again exploit this connection
but in the reverse direction.
More precisely, in the case of the exponential, e−tA v, the quantity rm (t) = |hm+1,m eTm e−tHm e1 | can
be interpreted as the “residual” norm of an associated differential equation, see [3] and references
therein; this is true also for other functions, see, e.g., [6, section 6]. By using decay bounds for the
entries of f (Hm )e1 with Hm upper Hessenberg, we show that we can give a bound for a specifically
defined residual associated with the approximation of f (A)v in the case of generic non-Hermitian A
and several different functions; these bounds complement those available in the already mentioned
literature for the Arnoldi approximation. Furthermore, numerical experiments show that the bound
correctly capture the behavior of the residual.
In an inexact Arnoldi procedure A is not known exactly. This may be due for instance to the fact
that A is only implicitly available via functional operations with a vector, which can be approximated
at some accuracy. To proceed with our analysis we can formalize this inexactness at each iteration
k as
ek+1 = Avk + wk ≈ Avk .
v

Typically, some form of accuracy criterion is implemented, so that kwk k <  for some . It may be
that a different value of this tolerance is used at each iteration k, so that  = k . In compact form,
the original Arnoldi relation (4) becomes
(A + Em )Vm = Vm Hm + hm+1,m vm+1 eTm ,

Em = [w1 , . . . , wm ]Vm∗ .

Here Hm is again upper Hessenberg, although, Hm = Vm∗ (A+Em )Vm . By exploiting the exponential
decay of the entries of f (tHm )e1 , we can infer that kwj k is in fact allowed to grow with j, according
with the exponential decay of the corresponding entries of f (tHm )e1 , without affecting the overall
accuracy. A-priori bounds on |eTj f (tHm )e1 | can be used to select j when estimating Avj . This
relaxed strategy can significantly decrease the computational cost of matrix function evaluations
whenever applying A accurately is expensive. Numerical experiments illustrate that in practice no
loss of information takes place during the relaxing strategy.
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Interplay Between Gauss Quadrature, Non-Hermitian Lanczos,
Padé Approximants and Complex Jacobi Matrices in Quasi-Definite Case
Miroslav Pranić, Stefano Pozza, Zdeněk Strakoš
Abstract
The Gauss quadrature
L(f ) =

n
X

ωi f (λi ) + Rn (f )

(1)

i=1

can be formulated as a method for approximating positive definite linear functional L. Its mathematical context is extremely rich, with orthogonal polynomials, continued fractions and Padé
approximation on one (functional analytic or approximation theory) side, and with the method of
moments, (real) Jacobi matrices, spectral decompositions, and the Lanczos method on the other
(algebraic) side. This contribution investigates the question of a meaningful generalization of the
Gauss quadrature for approximation of linear functionals that are not positive definite.
The linear functional L is positive definite on the subspace of polynomials of degree at most n if its
moments ms for s = 0, . . . , 2n are real numbers and the associated Hankel determinants

∆j =

m0
m1
..
.

m1
m2
..
.

mj

mj+1

. . . mj
. . . mj+1
..
..
.
.
. . . m2j

(2)

are positive for j = 0, . . . , n. Any positive definite linear functional L has the Riemann–Stieltjes
integral representation
Z
L(f ) = f (x) dµ(x)
on the space of continuous real functions f , where µ is a non-decreasing positive distribution function
defined on the real axis having finite limits at ±∞. By a meaningful generalization we consider the
quadrature inheriting the following properties of the (standard) Gauss quadrature:
• G1: The n-node Gauss quadrature attains the maximal algebraic degree of exactness 2n − 1,
i.e., it is exact for all polynomials of degree at most 2n − 1.
• G2: The n-node Gauss quadrature is well-defined and it is unique. Moreover, the Gauss
quadratures with a smaller number of nodes also exist and they are unique.
• G3: The Gauss quadrature of a function f can be written in the form m0 eT1 f (Jn )e1 , where
Jn is the Jacobi matrix containing the coefficients from the three-term recurrence relation for
orthonormal polynomials associated with L; m0 = L(x0 ).
It is natural to investigate a generalization of the Gauss quadrature by relaxing the condition on
L from being positive definite to being quasi-definite on the subspace of polynomials of degree at
most n, i.e. by considering the linear functionals such that
∆j 6= 0 for j = 0, 1, . . . , n.
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In this case we still have a sequence of (formal) orthogonal polynomials p0 , p1 , . . . , pn with respect
to L,
deg(pk ) = k, L(pk pj ) = 0 for j < k, and L(p2k ) 6= 0.

However, the zeros of these orthogonal polynomials are not necessarily real and simple; they can be
complex and multiple. For this reason we propose the following form for the Gauss quadrature
L(f ) =

i −1
X̀ sX

ωi,j f (j) (λi ) + Rn (f ),

(3)

i=1 j=0

where n = s1 + . . . + s` . The numbers s1 , . . . , s` are given by the multiplicities of zeros (λi ) of the
nth orthogonal polynomial (pn ) with respect to L. Therefore, the quadrature (3) is different from
the Gauss quadrature with multiple nodes considered, for example, in [1], [6] or [3]. The main result
can be summarized in the following theorem.
Theorem. Quasi-definitness of L is the necessary and sufficient condition for the quadrature (3)
to have all three properties G1, G2 and G3.
The presentation will outline the proof based on relationship to several related areas. The formal
orthogonal polynomials with respect to L satisfy a three-term recurrence relation with (in general)
complex coefficients. The corresponding Jacobi matrix Jn is therefore complex and can be generated
by the non-Hermitian Lanczos algorithm. The property G3 shows that our definition of Gauss
quadrature contains as a special case the Gauss quadrature associated with the Lanczos algorithm
considered in [2]. The columns wt , t = 1, . . . , n, of the matrix W and the rows vt of W −1 in the
Jordan decomposition of the Jacobi matrix
Jn = W Λ W −1
can be expressed in terms of nodes and weights in the Gauss quadrature and orthonormal polynomials p̃:


0j
 p̃(j) (λ ) 
sX
i −1

i
1
j
(i,j)
(i,j)

wt = w
= 
k! ωi,k wi,k−j ,
,
v
=
v
=
t
..

j! 
.


k=j
(j)
p̃n−1 (λi )

where i is a unique integer between 1 and `, and j is a unique integer between 0 and si − 1, such
that t = s0 + s1 + · · · + si−1 + j + 1 with s0 = 0. The equivalent result about the vectors wt was
presented in the lecture by Ilse Ipsen at the ILAS 2005 conference.
The form of the Gauss quadrature (3) avoids the requirement for the simplicity of nodes. Therefore
this generalization avoids restrictive assumptions used in [8] and [4].

Quasi-definiteness of the linear functional L guarantees that the denominator q(x) of the [n − 1, n]
Padé approximant r(x) = p(x)/q(x) for the corresponding formal power series
F (x) =

∞
X

mi xi

i=0

is of degree n and that the Maclaurin expansion of r(x) agrees with F (x) exactly up to the power
x2n−1 . The partial fraction decomposition
˜ s̃i −1
  X̀
X
Ai,j
1
1
r
=
x
x
(x − αi )j
i=1 j=0
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has the following link with the generalized Gauss quadrature:
Ai,j
`˜ = `, s̃i = si ,
= ωi,j , αi = λi i = 1, . . . , `, j = 0, . . . , si − 1.
j!
This relationship was used in [5] to define the nodes λi and the weights ωi,j when the linear functional
is an integral with respect to some complex measure.
This presentation is based on [7] and its form is adapted for a general audience.
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Nonnegative Tensor Rank
Yang Qi, Pierre Comon, Lek-Heng Lim
Abstract
Let V1 , . . . , Vd be vector spaces over F = C, R, or R+ (strictly speaking, the vector spaces should
be called semimodules in the case when we have the semiring of nonnegative reals R+ as scalars).
To perform computations on a tensor T ∈ V1 ⊗ · · · ⊗ Vd , we often need to fix a basis for each vector
space to obtain a hypermatrix (ti1 ···id ) ∈ Fn1 ×···×nd that represents T in coordinates; we will not
distinguish between T and the hypermatrix that represents it. In many instances tensors arising
from measurements turn out to have nonnegative coordinates, which makes the study of nonnegative
tensors, i.e., one whose coordinates ti1 ···id ≥ 0, important in a wide range of applications including
hyperspectral imaging, spectroscopy, statistics, phylogenetics, pattern recognition, among other
areas.
The tensor rank of T over F is defined to be the minimum integer r such that
Xr
(1)
(d)
T =
vi ⊗ · · · ⊗ vi ,
i=1

(j)
vi

where each
∈ Fnj , j = 1, . . . , d. These are called complex, real, and nonnegative tensor ranks
respectively when F = C, R, or R+ ; and the corresponding decompositions rank decompositions.
Note that since R+ ⊆ R ⊆ C, all three ranks are well-defined for a nonnegative tensor T ∈ Rn+1 ×···×nd .
Unlike real and complex tensor ranks, whose fundamental properties have been extensively studied,
very little is known for nonnegative tensor rank. We will attempt to better understand nonnegative
tensor rank by using a combination of techniques from complex, real, and semialgebraic geometry.
Most of our arguments are based on comparisons of geometric properties of tensor spaces over C, R,
and R+ , demonstrating the intrinsic geometric nature of tensors. The work described here is based
on [2, 3].
Nonnegative typical ranks. It is known that over C, a tensor space V1 ⊗ · · · ⊗ Vd has a unique
generic complex rank rg , i.e., a randomly generated complex tensor has complex rank equals to rg
with probability 1, but this is not the case over R. A well-known example is R2×2×2 , which has
two typical real ranks, 2 and 3, i.e., a random tensor in R2×2×2 could have either real rank 2 or 3,
both with nonzero probability. We determine all nonnegative typical ranks for cubical nonnegative
tensors: Every integer between rg and n2 is a nonnegative typical rank of Rn×n×n . For example,
R2×2×2
has nonnegative typical ranks 2, 3, and 4.
+
Nonnegative, real, and complex tensor ranks. It is well-known that a real tensor may have
distinct real and complex tensor ranks. For example,
S = e1 ⊗ e1 ⊗ e1 − e1 ⊗ e2 ⊗ e2 + e2 ⊗ e1 ⊗ e2 + e2 ⊗ e2 ⊗ e1
has real rank 3 and complex rank 2. We show that the same phenomenon arises with nonnegative
and real tensor ranks. For example,
T = e1 ⊗ e1 ⊗ e1 + e2 ⊗ e2 ⊗ e1 + e1 ⊗ e2 ⊗ e2 + e2 ⊗ e1 ⊗ e2
has nonnegative rank 4 and real rank 2. However, we show in [3] that when r is strictly less than
the complex generic rank rg of the tensor space, a general nonnegative tensor of nonnegative rank
r must have equal nonnegative, real, and complex ranks.
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Uniqueness of nonnegative rank decompositions. We say a tensor space is r-identifiable if
a general tensor of rank-r has a unique rank-r decomposition. This is a notion that depends on
the choice of semiring of scalars F, whether it is complex, real, or nonnegative. For any r < rg ,
real r-identifiability does not imply complex r-identifiability, i.e., within the set of real tensors
of real rank r, there may exist a nonempty open subset containing tensors of complex rank r
with a unique real rank-r decomposition but multiple nonunique complex rank-r decompositions.
We have shown in [3] that the converse is however true: When r < rg , complex r-identifiability
implies real r-identifiability. By this result, we may extend the many known generic identifiability
results of complex tensors to real and nonnegative tensors. In particular, we show that a general
nonnegative (resp. real) tensor of nonnegative (resp. real) rank r in Rn1 ×···×nd has a unique real
rank decomposition whenever
Qd


Yd
i=1 ni
r<
ni ≤ 15000,
and
Pd
i=1
1 + i=1 (ni − 1)

except for six exceptional cases (that we list exhaustively). In addition to these generic identifiability
results, we have also found some non-identifiability (i.e., r-defective) cases.
Uniqueness of best nonnegative rank-r approximations. In practical applications, because
of noisy measurements, an exact rank-r decomposition is far less common than a best rank-r approximation. It is well-known that for a real or complex tensor of rank greater than r, its best
rank-r approximation may not exist. On the other hand, for a nonnegative tensor of nonnegative
rank greater than r, there is always a best nonnegative rank-r approximation [1]. However, a best
nonnegative rank-r approximation may not be unique; furthermore, even when it is unique, the
nonnegative rank-r decomposition of this best approximation may not be unique. To address these
issues, we (i) show that a general nonnegative tensor of nonnegative rank greater than r has a
unique best nonnegative rank-r approximation [2], and (ii) determine the conditions under which
this best nonnegative rank-r approximation has a unique nonnegative rank-r decomposition [3]:
For r ≤ 3, this is always the case; for general r, this is the case when the best nonnegative rank-r
approximation does not lie on the boundary of the set of nonnegative tensors of nonnegative rank
not more than r.
Real and nonnegative best rank-1 approximations are always equal. When r = 1, we
show that a best real rank-1 approximation of a nonnegative tensor may always be chosen to be
a best nonnegative rank-1 approximation. We prove that the set of nonnegative tensors with nonunique best rank-1 approximations forms an algebraic hypersurface and that this statement also
holds with ‘real’ in place of ‘nonnegative’. In fact, we explicitly determine a polynomial equation
so that a real or nonnegative tensor which does not satisfy this equation is guaranteed to have a
unique best real or nonnegative rank-1 approximation. We also establish an analogue of this result
for real symmetric tensors. Furthermore, we show that a best nonnegative rank-r approximation of
a positive tensor can never be obtained by deflation.
Nonnegative direct sum conjecture. Given T ∈ V1 ⊗ · · · ⊗ Vd and S ∈ W1 ⊗ · · · ⊗ Wd , it has
been conjectured by Strassen that rank(T ⊕ S) = rank(T ) + rank(S). This has been a long-standing
open problem in algebraic computational complexity for real and complex tensor ranks. We show
that the analogous statement for nonnegative tensor rank is true, i.e., for T ∈ V1+ ⊗ · · · ⊗ Vd+ and
S ∈ W1+ ⊗ · · · ⊗ Wd+ , we have rank+ (T ⊕ S) = rank+ (T ) + rank+ (S).
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Stability-Corrected Wave Functions and Structure-Preserving Rational Krylov
Methods for Large-Scale Wavefield Simulations on Open Domains
Vladimir Druskin, Rob Remis, Mikhail Zaslavsky, Jörn Zimmerling
Abstract
In a first-order formulation, simulating wavefield propagation on unbounded domains amounts to
solving the large order dynamical system
[A(s) + sI]u(s) = b(s) for all s ∈ Ω,

(1)

where Ω is the frequency interval of interest. In the above equation, A(s) is the spatially discretized
first-order hyperbolic wave operator and u(s) and b(s) are the unknown field and known source
vectors, respectively. We note that A(s) is frequency dependent in general, due to application of
the coordinate stretching or Perfectly Matched Layer (PML) technique. This technique is included
to simulate outward wave propagation towards infinity. Taking equation (1) as a starting point,
we discuss two Krylov-based solution methods that solve wavefield problems on open domains. In
addition, we show how certain physical properties of the first-order wavefield system are utilized
and preserved in our reduced order modeling approach.
The first method linearizes the discretized wave operator with respect to frequency by setting
up a frequency independent PML that constructs a set of complex PML spatial step sizes for
a given frequency interval Ω [1]. The resulting linearized wave operator A no longer explicitly
depends on frequency, but has complex entries and is unstable as well. Fortunately, this matrix can
still be used to compute stable time-domain or conjugate-symmetric frequency-domain wave field
approximations. Frequency-domain approximations, for example, can be obtained by evaluating
the stability-corrected wave function [2]
u(s) = [r(A, s) + r(A∗ , s)] b(s),

(2)

where the asterisk denotes complex conjugation and
r(z, s) =

η(z)
z+s

(3)

is the filtered resolvent with η(z) the complex Heaviside function defined as η(z) = 1 for Re(z) > 0
and η(z) = 0 for Re(z) < 0. Direct evaluation is not feasible, however, since the order n of matrix A
is simply too large. The field vector u(s) is therefore approximated by a polynomial Krylov reducedorder model um (s) of order m  n. Such a model can be computed very efficiently via a three-term
Lanczos-type recursion, since there exists a diagonal weighting matrix W such that AT W = W A.
Details about the construction of the algorithm, the physical significance of the weighting matrix W ,
and some of the convergence properties of the above reduction scheme will be discussed.
In the second Krylov reduction method, we do not linearize the wave operator with respect to
frequency and we consider equation (1) directly. Specifically, we focus on rational Krylov subspace
field approximations to the field vector u(s) satisfying equation (1). Such an approach may be
particularly beneficial in case the wavefield response on Ω and at a particular receiver location is
dominated by a few modes of the wavefield operator as is the case in many applications in optics,
for example [3].
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In our rational Krylov reduction method, we construct structure-preserving reduced-order models
that belong to the realification of a standard rational Krylov space spanned by the field vectors
u(si ) with si ∈ Ω, i = 1, 2, ..., m. Specifically, since there exists a frequency-dependent weighting
matrix W (s) such that AT (s)W (s) = W (s)A(s), we can show that the reduced-order models interpolate the field vector u(s) at the frequencies si and s∗i , for i = 1, 2, ..., m, provided the expansion
coefficients are determined using a pseudo-Galerkin condition that depends on W (s). Moreover, for
monostatic field responses (source and receiver coincide) tangential interpolation at the frequencies
si and s∗i , i = 1, 2, ..., m, is obtained. Finally, since space and time are coupled in wavefield problems, we will discuss how the length of the time interval of observation in the time-domain is related
to the number of expansion frequencies m and the order n of the total system.
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Fast and Backward Stable Computation of the Eigenvalues
of Matrix Polynomials
Jared Aurentz, Thomas Mach, Leonardo Robol, Raf Vandebril, David S. Watkins
Abstract
We are interested in the approximation of the eigenvalues of square matrix polynomials of degree
d, that is the scalars λ ∈ C such that:
det P (λ) = 0,

P (λ) =

d
X

Pj λ j ,

j=0

Pj ∈ Cm×m .

Polynomial eigenproblems arise from diverse applications, such as vibration problems [15], some
stochastic processes [5], the interpolation of nonlinear eigenvalue problems obtained from discretization of PDEs [10], and many others [2].
The usual method used to solve this problem is to construct the so-called companion pencil W − λV
(sometimes also called Frobenius pencil), and then solving it via a QZ iteration. The matrices W
and V are defined as follows starting from the coefficients Pj :




0m . . . 0m −P0
Im
 Im


..
−P1 




.
W − λV = 
−
λ


.
.
..
.. 



.
Im
Im −Pd−1
Pd

W and V are md × md complex matrices, and since the QZ has cubic complexity in the size of
the matrices, this yields a method with complexity O(m3 d3 ). Nevertheless, it is evident that the
matrices W and V are structured. In fact, they are both quite sparse, and they are also rank m
perturbations of unitary matrices. If one considers the matrix Z which represents the downshift,


1
1



Z= .

..


1

we notice that W is a rank m perturbation of Z m and V is a perturbation of the identity. The
sparse block-Hessenberg structure can be used to simplify the initial reduction to upper HessenbergTriangular form [14], while the unitary plus low rank structure is preserved under QZ iterations.
However, these structures are not exploited in current implementations of matrix polynomial eigensolvers, such as the polyeig function included in MATLAB.
Two particular well-known instances of matrix polynomials are the case d = 1 (the classical generalized eigenvalue problem), and m = 1 (a rootfinding problem concerning a scalar polynomial).
The usual complexity for the solution of the former, in the general dense case, is O(m3 ) floating
point operations (flops). Concerning the latter, fast and backward stable implementation of the QZ
method for the computation of the roots in O(d2 ) flops exist (see, e.g, [1]).
These two examples suggest that a more efficient method with complexity O(m3 d2 ) could be devised
for this problem. This would in fact reduce to the previously mentioned complexities for the extremal
277

cases considered above. In order to obtain such algorithm, we extend the work of Aurentz et al. in
[1], where they provide a fast method for solving a unitary plus rank 1 eigenvalue problem using a
particular structured representation.
As we already noticed, the matrices defining the companion pencil are endowed with a unitary plus
rank m structure. Several different strategies for handling these structures in QR and QZ iteration
have been proposed over the years [3, 4, 6, 7, 9, 11, 12, 13, 16] but they all have high complexity
in the rank m, leading to algorithms requiring O(ms d2 ) flops, where s ≥ 4, which are only costeffective when m  d. We propose to look at the problem from a different perspective, and to
consider factorizations for V and W as V = V1 . . . Vm , and W = W1 . . . Wm , where Vj and Wj are
all unitary plus rank 1 matrices. This enables us to rephrase the eigenavalue problem as
W − λV = W1 . . . Wm − λV1 . . . Vm ,
which can be treated as a product eigenavalue problem, of which we can compute the periodic Schur
decomposition [8].
We propose two different possibilities for the factorizations of V and W . They both share the same
interesting feature that, given some non-restrictive hypotheses on the initial coefficients Pj , they
can be computed at no cost by just re-arranging the elements from the rank m correction in the
rank 1 corrections of each of the factors.
More precisely, we assume that Pd and P0 are either upper and lower triangular, respectively, or
both upper triangular. The latter structure can be obtained by just computing the Schur form of
the pencil P0 − λPd via the QZ method. The former can be similarly retrieved by solving the formal
product eigenvalue problem Pd P0H . This can be seen as a particular case of a periodic eigenvalue
problem [8], and only requires O(m3 d) flops.

We show that when Pd is upper triangular and P0 is lower triangular W = W1 . . . Wm can be
factored as the product of m scalar companion matrices, and V = V1 . . . Vm can be factored as
a sequence of elementary Gaussian matrices, which have an upper triangular identity plus rank 1
structure. A variant of this approach can be obtained by noticing that, if P0 is upper triangular, a
QR factorization of W can be computed as
W = Z m R = Z m R1 . . . Rm ,
where Z is the periodic down-shift and Rj are again elementary Gaussian matrices which factor the
upper triangular matrix R. Even more interestingly, these factorizations can be computed ad no
cost by just rearranging the original entries of W and V in a special way.
By exploiting the structured representations for unitary plus rank 1 upper triangular matrices, we
can devise an efficient storage strategy for these matrices Rj , Vj and Wj . One can show that chasing
rotations (or, more generally, core transformations, a term which we use to identify unitary matrices
of the form Ik1 ⊕ M ⊕ Ik2 where M is 2 × 2), can be made very cost-effective.
We show that a clever chase of the core transformations in the representation can take the pencil
from m-Hessenberg-Triangular form to upper Hessenberg-Triangular form. We then describe how
to perform the chasing required to carry out the periodic QZ sweeps, and how that provides an
efficient O(m3 d2 ) algorithm for the computation of the eigenvalues of W − λV and so of P (λ).
Finally, we discuss the stability of the proposed approach. We do a thorough analysis of the steps
that we perform in floating point, and we prove the computed Schur form is the exact one of a
slightly perturbed matrix pencil Ŵ − λV̂ . We prove rigorously that the distance from the original
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coefficients satisfies kŴ − W k ≈ kW k2 u, where u is the unit roundoff, and the same property holds
for V , so kV̂ − V k ≈ kV k2 u.

Since we can always scale the original matrix polynomial to have kV k ≈ kW k = 1, we show that the
presented method can deliver backward-stable results on the original pencil, and we prove that this
implies that the computed eigenvalues are the correct one of a slightly perturbed matrix polynomial
P̂ (λ). Moreover, the backward error has a particular structure, so projecting it on the polynomial
coefficients does not lead to an increase of the backward error norm. We show that this yields a
method which delivers results with the same accuracy of a classical QZ iteration, but it is faster.
We discuss numerical results obtained with our own implementation of the method, and we show
that it can be convenient even for small degrees. Moreover, we discuss possible improvements to
the implementation, concerning more advanced QZ techniques implemented in the classical QZ
iteration, such as mutlishift, blocking, and aggressive early deflation. The numerical results show
that the method can be faster than an unstructured QZ even for small values of d.
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Combining Refined and Standard Rayleigh-Ritz
for Interior Hermitian Eigenvalue Problems
Eloy Romero Alcalde, Andreas Stathopoulos
Abstract
Extraction methods are used to compute approximate eigenpairs in a given subspace. They play an
important role in subspace methods identifying good candidates for which to compute the correction
that will expand the subspace and for restarting. A poor extraction method in Generalized Davidson
and Jacobi-Davidson may waste a lot of effort in computing corrections for eigenpairs that are not
wanted and in throwing away relevant part of the search subspace in restarting.
Standard Rayleigh-Ritz extraction yields good approximations for the exterior eigenpairs but not
necessarily for interior eigenpairs. The usual alternatives for the latter case are harmonic RayleighRitz [5, 6] and refined Rayleigh-Ritz [5, 2].
A popular extension to these methods is refined harmonic [4], which computes the vector v that
minimizes k(A − θi I)vk over the search subspace, where θi is the harmonic Ritz value and A is
the problem matrix. Although producing better approximations and reducing the total number
of iterations, it may not compensate for the extra cost of computing a QR factorization per each
eigenpair, which involves a lot of computation and communications specially for large-scale problems.
A similar extension has been proposed for Rayleigh-Ritz with the same computational limitations
[3, 7].
There are two main benefits of refined extraction. First, in the context of Hermitian eigenvalue
problems it produces Ritz vectors with the same orthogonality as the eigenvectors, meanwhile
harmonic Ritz vectors are A2 -orthonormal. Second, refined extraction is slightly cheaper than
harmonic, both need to compute the QR factorization of (A − τ I)V but harmonic also requires
Q∗ V , where V is the basis of the search subspace and we are seeking the closet eigenvalues to τ .
However refined extraction may produce poor approximation when the produced singular values of R
are clustered but the corresponding eigenvalues aren’t. For instance, consider the seeking the closest
eigenvalues to zero for the problem A = diag([0, −1, 1]) with search subspace basis V = [u2 u3 ],
where ui is the ith column of the canonical basis. The corresponding projected refined vectors X
are the right singular vectors of AV , which are the eigenvectors of V ∗ A2 V = I. So we may end up
with any combination of u2 and u3 as the refined vectors instead of the actual eigenvectors of A.
We propose a heuristic to detect the problematic clusters based on an estimation of the error on R
and the required maximum residual norm for the converged pairs. And, opposite to the previous
proposals, we use Rayleigh-Ritz on every cluster to compute the corresponding vectors. The same
problem can appear in the generalization of harmonic and refined Rayleigh-Ritz [1].
Moreover this Rayleigh-Ritz refinement allows the use of refined extraction for searching the closest
eigenvalue to the target but less/greater than the target. We presented successful results finding the
closest eigenpairs but greater than zero in a symmetric spectrum where the matrix has a large null
space [8]. We will report on experiments also comparing with standard Rayleigh-Ritz and refined
harmonic.
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On the Conditioning of Factors in the SR Decomposition
Miro Rozložník, Heike Faßbender
Abstract
Structured eigenvalue problems such as symplectic eigenvalue problems arise in a number of important applications [2]. In order to develop fast and efficient numerical methods for solving such
problems it is desirable to preserve their important properties during actual computations. The
decomposition that meets the most of these requirements for the symplectic eigenproblem

 is the SR
0 I
decomposition. It is well-known that given the skew-symmetric matrices J =
∈ R2n,2n
−I 0


0 1
and Jˆ =
∈ R2,2 , almost every nonsingular matrix A ∈ R2n,2n can be decomposed into
−1 0
the product of a symplectic matrix S and an upper J-triangular matrix R. Since there exists the
permutation matrix P such that any J-triangular matrix R can be transformed into upper triangular matrix R̂ = P RP T , the decomposition A = SR can be transformed into the decomposition
Â = Ŝ R̂ of Â = AP T = [Â1 , . . . , Ân ] where the semi-symplectic factor Ŝ = [Ŝ1 , . . . , Ŝn ] ∈ R2n,2n
ˆ . . . , J)
ˆ and the upper triangular factor R̂ ∈ R2n,2n has the block structure
satisfies Ŝ T J Ŝ = diag(J,



R̂1,1 . . . R̂1,n

..  ,
..
R̂ =  0
.
. 
0
0 R̂n,n

where Âj ∈ Rn,2 , Ŝj ∈ Rn,2 are two-column vectors; R̂i,j ∈ R2,2 and R̂j,j are upper triangular for
i = 1, . . . j; j = 1, . . . , n. This decomposition exists if and only if all leading principal minors of
even dimension of the matrix Ĉ = ÂT J Â are not zero. It is not unique and there exists a freedom
in the choice of the semi-symplectic factor Ŝ and upper triangular factor R̂. It appears that the SR
decomposition can be seen as an orthogonalization process with respect a bilinear form induced by
the skew-symmetric matrix J. If this process is applied to blocks of two-column vectors of Â, then
as its outputs we get the block columns of the semi-symplectic factor Ŝ and the upper triangular
factor R̂ that contains the orthogonalization coefficients. Indeed, there exist uniquely determined
ˆ the blocks
two-column vectors Ûn = Ân − Ŝ1 R̂1,n − · · · − Ŝn−1 R̂n−1,n = Ŝn R̂n,n . Since ŜTn J Ŝn = J,
Ŝn and R̂n,n can be recovered from the Cholesky-like decomposition ÛTn J Ûn = R̂Tn,n JˆR̂n,n leading
to a free choice of the off-diagonal element and the choice of one of the diagonal elements for each
block R̂n,n .
In this contribution we analyze the freedom of choice in the symplectic and the upper J-triangular
factors and review several existing suggestions on how to choose the free parameters in the SR
decomposition. First we consider two choices leading to the local minimization of the condition
number of the diagonal blocks R̂n,n in the upper triangular factor R̂ and to the minimization of
the conditioning of the corresponding blocks Ŝn in the semi-symplectic factor Ŝ. It turns out that
the condition number of R̂n,n is minimized with κ(R̂n,n ) = 1 for the particular choice of parameters
that has been already used and discussed by Mehrmann, Salam, Singer and others. As a second
approach, we discuss how to choose R̂n,n in order to minimize the conditioning of the blocks Ŝn
in the semi-symplectic factor Ŝ. It turns out that this new choice corresponds to two orthogonal
vectors with the same norms and with κ(Ŝn ) = 1 it leads to better conditioned factors than other
versions based on orthogonal set of vectors. For details we refer to [3].
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The above mentioned choices are however, based only on a minimization of a condition number of
some blocks in factors Ŝ or R̂. Therefore these approaches may lead to factors that are not optimal
in the sense of the global minimization of their condition number. On the other hand, considering
the unique Bunch decomposition [1] of the skew-symmetric matrix Ĉ = L̂D̂L̂T , where L̂ ∈ R2n,2n is
ˆ ∈ R2n,2n is 2 × 2 block-diagonal we see that the
ˆ . . . , dn J)
unit-lower triangular and D̂ = diag(d1 J,
−T
T
matrix Û = ÂL̂
satisfies Û J Û = D̂ and there exists a unique triangular decomposition in the
T
form Â = Û L̂ . So the relation between the factors Ŝ and Û is given by the block column scaling
−1
Ŝ = Û diag(R̂−1
1,1 , . . . , R̂n,n )

and the relation between the factors R̂ and L̂T is given by the row block scaling
R̂ = diag(R̂1,1 , . . . , R̂n,n )L̂T .
So the question of minimization of the global condition number of factor R̂ or of the global condition
number of factor Ŝ reduces to the question of finding an optimal block row or column scaling with
the constraints that are essentially determined by the numbers d1 , . . . , dn due to the fact that the
ˆ Using
diagonal blocks R̂n,n are the Cholesky-like factors of the 2 × 2 problems R̂Tn,n JˆR̂n,n = dn J.
a generalization of a well-known result of van der Sluis [5] we can find block scaling(s) that can
equilibrating the rows of R̂ or the columns of Ŝ lead to a nearly optimal strategy.
We also develop bounds for the extremal singular values of the upper triangular factor R̂ and the
semi-symplectic factor Ŝ in terms of the spectral properties of principal submatrices of the matrix
Ĉ with even dimension and derive results similar to those obtained in [4] for the Cholesky-like
factorization of symmetric indefinite matrices, the related orthogonalization schemes with respect
to symmetric bilinear forms and their numerical behavior. The theoretical results will be illustrated
on examples.
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A Refined Lower Bound on the Positive Eigenvalues
of Saddle Point Matrices that Incorporates Specific Information
from the Interactions Between the Blocks
Daniel Ruiz, Annick Sartenaer, Charlotte Tannier
Abstract
We consider the saddle point linear system

A
Ax = b ≡
BT

B
0



u
v



=



f
g



,

(1)

where A ∈ Rn×n and B ∈ Rn×m , with n ≥ m. We assume that A is symmetric and positive definite
and that B has full column rank. These assumptions imply the nonsingularity of A. Such kind of
systems typically arise in constrained nonlinear optimization, as the result for first-order optimality
conditions, where A is known as the Karush-Kuhn-Tucker (KKT) matrix.
Efficiently solving such saddle point systems is crucial for many algorithms in constrained nonlinear
continuous optimization. Such systems can be very ill-conditioned, in particular when the (1,1)
block has few very small eigenvalues. A fundamental result from Rusten and Winter [2], Lemma 2.1,
states that, if {µi }ni=1 denote the eigenvalues of the symmetric positive definite matrix A and {σi }m
i=1
denote the singular values of the constraint full rank matrix B, then the eigenvalues of A are bounded
within I − ∪ I + , where
q
q


2
2
µmin − µ2min + 4σmax
µmax − µ2max + 4σmin

I− = 
,
(2)
2
2
and

I

+

"

= µmin ,

µmax +

#
p
2
µ2max + 4σmax
.
2

(3)

Assuming now that the matrix B in (1) has orthonormal columns, i.e., B T B = Im , and that the
matrix A has been scaled so as to ensure that its largest eigenvalue µmax is close to one, (2) and (3)
then yield the following intervals for the eigenvalues of A (with µmax = 1),
q


"
√
√ #
µmin − µ2min + 4 1 − 5
1
+
5
 and I + = µmin ,
I− = 
,
.
(4)
2
2
2
That is, by orthonormalizing the columns of B and scaling the matrix A, the negative eigenvalues
of A (in I − ) are guaranteed to be well bounded and away from zero, and the positive ones (in I + )
well bounded towards infinity. This however does not exclude the possibility for A to have very
small eigenvalues if the smallest eigenvalue of A, µmin , tends to zero. The saddle point matrix A
thus possibly inherits the bad conditioning of its (1,1) block A.
Let us illustrate this possible inheritance on the 3 × 3

µ 0

0 1
Acs =
c s
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matrix

c
s ,
0

(5)

where
0 < µ <√1 and c2 + s2 = 1. First observe that if c2 = 0, then the eigenvalues of Acs are {(1 −
√
5)/2, µ, (1 + 5)/2} and the bad conditioning (if µ is close to zero)
p of the (1,1) block
p is inherited
by Acs , while if c2 = 1, then the eigenvalues of Acs are {(µ − µ2 + 4)/2, 1, (µ + µ2 + 4)/2},
implying a good conditioning for Acs , no matter how close µ is to zero. To analyse this a little
further, consider the characteristic polynomial of Acs ,
χ(λ) = λ3 − (1 + µ)λ2 − (1 − µ)λ + (c2 + s2 µ),
that we rewrite as χ(λ) = λ3 + Q(λ), where
Q(λ) = −(1 + µ)λ2 − (1 − µ)λ + (c2 + s2 µ).
Observing that χ(λ) ≥ Q(λ) for λ ≥ 0 and that χ(0) = Q(0) and χ0 (0) = Q0 (0) = µ − 1 < 0 since
µ < 1, the two positive eigenvalues of Acs are bounded below by the positive root of Q(λ), that is,
p
(µ − 1) + (1 − µ)2 + 4(1 + µ)(c2 + s2 µ)
+
λ (Acs ) ≥
2(1 + µ)
s
!
1
c2 + s2 µ2 1 − µ
−
=
1+4
2
(1 + µ)2
1+µ
= 2 p

c2 (1 − µ) + µ

(1 + µ)2 + 4(c2 (1 − µ2 ) + µ2 ) + 1 − µ

,

(6)

after simplifications, using c2 + s2 = 1 and multiplying both top and bottom by the conjugate. This

lower bound is in O(µ), as expected, when c2 = 0, in O(2µ) when c2 = µ and in O c2 /(1 + c2 ) ,
thus bounded away from zero, when µ  c2 ≤ 1. This shows the role played by the constraint block
B = (c s)T (even orthonormalized) in relaying the bad conditioning (if µ is close to zero) of the
(1,1) block into the saddle point matrix Acs . Note that 0 ≤ c ≤ 1, whose size plays a fundamental
role in the inheritance of the bad conditioning of the (1,1) block by Acs , is nothing else than the
cosine of the principal angle between Im(B) and the invariant subspace associated to the smallest
eigenvalue µ of the (1,1) block A (see [1], Section 6.4.3).
It is indeed commonly observed that despite these small eigenvalues, some sort of interaction between
the (1,1) block and the (1,2) block actually occurs, that may influence strongly the convergence of
Krylov subspace methods like Minres. The above example motivates the purpose of this work,
which is to highlight some aspects of this interaction, by taking into account the influence of the
cosines of the principal angles between Im(B) and the invariant subspace associated to the smallest
eigenvalues of the (1,1) block A. We present theoretical results refining the lower bound µmin of the
right interval in (4), hence allowing to identify situations where a saddle point matrix will effectively
inherit the bad conditioning of its (1,1) block. We further illustrate these considerations on the
convergence behaviour of Krylov subspace methods like Minres on specific numerical examples.
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A Randomized Approach for D–Optimal Experimental Design
Arvind K. Saibaba, Alen Alexanderian, Ilse C.F. Ipsen
Abstract

1

Motivation

Estimation of parameters in mathematical models requires solution of Inverse Problems where one
uses observed data and the forward model to estimate unknown model parameters that are hard
to observe directly. Of particular interest are applications in which the forward models are based
on Partial Differential Equations (PDEs) that have unknown parameters, that often live in highdimensional spaces. As an example, we consider the Inverse Problem that uses measurements
of contaminant concentration at a collection of sensor locations to reconstruct the source of the
contaminant, i.e., the (uncertain) initial state.
The goal of this talk is to design experimental setups by controlling the acquisition scheme according
to which observational data are collected for parameter estimation. While the use of many sensors
in contaminant source identification can significantly improve the reconstruction of the initial state,
the use of many sensors is often laborious and expensive. This can be tackled using Optimal
Experimental Design (OED). More specifically, in this talk, we seek to answer the following question:
How should the sensor locations be chosen to maximize the information gain subject to budgetary
constraints?

2

Problem setup and challenges

We adopt the Bayesian approach for solving the Inverse Problem and to perform the OED. In this
approach, data and the unknown parameters to be recovered are modeled as random variables.
Bayes’ rule is used to combine the likelihood of the model and the prior information of the parameters of interest, to produce a posterior distribution of plausible solutions that are consistent with
the observed data. When the parameter-to-observation map is linear, and the prior distribution
is Gaussian, then the resulting posterior distribution is Gaussian and therefore, completely characterized by the mean and the covariance matrix. The Bayesian approach to OED now involves
the minimization of a scalar function, e.g., trace or determinant, of the covariance matrix. In this
talk, we adopt the D–optimal design criterion, which involves the determinant of a function of the
covariance matrix.
We briefly explain the mathematical formulation of the OED problem. Let w ∈ {0, 1}d denote the
set of weights that encodes whether a sensor is active or not. The optimal design parameters are
obtained by the solution of the relaxed optimization problem
min

w∈Rd

s.t.

log det (I + A(w)) + R(w),
0 ≤ wi ≤ 1

(1)
i = 1, . . . , d,

where A(w) ∈ Rn×n is a matrix that depends on the prior and posterior covariance matrices, R(w)
is a regularization term that promotes sparsity of the weights. Here n represents the degrees of
freedom using a Finite Element discretization and therefore, can easily be n  105 for a fine scale
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grid. Various choices of regularization terms will be discussed. The resulting optimization problem
can be solved using a variety of techniques; in this work, we will adopt a Trust Region approach [1,
Chapter 6].
The major barrier to a large–scale implementation of this optimization problem is the computational
cost of evaluating the objective function and its derivatives. The matrix A(w) is not available entry–
wise but by its action on a vector, i.e., a matrix–vector product, and its storage costs are prohibitively
expensive. For these reasons, computing the determinant of I + A(w) can be intractable for large
n.
In this talk, our contributions can be summarized as follows: (i) we develop a randomized estimator
for efficiently evaluating the objective function and its derivative, (ii) provide analysis of the accuracy
of these estimators, (iii) we then apply these estimators to compute the optimal design of a model
problem from contaminant source identification.

3

Approach and contributions

We present randomized algorithms for estimating the log determinant f (w) ≡ log det (I + A(w))
and its derivatives ∇w f (w). In [2], we developed randomized matrix algorithms to estimate f (w),
which we now explain below. To simplify the following discussion, we drop the dependence of the
matrix A(w) on the parameter w.
The algorithms are based on subspace iteration, and access the matrix only through matrix-vector
products. The starting guess is a random matrix Ω with ` ≥ k columns, sampled from a fixed
distribution, on which we apply q steps of the subspace iteration to obtain Y = Aq Ω and computing
the thin QR factorization of the resulting matrix Y = QR. Our method approximates
log det(I + A) ≈ log det(I + T ),

where T ≡ Q∗ AQ

and k ≤ `  n. In practice, this idealized version of the subspace iteration is susceptible to
numerical instability and the standard practice is to alternate the matrix-vector products and the
QR factorization.

3.1

Assumptions

To analyze the accuracy of the estimator, we first state the assumptions behind our analysis. Assume
that A has k dominant eigenvalues separated by a gap from the remaining n − k sub-dominant
eigenvalues, λ1 ≥ · · · ≥ λk  λk+1 ≥ · · · ≥ λn . The resulting eigenvalue decomposition can be
expressed as A = U ΛU ∗ ; we partition Λ and U conformally as
Λ=


Λ1

Λ2




U = U1 U2 ,

,


where Λ1 = diag λ1 · · · λk ∈ Rk×k is nonsingular, and U1 ∈ Cn×k . The idea behind our
approach is to capture the dominant eigenspace associated with λ1 , . . . , λk via a low-rank approximation T ∈ C`×` of A. The size of the gap is inversely proportional to
γ ≡ λk+1 /λk = kΛ2 k2 kΛ−1
1 k2 < 1.
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To distinguish the effect of the dominant subspace on the starting guess from that of the subdominant space, partition
 ∗   
U1 Ω
Ω1
∗
U Ω=
=
,
∗
U2 Ω
Ω2
where Ω1 ≡ U1∗ Ω ∈ Ck×` and Ω2 ≡ U2∗ Ω ∈ C(n−k)×` . We assume that Ω has a sufficient contribution
in the dominant subspace of A, i.e., rank(Ω1 ) = k.

3.2

Analysis

The analysis is cleanly separated into a structural (deterministic) part followed by a probabilistic
part. In the structural part, we develop perturbation bounds that apply to any matrix Ω, be
it random or deterministic. The resulting absolute error bounds for log det(I + T ) imply that
the estimators are accurate if: (1) the starting guess Ω has a large contribution in the dominant
eigenspace; (2) the eigenvalue gap is large; and (3) the sub dominant eigenvalues are negligible.
In the probabilistic part, we analyze the error due to randomization, for starting guesses whose
elements are Gaussian random variables. We present the results for the approximation error in
expectation.
Theorem 1 ([2]) Let E(·) denote the expectation. With the assumptions stated above, let T =
Q∗ AQ be computed with a Gaussian starting guess Ωn×(k+p) and furthermore, let p ≥ 2. Then
0 ≤ E (log det(I + A) − log det(I + T )) ≤
where µ ≡

√

n−k+

√

k + p and

Cge


log det (I + Λ2 ) + log det I + γ 2q−1 Cge Λ2 ,

e2 (k + p)
≡
(p + 1)2



1
2π(p + 1)



2
p+1





√ 2 p + 1
µ+ 2
.
p−1

The importance of this result is as follows. If A has k dominant eigenvalues that are very well
separated from the remaining eigenvalues, i.e. γ  1, then the above Theorem implies that the
absolute error in the estimators depends on the mass of the neglected eigenvalues Λ2 . This result
also demonstrates that the estimator log det(I + T ) is biased.
We also present results for concentration about the mean when the Gaussian starting guess is used.

Theorem 2 ([2]) With the assumptions stated above, let T = Q∗ AQ be computed with a Gaussian
starting guess Ωn×(k+p) and furthermore, let p ≥ 2. If 0 < δ < 1, then with probability at least 1 − δ
0 ≤ (log det(I + A) − log det(I + T )) ≤
where


log det (I + Λ2 ) + log det I + γ 2q−1 Cg Λ2 ,

e2 (k + p)
Cg ≡
(p + 1)2

  2
2 p+1
δ
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µ+

r

2
2 log
δ

!2

.

The interpretation of Theorem 2 is the same as 1 except for the constants Cge and Cg . Our absolute
bounds for the expectation and concentration of the estimators are non-asymptotic and informative
even for matrices of low dimension. The power of the proposed estimators have been demonstrated
on matrices arising from different applications. The results can be obtained from [2, Sections 5,6].
We also present asymptotic bounds on the number of samples (columns of the starting guess)
required to achieve a user-specified relative error. Finally, we also discuss practical choices of the
tuning parameters k, p and q.

4

Application to OED

Thus far, we have discussed approximation of the objective function f (w). However, optimization
algorithms for solving (1) also require access to the derivatives ∇w f (w). We develop expressions
for the derivatives ∇w f (w), and use similar randomized techniques to estimate the derivatives.
Following the approach described above, we also develop bounds for the accuracy of the estimators
of the derivatives in expectation and concentration about the mean.
We demonstrate the performance of our algorithms on a model problem based on contaminant source
identification. The Inverse Problem will reconstruct the initial condition from spatiotemporal observations in a time-dependent advection-diffusion problem in two–dimensional space. Detailed
numerical experiments will demonstrate the computational efficiency and accuracy of the proposed
randomized estimators. The Trust Region approach will be adapted to handle inexact objective
function and derivatives, following the approach in [1, Chapter 8.4]. We anticipate that the optimization algorithm will be scalable in the sense that an optimal design can be computed at a
cost, measured in number of forward PDE solves, that is independent of the parameter and sensor
dimensions. Finally, we present the experimental designs that characterize optimal sensor locations
along with the resulting reconstructions, and show numerical comparisons between different designs.
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Error Bounds for CG via SYMMLQ
Ron Estrin, Dominique Orban, and Michael Saunders
Abstract
For SPD Ax∗ = b, we show that the error kx∗ − xL
k k2 can be bounded above for SYMMLQ iterates,
and this leads to an upper bound on the CG error kx∗ − xC
k k2 . We follow the Gauss-Radau
approach of Golub and Meurant (1997), who bound the A-norm error kx∗ − xC
k kA for CG and
C
estimate kx∗ − xk k2 .
For indefinite A, our bound for the SYMMLQ error kx∗ − xL
k k2 also becomes an estimate.

In practice we find that the bounds and estimates are remarkably tight. They suggest a cheaply
implementable stopping criterion. We mention analogous forward error bounds for LSQR via LSLQ
(the missing sister of LSQR and LSMR for min kAx − bk2 ).
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Quadratification for Second Order Model Reduction
Christian Schröder
Abstract
Quadratification is the problem of finding a quadratic matrix polynomial of size n × n that has
the same eigenvalues as a given matrix of size 2n × 2n. This is possible under certain, not very
restricting conditions, and the computations are surprisingly simple.
Second order model reduction of linear time invariant (LTI) systems is the problem of finding a
small second order dynamical LTI system of state dimension r whose output is close to those of a
given large second order dynamical LTI system,
ẍ(t) = A0 x(t) + A1 ẋ(t) + B0 u(t) + B1 u̇(t)
y(t) = C0 x(t) + C1 ẋ(t) + Du(t),
of state dimension n, where r  n.
A straight forward, but surprisingly little used approach is the linearize–reduce–quadratify technique: first reformulate the second order system as a first order system using companion linearization. Then any sort of first order model reduction technique can be applied. Finally, the resulting
small-scale first order system is brought to second order in one way or another. In this third step
the individual approaches differ. We propose to use the above mentioned quadratification method.
This gives rise to a 2nd order MOR method with many favorable properties. It
• in conjunction with balanced truncation retains the well known H∞ error bounds;
• in conjunction with moments matching/partial realization allows for 4r matched moments,
instead of the usual 2r;
• in conjunction with interpolation allows for 4r interpolation points, instead of the usual 2r;
• in conjunction with IRKA retains the H2 optimality;
• is not a projection method, even if the employed first order method is;
• allows to combine the second and third steps in conjunction with moment matching, modal
truncation or interpolation is used.
The talk is rounded off by numerical examples and the discussion of open problems.
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Computing Low-Rank Approximations of the Fréchet Derivative
of a Matrix Function by Two-Sided and Block Krylov Subspace Methods
Peter Kandolf, Samuel D. Relton, Marcel Schweitzer
Abstract
Computations involving matrix functions, and in particular the approximation of f (A)b—the action
of a matrix function on a vector—play an increasingly important role in many branches of scientific
computing and numerical linear algebra. In many applications it is therefore desirable to be able to
efficiently compute the condition number of the f (A)b-problem. To do so, one needs the concept
of the Fréchet derivative of a matrix function. The Fréchet derivative of f is an operator
Lf (A, ·) : Cn×n −→ Cn×n ,
which is linear in the second argument, such that for any E ∈ Cn×n it holds
f (A + E) − f (A) = Lf (A, E) + o(kEk).
With help of the Fréchet derivative one can define the relative condition number of the f (A)bproblem as
cond(f, A, b) := lim

ε→0

sup
kEk≤εkAk

kLf (A, E)b + f (A)b + o(kEk) + o(k∆bk)k
,
εkf (A)bk

k∆bk≤εkbk

see [1]. Algorithms for estimating the relative condition number cond(f, A, b) thus rely on approximating Lf (A, E)b for various direction matrices E. In [1] an algorithm is proposed which mostly
reduces the problem to computing Fréchet derivatives corresponding to direction terms of rank 1,
and it is reasoned that the number of matrix-vector products needed for computing an accurate
enough approximation of cond(f, A, b) this way scales quadratically with the number of matrixvector products needed for approximating f (A)b via a suitable algorithm (e.g., a Krylov subspace
method). This quadratic dependence can be a severe hindrance in practice, so that ways to increase
the efficiency of the condition number estimation algorithm are highly desirable.
In [2], a first step towards this goal was taken by deriving a block Krylov subspace method which
allows to efficiently compute the action of the Fréchet derivative (corresponding to a rank-1 direction
term) on a vector, i.e., Lf (A, E)v. However, this approach still cannot overcome the quadratic
dependence, because the vector v is part of the Krylov iteration, and whenever it is changed, another
call of the block Krylov method is necessary. We therefore propose a modification of the approach
which allows to directly approximate Lf (A, E) by a low-rank matrix—using a Krylov approach—and
then use this low-rank approximation that is computed just once to efficiently perform matrix-vector
products of the form Lf (A, E)v afterwards.
This way, the number of matrix-vector products necessary to estimate cond(f, A, b) typically scales
linearly with respect to the number of matrix-vector products for approximating f (A)b. We briefly
outline our approach in the following:
For a matrix A ∈ Cn×n and a function f that is analytic on and inside a contour Γ which encloses
spec(A), the spectrum of A, the matrix function f (A) can be defined via the Cauchy integral formula
as
Z
1
f (A) :=
f (t)(tI − A)−1 dt,
2πi Γ
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which then leads to an integral representation of the Fréchet derivative Lf (A, E) as
Z
1
Lf (A, E) =
f (t)(tI − A)−1 E(tI − A)−1 dt.
2πi Γ

(1)

The crucial observation for deriving the proposed method is that this representation has a close
relation to the solution of shifted linear systems in case that the direction term is of rank one, i.e.,
E = ηyzH with η ∈ C, y, z ∈ Cn . Introducing the following two families of shifted linear systems
for t ∈ Γ,
(tI − A)x(t) = y and (tI − A)H u(t) = z,
(2)
the representation (1) for E = ηyzH can be rewritten as
Z
η
Lf (A, ηyzH ) =
f (t)x(t)u(t)H dt.
2πi Γ
As one of the families of linear systems in (2) corresponds to A and one corresponds to AH , a natural
choice for solving these systems is the two-sided Lanczos method which simultaneously builds (biorthonormal) bases Vm = [v1 , . . . , vm ] and Wm = [w1 , . . . , wm ] of the Krylov subspaces Km (A, y)
T AV , the two-sided Krylov
and Km (AH , z), respectively. Using the projected matrix Tm = Wm
m
approximations for the linear systems (2) are given by
xm (t) = kykVm (tI − Tm )−1 e1

um (t) = kzkWm (tI − Tm )−H e1 ,

and

leading to the approximation
η
Lf (A, ηyz ) ≈
2πi
H

Z

f (t)xm (t)um (t)H dt

Γ

for the Fréchet derivative. This representation is not yet practical, but by performing some algebraic
manipulations, one can rewrite it as
H
Lf (A, ηyzH ) ≈ ηVm Lf (Tm , e1 eH
1 )Wm .

(3)

One can therefore obtain a rank-m approximation of Lf (A, ηyzH ) by only performing matrixvector products (with A and AH ) and computing the m × m Fréchet derivative Lf (Tm , e1 eH
1 ).
2
Storing the individual factors in (3) requires storage in the order of O(mn + m ), and if only
matrix-vector products with Lf (A, ηyzH ) are needed subsequently (as it is, e.g., the case in the
condition number estimation algorithm from [1]), then one never needs to form the approximation
explicitly, but can instead perform these products in the compressed format with computational
cost O(m2 + mn). In many practical situations, small values m  n are sufficient to obtain
accurate enough approximations to Lf (A, ηyzH ), and thus, in addition to typically speeding up the
time needed for computing the Fréchet derivative, this approach also allows to overcome memory
constraints which can be highly prohibitive for large-scale problems, as Lf (A, ηyzH ) is a dense
matrix in general.
We also discuss various modifications of the above approach, including simplifications in the Hermitian case, block Krylov methods for handling direction terms of rank larger than one, and replacing
the two-sided Lanczos method by a recently proposed two-sided extended Krylov method [3] in order
to speed up convergence. We present results of numerical experiments illustrating the performance
of the proposed methods in comparison to competing algorithms.
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The Challenge of Rank-Deficient Sparse Linear Least-Squares Problems
Jennifer Scott
Abstract
Background
The method of least squares is a commonly used approach to find an approximate solution of
overdetermined or inexactly specified systems of equations. Since the development of the principle
of least squares by Gauss in 1795, the solution of least-squares problems has been, and continues to
be, a fundamental method in scientific data fitting and is used across a wide range of disciplines.
Our interest is in the important special case of the linear least-squares problem,
min kb − Axk2 ,
x

(1)

where A ∈ <m×n with m ≥ n is large and sparse and b ∈ <m . Increasingly, the sizes of the
problems that scientists and engineers wish to solve are getting larger; the problems are also often
ill-conditioned, presenting us with a range of challenges.
In recent years, a number of methods have been proposed for preconditioning sparse linear leastsquares problems; a brief overview with a comprehensive list of references is included in the introduction to the paper by Bru et al. [3]. The recent study of Gould and Scott [8, 9] reviewed many
of these methods and tested their performances using a range of examples coming from practical
applications. One of the outcomes of that study was some insight into which least-squares problems
in the widely-used sparse matrix collections CUTEst [7] and UFL [4] currently pose a real challenge for direct methods and/or iterative solvers. In particular, it found that most of the available
software packages were not reliable or efficient for rank-deficient least-squares problems (at least,
not when run with the recommended settings for the input parameters that were employed in the
study). In this talk, we look further at such problems and focus on the effectiveness of both sparse
direct solvers and incomplete factorization preconditioners for solving them. A key theme is the
use of regularization (see, for example, [6, 13, 14]). We propose computing a factorization (either
complete or incomplete) of a regularized problem and then using this as a preconditioner for an iterative solver to recover the solution of the original (unregularized) problem. Using a range of “tough”
problems from practical applications, we illustrate the effectiveness and simplicity of this approach,
thus extending the set of sparse linear least squares that we can solve with existing software.
Direct solvers as preconditioners
Solving (1) is mathematically equivalent to solving the n × n normal equations
Cx = AT b,

C = AT A.

(2)

A well-known issue associated with solving (2) is that the condition number of the normal matrix C
is the square of the condition number of A so that the normal equations can be highly ill-conditioned
[2]. Indeed, if A does not have full column rank, C is positive semidefinite and computing a Cholesky
factorization breaks down. In such cases, a black-box sparse Cholesky solver cannot be applied
directly to (2). It is thus of interest to consider modifying C by adding a regularization term to
allow the use of a Cholesky solver; we explore this approach and compare it with using a sparse
symmetric indefinite solver (that incorporates numerical pivoting for stability) for factorizing C. In
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particular, we look at employing the factors of the regularized normal matrix as a preconditioner
for the iterative method LSMR [5].
An alternative approach is to solve the mathematically equivalent (m + n) × (m + n)augmented
system


 −1

 
γIm A
γ r(x)
b
Ky = c,
K=
,
y=
,
c=
,
(3)
AT 0
x
0
where γ > 0, r(x) = b − Ax is the residual vector, and Im denotes the m × m identity matrix.
The condition of K depends upon γ and the maximum and minimum singular values of A; it
varies significantly with γ but with an appropriate choice, K is much better conditioned than C.
Important disadvantages of (3) are that K is indefinite and it is generally significantly larger than
the normal matrix. A sparse direct indefinite solver computes a factorization of K of the form
(P L)D(P L)T , where P is a permutation matrix, L is unit lower triangular and D is block diagonal
with nonsingular 1 × 1 and 2 × 2 blocks on the diagonal corresponding to 1 × 1 and 2 × 2 pivots.
Using an indefinite solver may result in a more expensive (and certainly more complex) factorization
process than a Cholesky solver and for large least-squares problems, the amount of memory needed
may be prohibitive. One reason for this is that the analyse phase of most widely-used sparse direct
solvers chooses the pivot order on the basis of the sparsity pattern of the matrix and makes the
assumption that the diagonal is non-zero. When (as in the augmented system) this is not the case,
it can be necessary during the subsequent numerical factorization to make significant modifications
to the pivot order, leading to much higher levels of fill in the factors than was predicted during
the analyse phase. The conditions for deciding whether a pivot is acceptable typically depend on
a threshold parameter; choosing this parameter is a compromise between retaining sparsity and
ensuring stability. In this talk, we examine the effects of relaxing the threshold parameter. We
also look at regularizing the problem by modifying the (2, 2) block of (3) before performing the
factorization and then using the factors as a preconditioner for an iterative solver (such as GMRES
or MINRES) to restore the accuracy in the solution of the original system.
Incomplete factorization preconditioners
When memory is an issue for a direct solver, an alternative approach is to use an incomplete
factorization preconditioner in conjunction with an iterative solver. Incomplete Cholesky (IC) factorizations have long been widely used as preconditioners for the numerical solution of large sparse,
symmetric positive-definite linear systems of equations; for an introduction and overview see, for
example, [1, 12, 15] and the many references therein. More recently, a number of authors have
considered incomplete LDLT factorizations of symmetric quasi-definite matrices [11], saddle-point
systems [16] and general indefinite systems [10, 17].
Scott and Tuma

have developed a new package HSL_MI35 that computes a limited memory IC
factorization of the normal matrix. Key features include the optional use of intermediate memory
in the computation of the factors, which can significantly improve the preconditioner quality without
increasing the fill in the factors or time to apply the preconditioner. We report on its use with LSMR
and illustrate that the incomplete approach can outperform a direct solver in terms of time and
memory.
Finally, we explore using incomplete LDLT factorizations to solve the augmented system and show
that using a signed IC factorization preconditioner offers a robust approach to solving rank-deficient
problems.
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Eigenvalues of Banded Symmetric Toeplitz Matrices are Known
Almost in Close Form: Numerics and Algorithmic Proposals
Stefano Serra-Capizzano, Sven-Erik Ekström
Abstract
It is well-known that the eigenvalues of (real) symmetric banded Toeplitz matrices of size n are
approximately given by an equispaced sampling of the symbol f (θ), up to an error which grows at
most as h = (n+1)−1 , where the symbol is a real-valued cosine polynomial. Under the condition that
f is monotone, as in the case of certain Finite Difference approximations of (high order) differential
operators, we verify numerically that there is hierarchy of symbols so that

 X 

(h)
(h)
(h)
(h)
λj − f θj
=
ck θj
hk ,
θj = jπh, j = 1, . . . , n,
(1)
k

with ck (θ), k = 1, 2, . . ., higher order symbols. In the general case, a more complicate expression
holds but still we find a structural hierarchy of symbols. The latter asymptotic expansions constitute
a starting point for computing the eigenvalues of large symmetric banded Toeplitz matrices by using
classical extrapolation methods. Selected numerics are shown in 1D and a similar study is briefly
discussed in the multilevel setting (dD, d ≥ 2) with blocks included [8, 11], so opening the door to
a fast computation [2, 10] of the spectrum of matrices approximating partial differential operators.

The problem and the algorithmic proposal
Let An be a Toeplitz matrix of order n


a0
.
 ..

a
m
An = 





· · · am
..
..

.
.

..
..

.
.

..
..

.
.
am 
..
. . .. 
.
. .
am · · · a0

(2)

where the coefficients ak , k = 0, . . . , m, are supposed real.

Let g ∈ L1 (−π, π) and let Tn (g) be the Toeplitz matrix generated by g i.e. (Tn (g))s,t = γs−t ,
s, t = 1, . . . , n, with g indicated as generating function of {Tn (g)} and with γk being the k-th
Fourier coefficient of g that is
Z π
1
g(θ) exp(−ikθ) dθ, i2 = −1.
(3)
γk =
2π −π
If g is real-valued then several spectral properties (localization, extremal behavior) are known (see
[13] and references therein) and g is also the spectral symbol of {Tn (g)} in the Weyl sense of the
collective distribution [12, 16, 17, 15]. According to the notation above, our setting is very special
since by direct computation the P
generating function of the Toeplitz matrix in (2) is the real-valued
function f (θ), defined as a0 + 2 m
k=1 ak cos(kθ), that is An = Tn (f ).
In this special setting also quantitative estimates are avaliable. In fact, using an embedding argument in the Tau algebra (that is the set of matrices diagonalized by a sine transform [3]), we are
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(h)

lead to the conclusion that the j-th eigenvalue λj of a matrix An as in (2) can be approximated


(h)
by the value f θj
with an error bounded by Kf h, where Kf is a constant depending on f , but
independent of h and j (see [3, 4, 14] and references therein).
In this note, the key idea is that the error is much more regular and in fact an asymptotic expansion
(h)
is numerically observed, so that the computation of λjh for large dimension n can be obtained
(H)

(h)

(H)

by the computation of few terms λjH for much smaller sizes N and θjh = θjH = θ̄, with the
use of extrapolation-type algorithms [7], variations of those used for the computation of composed
trapezoidal integration of a smooth function. We have to mention that in [5, 6] such type of
expansions are in part formally proven: however, one of the assumptions, that is the positivity of
the second derivative at zero (see [5, page 310, line 3]), excludes the Finite Difference approximations
of (high order) differential operators considered here.
In order to show the results in a clean way and in order to describe clearly the strong applicative potential, we start from the easiest case, that is a specific class of monotone trigonometric polynomials.
In particular, we take
fq (θ) = (2 − 2 cos(θ))q ,
q = 1, 2, . . .
(4)
(q)

and its 2D counterpart fq (θ1 , θ2 ) = fq (θ1 ) + fq (θ2 ). We notice that An = Tn (fq (θ)) is the approxd2q
imation of the operator (−1)q dx
2q u over the interval (0, 1) by using equispaced Finite Differences
(see [1]) with stepsize h = (n + 1)−1 and homogeneous boundary conditions u(j) (0) = u(j) (1) = 0,
(q)
j = 0, . . . , q − 1, while An = Tn (fq (θ1 , θ2 )), n = (n1 , n2 ), is its 2D counterpart with n1 gridpoints
in the x1 direction and n2 gridpoints in the x2 direction.
More generally, the dD version with nj gridpoints in the xj direction, j = 1, . . . , d, is represented
(q)
by the matrix An = Tn (fq (θ1 , . . . , θd )), n = (n1 , . . . , nd ) with
fq (θ1 , . . . , θd ) =

d
X

fq (θj ).

j=1

(q)

Given the separate structure of the symbol, the matrix An has a tensor decomposition i.e.
(q)

An =

d
X
j=1

[⊗k<j Ink ] ⊗ Tnj (fq ) ⊗ [⊗k>j Ink ] .

(5)

P
(h )
(h )
(q)
As a consequence, the generic eigenvalue λ of An is of the form λ = dj=1 λrj j , 1 ≤ rj ≤ nj , λrj j
eigenvalue of Tnj (fq ), and in conclusion we are reduced to the unilevel setting, which is sketched in
the next few lines (see [9] for more details).
(h)

Consider f = fq with q > 1 and let us assume that λj

has to be computed for a certain j and for


(h)
a large n, with high precision. The use of the quantity fq θj
is not sufficient because the error
is of order h. Assume n + 1 = 104 and j = 103 : we consider n(1) + 1 = 100 and n(2) + 1 = 200 with
j (1) = 10 and j (2) = 20 so that
(h)

θj
(h(1) )

We compute λj (1)

(h(1) )

and λj (1)

(h(1) )

= θj (1)

(h(2) )

= θj (2)

= θ̄ = π/10.

directly using a standard eigensolver: this can be done efficiently

due to the moderate size of the involved matrices i.e. n(r) ≤ 200, r = 1, 2.
300

fq (θ)



(h)
104 λj − fq (θ̄)



(h)
104 λj − (fq (θ̄) + φh)



(h)
104 λj − (fq (θ̄) + φ̃h + ψh2 )

f1 (θ)
f2 (θ)
f3 (θ)
f4 (θ)

0.000000000000000
0.155088139629153
0.045491164669903
0.008914500804868

0.000000000000000
0.000129376093397
0.000429174397452
0.000444641055132

0.000000000000000
-0.000000894066106
-0.000015082429122
-0.000037091018868

Table 1: Errors, scaled with h = 10−4 , when approximating c1 (θ̄) by φ, φ̃, and c2 (θ̄) by ψ, ψ̃.
Now we make use of formula (1) in this specific case by obtaining
(h(r) )

λj (r)




= fq θ̄ + c1 θ̄ h(r) + c2 θ̄ (h(r) )2 + · · · ,

r = 1, 2.

(6)

By a direct computation we find
(h(2) )

φ≡

4λj (2)

(h(1) )

− λj (1)

2h(2)

− 3fq (θ̄)



= c1 (θ̄) − 2c3 (θ̄)(h(2) )2 + O (h(2) )3 ,

where all the quantities in the left-hand side are known or can be computed explicitly, with a
negligible arithmetic cost. Using the quantity φ we have



(h)
λj = fq θ̄ + φh + sh ,
sh = O h2 + h(h(2) )2

and therefore, since h = 10−4 , h(2) = 5 · 10−3 , the error sh is proportional to 10−8 which is already
machine precision (see Table 1). On the other hand, by using the same idea, we can approximate
also the quantity c2 (θ) and indeed
(h(2) )

ψ≡−

2λj (2)

(h(1) )

− λj (1)

2(h(2) )2

− fq (θ̄)



= c2 (θ̄) + 3c3 (θ̄)h(2) + O (h(2) )2 .

Hence, if we find φ̃ approximating c1 (θ̄) with a precision of 10−6 , then, using the computable

(h)
quantity fq θ̄ + φ̃h + ψh2 , we obtain an approximation of λj with a precision 10−10 (see Table
1). For the computation of φ̃ we have to find a linear combination that eliminates the quadratic
(h(3) )

and the cubic term of the expansion in formula (6) and hence we need the computation of λj (3)

for a further j (3) = 15 and n(3) + 1 = 150. In particular, taking into account h(j) = rj h(2) , r1 = 2,
r2 = 1, r3 = 4/3, we find
(h(i) )

λj (i)




= fq θ̄ + ri c1 (θ̄) h(2) + ri2 c2 (θ̄) (h(2) )2 + ri3 c3 (θ̄) (h(2) )3 + O (h(2) )4 ,

i = 1, 2, 3.

If we take a real nonzero vector (y1 , y2 , y3 ) orthogonal to the vectors (r12 , r22 , r32 ) and (r13 , r23 , r33 ),
then the linear combination of the three equations above with coefficients y1 , y2 , y3 leads to the
computation of φ̃ approximating c1 (θ̄) with the desired precision. In reality

φ̃ =

P3

(h(l) )
l=1 yl λj (l)

− f (θ̄)
P
h(2) 3l=1 yl rl

P3

l=1 yl



= c1 θ̄ +
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3
X
l=1

yl rl4

!



(h(2) )3 + O (h(2) )4 .
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Recent Progress on the Bethe–Salpeter Eigenvalue Problem
Meiyue Shao, Felipe H. da Jornada, Lin Lin, Chao Yang, Jack Deslippe, and Steven G. Louie
Abstract
In electronic structure calculations, excited state properties of molecules and solids can be obtained
by solving the so called Bethe–Salpeter equation (BSE). The solution of this equation gives the
optical electron–hole excitation spectrum. Discretization of the BSE leads to an eigenvalue problem
Hz = λz, where the coefficient matrix H has the form


A
B
H=
.
(1)
−B −A
The matrices A and B in (1) satisfy
∗

A∗ = A,

B = B.

Here A∗ and A are the conjugate transpose and complex conjugate of A, respectively. We call H
a Bethe–Salpeter Hamiltonian matrix. BSE Hamiltonians are special cases of complex J-symmetric
matrices [1], which were discussed by Fassbender in the Householder Symposium XIX. The eigenvalue problem of the form (1) also appear in linear response (LR) time-dependent density functional
theory (TDDFT), and the random phase approximation theory. In these approaches, H is sometimes called a Casida Hamiltonian, a linear response Hamiltonian, or a random phase approximation
(RPA) Hamiltonian.
In general, it can be shown that solving a Bethe–Salpeter eigenvalue problem is equivalent to solving
a real Hamiltonian eigenvalue problem [4]. In the context of BSE or TDDFT, there is an additional
property that


A B
(2)
B A
is positive definite. A BSE Hamiltonian H satisfying (2) is called a definite BSE Hamiltonian. It
has a real spectrum and admits a structured spectral decomposition [4, 6] of the form



X
X Y Λ 0
H=
Y X 0 −Λ −Y

−Y
X

∗

(3)

where Λ is diagonal and positive definite, and


X
−Y

−Y
X

∗ 


X Y
= I2n .
Y X

It also has several interesting several spectral properties, including the Courant–Fischer type of
min–max characterization of the eigenvalues, the Cauchy type interlacing properties, and the Weyl
type inequalities for establishing bounds on a structurely perturbed definite BSE Hamiltonian [6].
In principle all excitation energies are of interest. This leads to a computational challenge that all
positive eigenvalues and the associated eigenvectors of H are desired in practice. In [4] structure
preserving algorithms that compute the spectral decomposition (3) have been developed. We also
demonstrate that these algorithms has good parallel scalability.
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In some circumstances instead of computing the eigenvalues and eigenvectors of H explicitly, we can
estimate the optical absorption spectrum, which can be measured in optical absorption experiments.
It is a frequency dependent matrix functional of the form
(ω) = d∗r δ(ωI2n − H)dl ,
where




d
dr =
−d

 
d
and dl =
d

are the right and left optical transition vectors, respectively, and δ(·) is the Dirac delta function.
In [2, 5] we propose a structure preserving Lanczos procedure

 




Uk
Vk
Uk
Vk
0 Tk
uk+1 ∗
e ,
=
H
+ βk
uk+1 2k
U k −V k
U k −V k Ik 0
where



Vk
Uk
V k −U k

∗ 


Uk
Vk
= 2I2n ,
U k −V k

and use it to quickly compute the optical absorption spectrum. We also establish the connection
between our structure preserving Lanczos procedure with several existing Lanczos procedures developed in different contexts. To accelerate the convergence of the Lanczos algorithm, the recently
developed technique of generalized averaged Gauss quadrature [3] is adopted. Numerical experiments demonstrate that it usually takes a small number of Lanczos steps for our algorithm to
produce an accurate result.

References
[1] P. Benner, H. Fassbender, and C. Yang, Some remarks on the complex J-symmetric
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Computing Nearest Stable Matrix Pairs
Nicolas Gillis, Volker Mehrmann, Punit Sharma
Abstract
A square matrix pair (E, A) with E, A ∈ Rn,n is called regular if det(λE − A) 6= 0 for some
λ ∈ C, otherwise it is called singular. For a regular matrix pair (E, A), the roots of the polynomial
det(zE − A) are called finite eigenvalues of the pair (E, A), that is, λ ∈ C is a finite eigenvalue
of the pair (E, A) if there exists a vector x ∈ Cn \ {0} such that (λE − A)x = 0, and x is called
an eigenvector of (E, A) corresponding to the eigenvalue λ. A regular pair (E, A) has ∞ as an
eigenvalue if E is singular.
A regular real matrix pair (E, A) with E, A ∈ Rn,n can be transformed to Weierstraß canonical
form [3], that is, there exist nonsingular matrices W, T ∈ Cn,n such that




Iq 0
J
0
E=W
T and A = W
T,
0 N
0 In−q

where J ∈ Cq,q is a matrix in Jordan canonical form associated with the q finite eigenvalues of the
pencil zE − A and N ∈ Cn−q,n−q is a nilpotent matrix in Jordan canonical form corresponding to
n − q times the eigenvalue ∞. If q < n and N has degree of nilpotency ν ∈ {1, 2, . . .}, that is,
N ν = 0 and N i 6= 0 for i = 1, . . . , ν − 1, then ν is called the index of the pair (E, A). If E is
nonsingular, then by convention the index is ν = 0. A matrix pair (E, A) is of index at most one if
it is regular with exactly r := rank(E) finite eigenvalues, see for example [4]. In this case the n − r
copies of the eigenvalue ∞ are semisimple (non-defective).
A regular matrix pair (E, A) is said to be asymptotically stable if it is of index at most one and
has all the finite eigenvalues in the open left half of the complex plane. Similarly, a regular matrix
pair (E, A) is said to be stable if it is of index at most one, and has all the finite eigenvalues in the
closed left half of the complex plane and those on the imaginary axis are semisimple.

In this work, we consider the problem of computing the nearest stable matrix pair to an unstable
one: given a square unstable matrix pair (E, A), minimize the Frobenius norm of (∆E , ∆A ) such
that (E + ∆E , A + ∆A ) is a stable matrix pair. This problem is the complementary problem to
the distance to instability for matrix pairs, see [1] for complex pairs. Since we require a stable pair
to be regular it is also complementary to the distance to the nearest singular pencil, which is a
long-standing open problem [2].
We propose a reformulation of the problem with a simpler feasible set by introducing dissipative
Hamiltonian (DH) matrix pairs: A matrix pair (E, A) is DH if A = (J − R)Q with skew-symmetric
J, positive semidefinite R, and an invertible Q such that QT E is positive semidefinite. This reformulation has a convex feasible domain onto which it is easy to project. This allows us to employ
a fast gradient method to obtain a nearby stable approximation of a given matrix pair. The effectiveness of the proposed algorithm is illustrated by several numerical examples. As far as we know,
it is the first algorithm proposed for the computation of the nearest stable matrix pair.
The paper is under review and available from https://arxiv.org/abs/1704.03184.
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Spectral Properties of Approximately Preconditioned Saddle Point Problems
and GMRES Convergence Bounds
Josef Sifuentes, Mark Embree, Gilbert Ymbert
Abstract
Several important preconditioners for saddle point problems yield linear systems for which GMRES
converges exactly in just two or three iterations. However, these preconditioners all involve solving
large linear systems. In practical computations such solutions are only approximated, and more
iterations are required to solve the preconditioned linear system. How many more iterations? Recent
perturbation analysis for GMRES leads to rigorous upper bounds on the number of iterations as a
function of the accuracy of the preconditioner and spectral properties of the constituent matrices.
In this talk we derive these spectral properties and demonstrate how one can bound the GMRES
residual as a result. We also demonstrate numerical results that verify the bounds for problems
from optimization and fluid dynamics.
Murphy, Golub, and Wathen [1] proposed to precondition the saddle point matrix


A B∗
A=
C 0
with the block-diagonal matrix
P=



A
0
0 CA−1 B∗



.

(1)

(2)

The preconditioned matrices AP−1 and P−1 A have the same eigenvalues, consisting of at most
three points:
√
√
1+ 5
1− 5
λ1 = 1,
λ2 =
,
λ3 =
.
(3)
2
2
Consequently, when applied to the preconditioned linear system P−1 Ax = P−1 b or AP−1 y = b,
the GMRES method [2] converges exactly in no more than three steps, regardless of the departure
of the preconditioned matrix from normality, i.e., the sensitivity of the three eigenvalues.
However, this assumes that the preconditioner P−1 is employed exactly, which in practice requires
solving a large linear system involving the coefficient matrix A. To avoid this significant expense,
one might instead approximate the application of P−1 in which A−1 (and hence (CA−1 B∗ )−1 )
are only calculated up to some tolerance. Murphy, Golub, and Wathen anticipate such inexact
applications of the preconditioner, noting fields where natural approximations are available and that
now, “the eigenvalues lie in three distinct regions; the precise clustering . . . depends on the quality
of the approximations” [1]. This compromise typically destroys the precise spectral structure of
the preconditioned matrix that was crucial to the exact convergence of GMRES; more than three
iterations will typically be required to meet a given convergence criterion. How many iterations will
GMRES now require?
Given the ubiquity of matrices of the form (1) in constrained optimization and fluid dynamics, this
preconditioner has attracted considerable attention. The matrix (2) is but one of several options
that yield preconditioned coefficient matrices with low-degree minimal polynomials. Murphy, Golub,
and Wathen [1] also consider


A
B∗
P=
,
(4)
0 ±CA−1 B∗
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giving the right-preconditioned matrix
−1

AP

=





I
0
CA−1 ∓I

(5)

having degree-2 minimum polynomial (z − 1)(z ± 1) and hence GMRES convergence in at most two
steps. Earlier, Gill, Murray, Ponceleón, and Saunders [3] proposed
P=



A
B∗
C 2CA−1 B∗

with
−1

AP

=





I
0
−1
2CA
−I

(6)



(7)

having minimal polynomial (z − 1)(z + 1). Ipsen [4] showed how such preconditioners could be
derived from block LU factorizations, and used this insight to generalize these preconditioners to
the generic block matrix


A B∗
(8)
A=
C D
using the Schur complement S := D − CA−1 B∗ :




A B∗
A 0
,
,
P=
P=
0 ∓S
0 −S

and

P=



A
B∗
C D − 2S



.

These preconditioners also have low-degree minimum polynomials. While the form (8) is general,
this partition arises naturally for mixed finite element methods and constrained optimization.In all
these cases, application of P−1 involves terms like A−1 or S−1 , making the exact application of
the preconditioner infeasible in most large-scale settings. What is lost when the preconditioner is
applied inexactly?
Simoncini and Szyld [5] provide guidance on the accuracy of the approximation needed at each step
in order to closely track the performance exhibited by the exact system: early iterations are held
to a strict tolerance, which can be relaxed as the iteration progresses. This approach is ideal when
one can control the accuracy with which the preconditioner is applied at each iteration (e.g., when
A−1 is applied by solving Aξ = β via an iterative method whose convergence tolerance can be
controlled).
Here we take a different approach, assuming that A−1 and S−1 have been approximated by fixed
matrices a priori (e.g., through an inexact factorization). How do such approximations affect the
spectral structure? We answer this question using properties of the submatrices in A, B and C,
about which much is often known, while only quantifying the approximation by its departure from
the ideal. In this scenario we apply recent perturbation analysis for GMRES [6]. By deriving the
spectral properties of the exactly preconditioned problem, we obtain upper bounds on the number of
GMRES iterations required for convergence for the inexactly preconditioned problem, as a function
of the accuracy to which the preconditioner is applied and the nonnormality of the preconditioned
matrix.
In this talk, we will briefly summarize the perturbation theory for GMRES, and analyze the pseudospectra of the exactly preconditioned matrices. The numerical examples we present will demonstrate the efficacy of the analysis.
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A Communication-Avoiding Parallel Algorithm
for the Symmetric Eigenvalue Problem
Edgar Solomonik
Abstract
We describe recent work [12] on a communication-efficient algorithm for computing the eigenvalues
of a dense symmetric matrix. When executing on p processors, the algorithm can require Θ(p1/6 ) less
data movement between processors and in the memory hierarchy with respect to the best previously
known method. The algorithm is work-efficient for computing eigenvalues of a symmetric matrix or
singular values of a nonsymmetric matrix, but would require Θ(log(p)) more computation to obtain
all eigenvectors or a complete SVD decomposition. To reduce a symmetric matrix to tridiagonal
form, successive band reduction [3, 4] is used, with parallelism exploited differently at each stage:
1. rectangular QR factorization with all processors combined carefully scheduled updates are used
to reduce the full n × n dense matrix to a banded matrix with band-width O(n/ log(p)),
2. O(log(p)) rounds of a pipelined successive band-to-band reduction are used with every QR
√
factorization done by a subset of processors to reduce the matrix to band-width O(n/ p),
3. the narrow banded matrix is reduced to tridiagonal by successive band reduction where each
processor performs many QR factorizations sequentially.
Step (1) requires a generalization of a communication-efficient square QR algorithm [15] to rectangular matrices and a new ‘streaming’ matrix multiplication algorithm (both are presented in [12]).
Step (2) uses the novel idea of parallelizing each bulge chase in successive band reduction with a
subset of the processors. Step (3) is the parallel banded-to-tridiagonal algorithm introduced in [2].
Efficient parallel computation of eigenvalue decompositions is critical to scalability of many numerical methods. They are of particular importance to the widely-used Hartree-Fock method in quantum
chemistry [7, 8]. A reduction of the matrix to diagonal form with subsequent back-transformations
is the most robust and efficient technique for computing eigenvectors of a general dense matrix. The
efficacy of successive band reduction for reducing banded matrices to diagonal form was demonstrated in [10]. The use of the technique to lower synchronization cost for banded and general
matrices was studied in [2]. Work on the ELPA library [1] has shown that using an intermediate
band-width reduces memory-bandwidth cost and yields better performance.
The BSP model for interprocessor communication cost [16] provides a suitable abstraction for asymptotic scalability analysis of dense linear algebra algorithms. This model is augmented by consideration of cache efficiency, quantified by the amount of data moved between main memory of size M
and a fast local memory of size H. It is well known that multiplication of n × n matrices can be
done with communication complexity W = O(n3 /(pM 3/2 ) + n2 /p2/3 ) [11] and a cache complexity
of Q = W + O(n3 /(pH 3/2 )) [9]. The same communication complexity can be attained for Cholesky
factorization [14] of a n×n matrix, but the number of synchronizations S must satisfy W ·S = Ω(n2 )
for any parallelization of the usual algorithm [13], which is attainable for any M . QR factorization
of a matrix can be done with the same communication and synchronization costs [15]. If we take
these Cholesky and QR to be optimal, the new parallel symmetric eigensolver algorithm [12] has
optimal communication complexity, a cache efficiency within a factor of O(log(p)) of the optimal
cost, and a synchronization cost within a factor of O(log2 (p)) of the optimum.
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The reduction from the full dense matrix to a banded matrix is done via a QR factorization on a rectangular m × n matrix. Algorithms that attain the desired communication cost have been analyzed
for tall-and-skinny matrices [6], but attain the optimal communication cost only for M = O(mn/p).
The row-wise recursive approach in [6] is combined with the square-matrix algorithm in [15] to
obtain a communication cost as low as W = O((mn2 /p)2/3 ), which is a factor of Θ(p1/6 log(p))
lower than any previous parallel rectangular QR factorization algorithm.
Efficient rectangular QR is not the only ingredient necessary to achieve a full-to-band reduction
with minimal communication. While communication-optimal when the initial data is not replicated, known parallel rectangular matrix multiplication algorithms [5] do not yield the desired
communication cost when used to perform each trailing matrix update. The problem is addressed
by aggregating Householder vectors computed in each QR factorization and replicating them among
multiple processors throughout consecutive updates. This approach requires some additional computation, as the application of the two sided update B = A + U V T + V U T is delayed, necessitating
that computations of the form BY be performed using several matrix-matrix multiplications,
BY = AY + U (V T Y ) + V (U T Y ).
This algorithm can reduce the matrix to a very small band-width with the desired communication
cost, but not with the desired cache complexity. In some cases, maintaining cache efficiency requires
reducing to a band-width of Ω(n/ log(p)), necessitating the use of successive band reduction.
Given a band-width as large as Θ(n/ log(p)), successive band reduction algorithms that assign a
subset of matrix columns to each processor [10] are not communication-efficient. Simultaneously,
effective parallelization of a bulge-chasing elimination algorithm requires pipelined parallelism. The
solution is to use a subset of processors to compute each bulge elimination or chase, and pipelining
across subsets of processors. The number of processor subsets needs to be chosen carefully to preserve
communication and synchronization efficiency. Moreover as the band-width becomes smaller, it
becomes desirable to not use all of the available processors. When a sufficiently small band-width
is reached, it is optimal to use one processor per bulge elimination or chase, and subsequently it is
necessary to use one processor to perform multiple chases between synchronizations. These latter
narrow-band reductions are efficiently executed by a minor adaptation to the algorithm given in [2].
The overall algorithm is fairly complex, as it makes use of a multitude of parallelization techniques:
• aggregation and replication as part of a left-looking update scheme,
• successive band reduction with multiple band-widths,
• two-level parallelization and pipelining.

The use of an intermediate band-width has led to significant speed-ups in the ELPA implementation [1], so we expect that further intermediate bandwidths could improve performance further. A
disadvantage of the approach is that the cost of back-transformations to compute eigenvectors is
proportional to the number of intermediate band-widths. However, back-transformations require
only matrix multiplication, and the invention of a faster eigenvector computation may be possible.
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Structured Multiplicative Perturbation of Eigenvalues of Symplectic Matrices
Fredy Sosa, Christian Mehl, Julio Moro
Abstract
Small structured eigenvalue perturbations of symplectic matrices are analyzed via Newton diagram
techniques by modelling perturbations multiplicatively. This allows us to make use of the first
order multiplicative perturbation theory developed in [4], to obtain both leading exponents and
explicit formulas for the leading coefficients in the corresponding eigenvalue asymptotic expansions.
The formulas only involve the perturbation matrices and appropriately normalized eigenvectors.
The corresponding analysis requires a very detailed description of the connections between left and
right eigenvectors induced by symmetric structure, making use of the structured canonical forms
described in [1] and [2]. In most cases, no generalized eigenvectors are required, provided some mild
genericity conditions are met.
These results are a complement to those in [3], where the generic change in the perturbed Jordan
canonical forms under rank-one structured symplectic perturbation is characterized. The asymptotic
expansions above describe the local perturbation behavior of the new eigenvalues which come from
the Jordan blocks destroyed by the structured perturbation.
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A One-Stage GD+k Method for Computing Left and Right Singular Vectors
in Full Accuracy
Andreas Stathopoulos, Eloy Romero Alcalde
Abstract
Consider the problem of finding a small number of smallest singular values and corresponding left
and right singular vectors of a large sparse matrix A ∈ <m×n (m ≥ n),
Av̄i = σ̄i ūi ,

i = 1, . . . , k, k  n,

(1)

where σ̄1 ≤ σ̄2 ≤ . . . ≤ σ̄n . Computing the smallest singular triplets is challenging both to the speed
of convergence and to the accuracy of iterative methods. Many recent research efforts attempt to
address this challenge with new or modified iterative methods. Here, we focus on iterative methods
that can use preconditioning if available. One reason is that even moderately conditioned matrices
are extremely challenging for Krylov-only methods. A second reason is that, even without preconditioning, our methods are inherently flexible and therefore can use effectively the +k restarting
(aka locally optimal restarting).
Recently, we have proposed a hybrid approach based on eigenvalue solvers. In a first stage, we work
on the normal equations matrix C = AT A which gives an exterior, albeit ill conditioned, eigenvalue
problem. In the second stage, we extract the singular triplet as an interior eigenpair from the
augmented matrix G = [0 A; AT 0]. It turns out, that even with unrestarted iterative methods,
the rate of convergence of a Krylov method on C is at least as fast, and typically twice as fast, as
the rate of a Krylov method for the interior of G. With restarting, the advantages of working on
C become far more significant. The reason that we have to resort to the second stage is that the
squaring of the condition number κ(C) = κ(A)2 does not allow the method to achieve all possible
accuracy, or the residual to achieve kAkm . However, the leftover accuracy to be resolved on G is
relatively much smaller, and thus our method was shown to be both accurate and more efficient
than other state-of-the-art methods.
Nevertheless, we have noticed experimentally that the second stage often takes as much or longer
than the first stage to deliver only 2-3 digits of further improvement in the residual. Indeed, if
the first stage method could achieve full accuracy and for both left and right singular vectors, we
would observe significant speedups over our already efficient method —note that approximating the
left singular vector as Av/kAvk entails error of O(κ(A)m ) even when v is exact. The goal of this
extended abstract is to give the intuition that has led to the development of such a method and
present a prototype algorithm for finding one smallest singular triplet within one stage.

A first approach
We would like our method to have the characteristics of GD+k (or Generalized Davidson with +k
locally optimal restarting). Without preconditioning and without restarting, GD on C builds the
same search space as the right space of the unrestarted Lanczos bidiagonalization method (LBD).
With +k restarting it is well known that GD+k has convergence very similar to the unrestarted
method (for one eigenvalue). This provides much of the benefits of our earlier first stage. LBD,
however, has two differences which become important in finite precision: (a) it maintains both a
left U and a right V orthogonal search spaces, (b) it extracts the approximate singular triplets from
the subspaces not through Rayleigh-Ritz but by computing the SVD of the bidiagonal B = U T AV .
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LBD does not multiply vectors with AT A explicitly, but staggers the computation of Av and AT u
to produce both spaces. Most importantly, its extraction based on the orthonormal bases and the
bidiagonal projection matrix can deliver (at least in theory) the full kAkm level for the residual
norm of both left and right singular vectors.
As a first approach, we extended LBD to use both preconditioning and the combination of thick
and +k restarting schemes. At step i, we maintain two orthonormal search spaces, V ∈ <n×i and a
U ∈ <m×i . Preconditioned right residuals Paa0 (Av − σu) are used to extend U and (preconditioned)
left residuals Pa0 a (AT u − σv) go into V . The method is reminiscent of the outer iteration of the
JDSVD method, but with one major difference. At the i-th outer iteration, the JDSVD method
computes the two residuals rv = Av − σu and ru = AT u − σv at the same time and uses them to
extend both U and V (assuming one step of correction equation). Therefore, with the commonly
used left starting vector u0 = Av0 and without preconditioning JDSVD builds spaces V and U that
are half the degree of the LBD Krylov spaces, for the same number of matrix-vector operations.
Our method mimics LBD and staggers the matrix vector operations at two half steps. The first
step is the same as in JDSVD for V only, i.e., computes v, u from the B(1 : k, 1 : k) and adds
Pa0 a ru to V . At the second half step, we compute a new v, u using the newly extended space V and
B(1 : k, 1 : k + 1) and we add Paa0 rv to U . Thus, our method without preconditioning or restarting
becomes equivalent to LBD.
In addition to preconditioning, which when available was able to improve convergence significantly,
we can also use the thick and +k restarting schemes. Specifically, we compute the j smallest singular
triplets of B(1 : k, 1 : k) and we augment them by the smallest k singular triplets of B(1 : k − 1, 1 :
k − 1) as our restarting space. The benefits of the restarting scheme are also present here, especially
without preconditioning. Indeed we noticed convergence similar to unrestarted LBD even when our
basis size was 15 or 20. However, with preconditioning the +k scheme delivered smaller and less
consistent improvements. Moreover, the method was able to achieve the full accuracy kAkm for
the right singular vector but not always for the left one.
The reason for the above behavior is that without preconditioning our method extracts the singular vectors from the subspaces in a way similar to LBD (and similar to GD+k for the right
singular vector only). But with preconditioning the methods start to differ at their expansion and
restarting properties. However, we know that GD+k performs well with preconditioning too. We
note also that the high degree Krylov space of LBD is obtained when we use the starting initial
vector u0 = Av0 . If we start with a random vector u0 , LBD may have better components to
the left singular vectors, but its overall rate of convergence will be slower. This also happens in
our method and may partly explain the difficulty in obtaining the left singular space at full accuracy.

An improved approach
The above led us to return to GD+k as the main algorithmic platform for fast convergence but still
keeping some of the ideas of the above algorithm. Specifically, we explicitly maintain an orthonormal
basis of the space AV = QR. This allows us (a) to use a stable extraction in lieu of the Rayleigh
Ritz, and (b) to obtain the left singular vectors from Q more accurately than setting them to Av
once v converges. By following the same idea of staggering the matrix-vector operations we can
perform the above without extra matvecs.
The stable extraction is based on the well known observation that the Rayleigh-Ritz projection
matrix of GD+k on C is V T AT AV = RT R, where AV = QR. Thus, instead of computing the
eigenvalues of the badly conditioned V T AT AV , we can compute the theoretically equivalent SVD
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of R = vl svrT . As in GD+k we maintain W = (AT A)V to facilitate the computation of the residual
as AT AV vr − s2 V vr = W vr − s2 V vr , which is then preconditioned with an approximation of
(AT A − s2 I)−1 . An inner iteration can also be used as in Jacobi-Davidson for the normal equations,
however this is not of interest in this abstract. Thick and +k restarting have also been covered
extensively in other papers so we do not discuss their implementation.
To build a left singular vector we want its approximation u ∈ span(Q) = span(AV ). Following
the same procedure as for the right space, we would like to build the QR factorization of AT Q =
AT U R−1 = AT AV R−1 = W R−1 . This can be obtained by first computing the QR decomposition
of W = ZT , and then AT Q = Z(T R−1 ). Then we compute the smallest singular triplet (ul , s, ur ) of
(T R−1 ) which gives us the left approximate singular vector as Qur , and its residual AT Qur − σv =
Z(T R−1 )ur − σv = σ(Zul − v). The iteration is more expensive than classical GD+k on C since it
requires three orthogonalizations at every step (extending V , Q, and Z). The number of matvecs
is the same. An outline of the algorithm for finding one smallest singular triplet is given below:
[u,v] = svdGD+k(A,v0,maxBasisSize)
V = v0; av = A*v0
R(1,1) = norm(av) ; Q = av/R(1,1); % QR of U
W = A’*av
T(1,1) = norm(W); Z = W/T(1,1); % QR of W
while (convergence)
— GD with QR extraction —
[vl,se,vr]=svd(R) and choose smallest triplet vl, se, vr
v = V*vr; atav = W*vr
pr = Pata*(atav - se*se*v)
newv = (I-V*V’)*pr
V = [V newv]
av = A*newv
% 1st matvec
Update [Q,R] = qr([Q,av],0)
neww = A’*av; W = [W neww]
%2nd matvec
— the following is the left extraction —
Update [Z,T] = qr([Z, neww])
H = T*inv(R)
[ul,se,ur]=svd(H) and choose smallest triplet
u = Q*ur, atu = Z*ul*se
ru = atu - sigma*v
rv = Q*(vr)-sigma*u
— Convergence —
Decide on convergence based on ru, rv
i=i+1
— Restart —
if (i >= maxBasisSize)
Perform thick and +k restarting as usual
end
As designed, the algorithm presents identical convergence to GD+k on C, with the additional desired
property of achieving a residual norm of the right singular vector close to kAkm . This is already a
significant improvement over our previous hybrid algorithm. The question then is whether the left
eigenvector can also achieve the desired accuracy.
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First, we noticed that after many restarts numerical errors accumulate in the bases of the algorithm preventing convergence to full accuracy, especially the left singular vector. However, its
accuracy was better than considering the Av/kAvk approximation. Therefore, we monitored the
accumulation of errors and near convergence we reset all bases after a restart. Resetting means a
full reorthogonalization of V, W, Z, and recomputation of AV and AT AV explicitly. Typically 2-3
resets were required, and the left eigenvector achieved full accuracy.
Second, notice that U = AV and therefore U does not drive the convergence of the algorithm. It
simply projects the information in V to the left space. Therefore, we expored applying the left
extraction only when the right singular vector was close to convergence. We observed that typically
it was sufficient to apply over one full restart cycle yielding full accuracy for the left singular vector.
This results in significant savings, avoiding the computation of Z and the approximation of u and
its residual until the end.
The algorithm is still in development and further experiments and improvements are needed. But our
preliminary experiments suggest that we have found a one-stage preconditioned iterative method
that can deliver both full accuracy and near optimal (i.e., close to unrestarted) convergence for
singular triplets.
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The Geometry of Camille Jordan
G. W. Stewart
Abstract
In 1875 the French mathematician Camille Jordan published a paper Essay on the Geometry of
n Dimensions that contains many results of interest today. However, instead of developing his
geometry in terms of vector spaces, which were just beginning to appear at the time, he defines a
k-planes as the set of solutions of k linear nonhomogeneous equations, what today we would call
an affine subspace. For the modern reader, this creates a dissonant inversion that makes the paper
hard to read — e.g., an (n−1)-plane is a line in n-space. On the other hand, Jordan’s proofs have
constructive flavor and can often be implemented using standard matrix algorithms.
The following is a partial summary of the relevant parts of Jordan’s paper. In my talk I will treat
a subset of this material such as time permits.
[Note: A Translation of Jordan’s paper along with a commentary may be found at my home page:
www.umiacs.umd.edu/~stewart]

Definitions, Parallelism
Jordan works in standard n-dimensional space: n tuples of real numbers equipped with the usual
Euclidean distance between the point. He defines a k-plane Pk as the solution set of the system
Ax = a

(1)

where A is a k×n matrix of full row rank. Thus a k-plane has dimension n − k. The rows of
(1) are called generators of the plane, along with any linear combination of them. Thus P is the
intersection of its plane generators.
Planes Pk and Pl are said to have mutual parallelism of order ρ provided they have ρ independent
common generators. Jordan shows how to find such generators C so that the equations for Pk and
Pl have the forms
 
 
 
 
b
a1
C
C
x=
. and
x= 1 .
(2)
B2
b2
A2
a2
Note that if a1 6= b1 then the planes cannot intersect, a generalization of the usual definition of
parallelism.

Distance and Perpendicularity
Jordan now proceeds to the metric geometry of his planes. Here is an outline of his results.
1. Jordan begins by defining what we now call the Euclidean distance in n-space.
2. He then shows how to compute the point x in a k-plane Pk that is nearest to an arbitrary
point y. He calls x the projection of y onto Pk .
3. He uses projections to define the mutual perpendicularity between two planes Pk and Pl . This
definition is not equivalent to the orthogonaliity of subspaces, which intersect only at a single
point. Rather it corresponds to the xy-, xz-, and yz-planes in Euclidean three space. Jordan
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also shows that if Pk and Pl have the representations (2), then they are perpendicular only
if B2∗ A2 . In proving this, he develops a general orthogonalizaton algorithm that includes the
modified Gram–Schmidt algorithm as a special case.
4. He then shows that any k-plane can be written as the intersection of k mutually perpendicular
planes.
5. He finally establishes what is now called the Pythagorean equality for projections.

Change of coordinates
Jordan defines the coordinates the coordinates of a point x with respect to n independent 1-planes
as the [signed] distances of the projection of the point x onto each of the planes. He gives an explicit
formulas for the coordinates and another formula for the distance between two points in terms of
the new coordinates. He notes that if the planes are perpendicular, the square of the distance is
the sum squares of the new coordinates.

Invariant angles
This is a high point of the paper. His invariant angles between two planes are what today we call
the canonical angles between two subspaces (allowing for differences in how to treat the angles 0
and π/2). Jordan’s construction is to whittle down the planes to the point where what is left are
three planes from which the invariant angles may be extracted To complete the process, Jordan,
after some additional manipulation, cites an important paper by Cauchy on the eigenvalues and
eigenvectors of symmetric matrices to extract the sines and cosines of the angles.
Although Jordan does not actually construct the angles, it is clear that his planes can be represented
by orthogonal transformations that will reduce the matrix to two matrices that do contain the appropriate the sines and cosines of the invariant angles. [See, Stewart, A Canonical CS Representation
of a Pair of Subspaces, SIMAX 37 (2016) 539–549].
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Sparsity, Discretization, Preconditioning, and Adaptivity in Linear Solvers
Zdeněk Strakoš, Tomáš Gergelits, Jan Papež
Abstract

Sparsity and iterative solvers
In the finite element method (FEM) used for discretization of partial differential equations (PDEs),
finite dimensional piecewise polynomial approximation subspaces are generated using locally supported basis functions that typically vanish on all but a small number of elements determining the
decomposition of the domain. Discretized operators are then represented by possibly very large
sparse matrices. Sparsity of matrices in the resulting linear algebraic systems is often considered
among the main computational advantages of FEM discretizations.
When iterative methods (such as Krylov subspace methods) are applied for solving algebraic problems, transformations, historically called preconditioning, are used in order to assure fast convergence. On the way towards extremely large problems and exascale computations, the realistic solvers
must provide acceptable approximate solution at the cost that is linear in the number of unknowns.
Using formal expression and assumption on nonsingularity, the solution of the linear algebraic
system Ax = b can symbolically be written as x = A−1 b, i.e., it is given by the matrix-vector
multiplication with the generally dense matrix A−1 that represents the inverse of the underlying
operator. The density of A−1 reflects the global interaction between phenomena across the domain in
the underlying mathematical model. If such interaction is strong, then it is very hard to approximate
x = A−1 b in the low dimensional Krylov subspaces Kk (A, b) = span{b, Ab, A2 b, · · · , Ak−1 b}, where
the individual generating vectors are formed by the repeated application of the sparse matrix A
to the right-hand side vectors b. Sparsity of the matrix A therefore does not necessary mean a
computational advantage and the matter should be considered within the context of the infinite
dimensional mathematical model.
Previous considerations do not mean that the approximation to the inverse A−1 is computed independently of b. In Krylov subspace methods, e.g., approximations to A−1 b are in mathematical
abstraction given by polynomials in A applied to b where the polynomials can crucially depend
on the right-hand side b. This fact should also be reflected in a rigorous analysis of the rate of
convergence of the Krylov subspace methods applied to Ax = b, which can not be based, without
substantial simplifications, on the properties of the matrix A alone.
Preconditioning and discretization
Preconditioners efficiently using coarse space information (such as, e.g., multilevel preconditioners
or domain decomposition techniques with coarse space components) seem to offer the only way
towards solvers with the linear cost. Algebraically constructed preconditioners (see, e.g., [1]) are
based on an approximate solution of (a part of) the problem. One may ask in which way they provide
a global exchange of information in function spaces associated with the underlying mathematical
model. This leads to investigating interconnections between preconditioning and discretization.
A step in this direction has been made in the context of linear elliptic partial differential equations
and operator preconditioning in [6]. Among other results it shows that algebraic preconditioning of
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a symmetric positive definite algebraic system Ax = b can be equivalently seen as transformation of
the discretization basis as well as of the associated inner product. Numerical experiments illustrate
that some of the original basis functions with local support are in this way transformed into functions
supported over the whole discretization domain. The result also allows to investigate algebraic
techniques such as reordering of the degrees of freedom that can be used in efficient algebraic
preconditioning; see, e.g., [7, Chapter 5].
Operator preconditioning, multilevel adaptivity, and conditioning
Multilevel methods can be considered in the framework of operator preconditioning. The primary
goal of this abstract framework is typically to derive bounds on the condition number of the preconditioned problem that is independent of the discretization parameters such as the number of levels
in the multilevel hierarchy or the size of the mesh elements. Proving that the resulting condition
number is small represents another challenge; see, e.g., [2, 4].
We are well-aware of a limited role of the condition number in description of convergence of preconditioned Krylov subspace methods (see the comment at the end of the first paragraph). Nevertheless,
under well-specified assumptions, the condition number estimates can give the desired information;
for the discussion of limitations and assumptions we refer to [6, Chapter 11], [5, Chapter 5].
Numerical stability, resilience, and computational cost
In real applications, the goal is to minimize the total computational cost (consumed energy) and this
requires in relation to using massively parallel computer architectures resolving many challenges; see,
e.g., [10]. Evaluation of total computational cost must include questions on data communications,
resilience, and numerical (in)stability. Related to that, we need to consider on purpose inexact
computations, where the inexactness is properly controlled (see, e.g., the discussions in [6, Chapters
12–13], [3, 8, 9]) based on mathematically rigorous arguments and well-justified heuristics that
clearly specify the underlying assumptions in order to stimulate further research work.
The proposed talk, intended for a wide audience, will present some recent results in the directions
outlined above.
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Fast Computation of Spectral Projectors of Banded Matrices
Daniel Kressner, Ana Šušnjara
Abstract
Given a symmetric banded matrix A ∈ Rn×n with eigenvalues
λ1 ≤ · · · ≤ λν < µ < λν+1 ≤ · · · ≤ λn ,
we consider the computation of the spectral projector Π<µ (A) associated with the eigenvalues
λ1 , . . . , λν . We specifically target the situation where both n and ν are large, which makes approaches based on computing eigenvectors computationally expensive.
There are a number of applications giving rise to the problem under consideration. First and
foremost, this task is at the heart of linear scaling methods for the calculation of the electronic
structure of molecules with a large number of atoms. For insulators at zero temperature, the
density matrix is the spectral projector associated with the eigenvalues of the Hamiltonian below
the so called HOMO-LUMO gap. The Hamiltonian is usually symmetric and, depending on the
discretization and the structure of the molecule, it can be (approximately) banded. A number of
existing linear scaling methods use that this sometimes implies that the spectral projector may also
admit a good approximation by a banded matrix; see [3] for a recent survey and a mathematical
justification. However, for this approach to work well, the gap should not become too small.
Hence, to deal with small spectral gaps, one needs to go beyond bandedness or, more generally,
sparsity. It turns out that hierarchical (H–)matrices [4] are much better suited in such a setting.
Intuitively, this can be well explained by considering the approximation of the Heaviside function
Π<µ (x) on the eigenvalues of A. While a polynomial approximation of Π<µ corresponds to a sparse
approximation of Π<µ (A), a rational approximation corresponds to an approximation of Π<µ (A)
that features hierarchical low-rank structure.
We propose a new method based on a variant [8] of the QR-based dynamically weighted Halley
algorithm (QDWH) for computing a polar decomposition [7]. Our method exploits the fact that the
iterates of QDWH applied to a banded matrix can be well approximated in the HODLR format,
a subset of H–matrices. Based on the best rational approximation to the sign function, we derive
new a priori bounds on the singular values for off-diagonal blocks of Π<µ (A). From this result, we
deduce bounds on the memory required to store Π<µ (A) approximately in the HODLR format. In
fact, we show that the memory needed for storing the approximate spectral projector depends only
logarithmically on the spectral gap, a major improvement over approximate sparsity.
The implementation of the QDWH algorithm in the HODLR format requires some care, in particular, in the representation of the first iterate. The first iteration includes the QR decomposition of
B = AI , where I ∈ Rn×n is the identity matrix. However, unlike for hierarchical Cholesky, or LU
decompositions, there is no straightforward way of performing QR decompositions in hierarchical
matrix arithmetics. To our knowledge, three different algorithms [1, 2, 6] have been proposed for
this purpose. However, each of them seems to have some drawbacks, e.g., failing to achieve a highly
accurate decomposition or leading to loss of orthogonality in the orthogonal factor. Hence, instead
of using any of the existing algorithms, we develop an efficient novel method to compute the QR
decomposition that exploits the particular structure of the matrix B.
Numerical experiments demonstrate that the performance of our algorithm is robust with respect
to the spectral gap. Our preliminary Matlab implementation becomes faster than eig already for
matrix sizes of a few thousand.
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On the Cut Locus of a Flag Manifold
Brian D. Sutton, P. Robert Kotiuga, Edward Poon
Abstract
A flag is a tuple of mutually orthogonal linear subspaces that together span Rn or Cn . Numerical
computation on a flag manifold is complicated by the fact that minimal geodesics are generally not
unique. We study the manner in which uniqueness of minimal geodesics breaks down.
***
In 1969, Davis and Kahan [2] introduced the direct rotation, providing a notion of distance between
linear subspaces. Equivalently, they computed geodesics on Grassmann manifolds [3], whose elements are linear subspaces of a fixed dimension. Based on this work, Stewart formulated the CS
decomposition [8].
A natural generalization is to flag manifolds. (As mentioned above, a flag is an r-tuple of mutually
orthogonal linear subspaces. When r = 2, the pair (X , X ⊥ ) can be identified with the linear
subspace X , and the flag manifold reduces to a Grassmann manifold.) In the 1980’s, Kovarik and
Sherif studied flag manifolds [4, 5, 6] under the equivalent formulation of “frames of projectors” [7].
Our present work considers flag manifolds from the standpoint of numerical computation. First,
we would like to compute quantities that characterize flag manifolds, such as minimum geodesics
and the resulting notion of distance between flags. In turn, this work could support the study of
functions defined on flag manifolds, extending fairly recent work on optimization on Stiefel and
Grassmann manifolds, e.g., [1, 3]. To speculate a bit, one might search for a flag consisting of three
or more invariant subspaces of a given matrix.
The generalization from Grassmann manifolds (r = 2) to flag manifolds (r ≥ 2) proves to be a
big jump. Let p1 + · · · + pr = n, and consider the complex manifold F consisting of flags of linear
subspaces of dimensions p1 , . . . , pr . Then F = U (n)/(U (p1 )× · · · × U (pr )), in which U (m) is the Lie
group of m-by-m unitary matrices. Upon taking the quotient, the Lie algebra g of U (n), consisting
of n-by-n anti-Hermitian matrices, breaks into the “vertical” subspace h of block-diagonal matrices
with diagonal blocks of sizes pk -by-pk , k = 1, . . . , r, and the complementary “horizontal” subspace
m of anti-Hermitian matrices whose nonzero entries appear only away from these diagonal blocks.
When r = 2, the Lie brackets satisfy
[h, h] ⊂ h,

[h, m] ⊂ m,

[m, m] ⊂ m,

making the flag manifold F = U (n)/(U (p1 ) × U (p2 )) a symmetric space, whose geometry has a high
level of regularity. When r > 2, the relations
[h, h] ⊂ h,

[h, m] ⊂ m

hold, but [m, m] 6⊂ m, and as a result the curvature of the space is less regular. In the simpler
Grassmann case r = 2, the geodesics between two given points are easily classified in terms of sign
choices in the CS decomposition and winding numbers, and a sign convention restricts attention to
a subset of the manifold that is diffeomorphic to a ball. These properties do not hold for r > 2.
The implication for numerical computation is this: Although we have a method for finding a geodesic
on a flag manifold [9], its global behavior is not as well understood as its local behavior. In particular,
when multiple geodesics connect the same pair of points, it is not clear which geodesic will be found.
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Nonuniqueness of geodesics can take different forms. For example, on a sphere, antipodal points
are conjugate to each other, connected by a continuum of geodesics, and a geodesic stretching
over more than 180 degrees can be shortened by a continuous deformation leaving the endpoints
intact. On a right circular cylinder, two points separated by 180 degrees are connected by exactly
two geodesics achieving the global minimum length, and unnecessarily long geodesics cannot be
continuously shortened.
We will present computational routines for detecting certain types of nonuniqueness, e.g., whether
two points are conjugate or whether a geodesic intersects a point that is conjugate to its initial
point. The ideas are based on Morse theory.
Then using these computational tools, we will explore the geometry of flag manifolds. In particular,
we will look at the cut locus of the origin on a flag manifold. To find a point on the cut locus,
extend a geodesic from the origin until it ceases to provide the global minimum arclength between
the origin and its terminal point. The final point at which the arclength is a global minimum is
on the cut locus. We will present results on the structure of the cut locus, in particular providing
evidence that the cut locus contains conjugate points as well as points connected by a discrete set
of minimizing geodesics.
Ultimately, these results will help to clarify the meaning of distance between tuples of linear subspaces and will aid the computation of distance.
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Asynchronous Optimized Schwarz Methods:
Convergence Theory and Experiments
Fréderic Magoulés, Daniel B. Szyld, Cédric Venet
Abstract
Asynchronous methods refer to parallel iterative procedures where each process performs its task
without waiting for other processes to be completed, i.e., with whatever information it has locally
available and with no synchronizations with other processes. In this talk, an asynchronous version
of the optimized Schwarz method is presented for the solution of differential equations on a parallel
computational environment. It is shown for the first time that Optimized Schwarz methods converge
with an arbitrary number of subdomains (i.e., more than two). In a one-way subdivision of the
computational domain, with overlap, the method is shown to converge when the optimal artificial
interface conditions (of Robin type) are used. Convergence is also proved under very mild conditions
on the size of the subdomains, when approximate (non-optimal) interface conditions are utilized.
The proof consists mainly of showing that the appropriate iteration matrix in the Fourier space is
contracting. This is a structured matrix. Numerical results are presented on large three-dimensional
problems illustrating the efficiency of the proposed asynchronous parallel implementation of the
method. The main application shown is the calculation of the gravitational potential in the area
around the Chicxulub crater, in Yucatan, where an asteroid is believed to have landed 66 million
years ago contributing to the extinction of the dinosaurs.
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Towards Practical Estimation of the A-norm of the Error in CG
Gérard Meurant, Petr Tichý
Abstract
The (preconditioned) Conjugate Gradient (CG) algorithm by Hestenes and Stiefel [5] is the iterative
method of choice for solving linear systems Ax = b with a real positive definite symmetric matrix A.
A natural quantity for measuring the quality of an approximation xk is the A-norm of the error,
kx − xk kA = (x − xk )T A(x − xk )

1/2

,

which is minimized at each iteration. This quantity is unknown during the CG computations, but
it can be estimated.
Inspired by the connection of CG with the Gauss quadrature rule for a Riemann-Stieltjes integral,
a way of research on this topic was started by Gene Golub in the 1970s and continued throughout
the years with several collaborators (e.g., Dahlquist, Eisenstat, Fischer, Meurant, Strakoš). The
main idea of Golub and his collaborators was to obtain bounds for the integral using different
quadrature rules. These techniques were used by Golub and Meurant in 1994 in the algorithm GQL
for providing lower and upper bounds on quadratic forms uT f (A)u. In the algorithm CGQL [2],
these techniques were adapted to CG to compute lower and upper bounds on the A-norm of the
error. Recently, in [6], we improved the CGQL algorithm. The new CGQ algorithm [6] uses simpler
formulas than CGQL, and computes quadrature-based bounds directly from the CG coefficients.
In practical estimation, we have to take into account the influence of finite precision arithmetic.
In particular, the formulas for computing quadrature-based bounds are derived assuming exact
arithmetic. However, in finite precision arithmetic, orthogonality is lost, and convergence of CG is
delayed. Then, it is relevant to ask whether the formulas for computing the bounds still approximate
the A-norm of the actual error even though the computed approximate solution is far away from
its exact counterpart. This nontrivial phenomenon was investigated and justified for practical
applicability in [3].
Following the idea of [3] and [7], we can consider quadrature rules at iterations k and k + d for some
integer d > 0. Applying this idea to the Gauss quadrature rule expressed in a convenient way, we
get the formula
kx − xk k2A = νk,d + kx − xk+d k2A ,

νk,d ≡

k+d−1
X
j=k

γj krj k2 ,

(1)

where rj are the CG residual vectors and γj are the CG coefficients used for updating xj and rj .
1/2
By neglecting the error at iteration k + d we obtain a lower bound νk,d
for the A-norm of the error
at iteration k. In [7] we showed that (1) holds (up to some small inaccuracy) also for numerically
computed quantities, until the A-norm of the error reaches its ultimate level of accuracy. Hence,
the formula (1) is recommendable for practical estimation of the A-norm of the actual error. It
is still an open question how to choose the parameter d so that the estimate is accurate enough.
The adaptive choice of d has motivated us to investigate other types of quadrature rules that can
provide an upper bound for the A-norm of the error. In particular, we concentrate on investigating
the Gauss-Radau upper bound.
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In [6] we considered an analogous formula to (1) based on the Gauss-Radau quadrature,
kx −

xk k2A

(µ)

2

= %k,d + kr0 k Rk+d ,

(µ)

%k,d ≡

k+d−2
X
j=k

(µ)
where the modified coefficient γk+d−1
can be computed by


γj(µ) − γj
(µ)

γj+1
= 
,
µ γj(µ) − γj + δj+1

(µ)
γj krj k2 + γk+d−1
krk+d−1 k2 ,

γ0(µ) =

1
,
µ

(2)

(3)

and µ is a prescribed node outside the open integration interval. In particular, assuming exact
arithmetic and µ satisfying 0 < µ ≤ λmin where λmin is the smallest eigenvalue of A, the remainder
Rk+d satisfies Rk+d < 0, and %(µ)
k,d represents an upper bound for the squared A-norm of the error
at iteration k.
Note that in finite precision arithmetic, %(µ)
k,d need not represent an upper bound any more. This
can be explained based on results of [4] and [3]. While the eigenvalue approximations generated by
the perturbed Lanczos recurrence coincide with those generated by an exact recurrence applied to a
“nearby” matrix Ā, the A-norm of the error in the equivalently perturbed CG recurrence is reduced
at approximately the same rate as the Ā of the error in the exact recurrence. Consequently, if µ
is less than or equal to the smallest eigenvalue of Ā, then %(µ)
k,d represents an upper bound for the
squared Ā-norm of the error for the nearby system, but it need not necessarily represent an upper
for the squared A-norm of the error for the original system.
Assuming exact arithmetic, we will derive a new upper bound for the squared A-norm of the error,
which is closely related to the Gauss-Radau upper bound. In particular, using formula (3) we will
show that if 0 < µ ≤ λmin , then
kx − xk k2A <

krk k2 krk k2
≡ θk(µ) ,
µ kpk k2

(4)

(µ)
(µ)
where pk is the direction vector available in CG. It holds that %(µ)
k,1 < θk , and the sequence θk
is decreasing with increasing k. The bound (4) represents an improvement of the classical bound
krk k2 /λmin for the squared A-norm of the error, which can exhibit a rather erratic behavior.

(µ)
We will compare the numerical behavior of %k,1
and θk(µ) in dependence on µ. One can observe that
if µ is sufficiently well separated from zero, the quantity θk(µ) is not sensitive to small perturbations
of µ. On the other hand, we will show that %(µ)
k,1 can be very sensitive to small perturbations of µ, in
a middle stage of the iteration process. In later iterations, θk(µ) is usually visually indistinguishable
(µ)
(µ)
from %(µ)
k,1 . Note also that θk depends on µ in a very simple way while %k,1 has to be recomputed
using (3) whenever µ is changed.

In the previous we assumed that a prescribed node µ is given. However, in practical computations,
the parameter µ has to be determined. This represents a nontrivial task. The node µ should satisfy
µ ≤ λmin , and, simultaneously, is should be very close to λmin , otherwise the Gauss-Radau upper
bound would be a poor approximation of the A-norm of the error. One can approximate λmin using
Ritz values during the CG computations. However, Ritz values provide only upper bounds on λmin ,
and some heuristics has to be used to obtain µ with desired properties. When using a heuristics, it
can happen that µ > λmin . Then, %(µ)
k,1 can be a poor approximation of the squared A-norm of the
error, and it can be even negative. Moreover, µ can then be close to some Ritz value which can cause
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numerical troubles in evaluating %(µ)
k,1 , because the linear system with Tk − µI is solved implicitly
when computing the modified coefficient. Here Tk is the Jacobi matrix of Lanczos coefficients. On
the other hand, θk(µ) can be computed without any troubles also for µ > λmin and µ ≈ λmin . In such
cases, either θk(µ) represents an upper bound for kx − xk k2A , or, it is a reasonable approximation of
kx − xk k2A .
Finally, it is desirable to obtain an approximation of the smallest Ritz value which can be used
to determine µ as an approximation of λmin . In this presentation we suggest a cheap algorithm
to obtain such an approximation. It is well known that CG computes implicitly the Cholesky
factorization RkT Rk of the Jacobi matrix Tk , and kTk k = kRk k2 . Therefore, to approximate the
minimum eigenvalue of Tk , one can use algorithms that incrementally approximate the maximum
singular value of the upper triangular matrix Rk−1 . Here we will use an incremental estimator
proposed in [1], and specialize it for the case when Rk is bidiagonal. We will show, cf. also [8],
that we can do it very efficiently, without storing the coefficient matrix Rk , just by updating a few
scalars.
Our results will be illustrated by numerical experiments.
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Incomplete LU Preconditioner Based on
Max-Plus Approximation of LU Factorization
James Hook, Françoise Tisseur
Abstract
We present a new method for the a priori approximation of the orders of magnitude of the entries
in the LU factors of a complex or real sparse matrix A. This approximation can be used to quickly
determine the positions of the largest entries in the LU factors of A and these positions can then be
used as the sparsity pattern for an incomplete LU factorization preconditioner. Our method uses
max-plus algebra and is based solely on the moduli of the entries of A.
Max-plus algebra is the analog of linear algebra developed for the binary operations max and plus
over the real numbers together with −∞, the latter playing the role of additive identity. Max-plus
algebraic techniques have already been used in numerical linear algebra to, for example, approximate
the orders of magnitude of the roots of scalar polynomials [7], to approximate the moduli of the
eigenvalues of matrix polynomials [6], and to approximate singular values [5]. These approximations
have been used as starting points for iterative schemes or in the design of preprocessing steps to
improve the numerical stability of standard algorithms [1, 3, 4, 6]. Our aim is to show how maxplus algebra can be used to approximate the sizes of the entries in the LU factors of a complex or
real matrix A and how these approximations can subsequently be used in the construction of an
incomplete LU (ILU) factorization preconditioner for A.
In order to apply max-plus techniques to the matrix A ∈ Cn×n we must first transform it into a
max-plus matrix. We do this using the valuation map
V : C → R := R ∪ {−∞},

V(x) = log |x|,

(log 0 = −∞).

(1)
n×n

The valuation map is applied to matrices componentwise so that Vc (A) ∈ R
is a max-plus
matrix. Note that for x, y ∈ C, V(xy) = V(x) + V(y), and when |x|  |y| or |x|  |y| then
V(x + y) ≈ max{V(x), V(y)}. This suggests using the operations max and plus, which we denote
by ⊕ and ⊗, respectively, in place of the classical addition and multiplication once we have applied
the map V.
The fundamental basis for our approximation of the magnitude of the entries of the LU factors of
A ∈ Cn×n is

(a) the fact that the entries in the lower triangle of L and the upper triangle of U can be expressed
explicitly in terms of determinants of submatrices S of A, and

(b) the heuristic that, when the matrix S has large variation in the size of its entries, V det(S) ≈
perm V(S) , where perm is the max-plus permanent.

We use (a) and (b) to define a lower triangular max-plus matrix L and an upper triangular max-plus
matrix U such that
V(L) ≈ L,
V(U ) ≈ U,
(2)
n×n

and refer to L and U as the max-plus LU factors of A := V(A) ∈ R
. The approximation (2)
is a heuristic which only aims to capture the order of magnitude of the entries of L and U . One
way to think about the max-plus LU approximation of the LU factors of A is as an intermediate
between the true LU factors of A and a symbolic or boolean factorization which, based purely on
the pattern of nonzero entries in A, predicts the nonzero patterns of the LU factors. We show that
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the matrix-matrix product L ⊗ U is usually not a factorization of A but that it “balances" A. We
exploit the strong connection between the field of Puiseux series and the max-plus semiring to prove
properties of the max-plus LU factors.
In order for the max-plus approximation to be useful in practice, it is essential that the cost of
computing it is less than the cost of computing the LU factorization exactly. We show that the
max-plus LU factors can be computed by solving maximally weighted tree problems. As a result
we provide an algorithm
for computing the LU approximation of A ∈ Cn×n with worst case cost

2
O nτ + n log n , where τ is the number of nonzero entries in A. Note that this cost depends on
the number of nonzero entries in A and not on the number of nonzero entries in the LU factors of
A. Thus while the approximate LU factors will exhibit fill-in just as in the exact case, the cost of
computing the approximation is not affected by fill-in and will therefore be less than computing the
exact LU factors. If the matrix A is first reordered according to its optimal assignment, so that
the product of the moduli of the entries on its diagonal is maximized, then our approximation of
the LU factors
 can be computed in parallel by n separate computations, each of individual cost
O τ + n log n . If we seek only the positions and values of the k largest entries in each row of U and
column of L, or if we seek only the position and values of the entries that are greater in modulus
than some threshold, then this cost can be reduced further.
An approximation of the size of the entries in the LU factors of a sparse matrix A can be used to
help construct an ILU preconditioner for solving Ax = b. Two classes of ILU preconditioners are
threshold ILU and ILU(k). In threshold ILU, Gaussian elimination is applied to A but any computed
element with modulus less than some threshold value is set to zero. Threshold ILU can produce
effective preconditioners, but it can be quite slow because there is a lot of work spent computing
values that turn out to be less than the threshold and also because the sparse data structures that
store the matrix entries are constantly being updated to accommodate the larger entries that are
to be saved. For ILU(k) preconditioners, a sparsity pattern for the incomplete LU factors is first
computed from a symbolic factorization that determines the level of fill-in of each fill-in entry of
A. A fill-in entry is dropped when its level of fill is above k and the corresponding entry in the
sparsity pattern matrix is set zero. The ILU factors are then computed using a variant of Gaussian
elimination restricted to the sparsity pattern. The ILU(k) preconditioners can be computed quickly
(for small k) but they do not reliably result in effective preconditioners as they do not consider
numerical values. Our max-plus LU approximation enables us to take a hybrid approach that offers
the best of both of these methods as it uses the max-plus LU factors to define the sparsity pattern
of the ILU preconditioners. Provided the entries of L and U give good approximations of the size
of the true LU entries, our approach results in an ILU pair very close to the one obtained through
standard threshold ILU, but our ILU pair can be computed considerably faster than the threshold
ILU pair using the techniques for computing ILU(k) factors.
Using a large set of test matrices from the University of Florida sparse matrix collection [2], we show
that our max-plus LU preconditioners outperform traditional level of fill methods and have similar
performance to those preconditioners computed with more expensive threshold-based methods.
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Graph Algorithms in MATLAB
Christine Tobler, Antonio Cosmin Ionita, Patrick Quillen
Abstract
An introduction to new functionality related to graph theory in MATLAB is given. Applications for
graph and network analysis arise in such domains as control systems, neuroscience, transportation
systems, or social network analysis. In 2015, we added functionality to MATLAB to represent,
analyze and visualize graphs: the graph class for undirected graphs, and the digraph class for
directed graphs. More functionality has been added, and currently comprises, among others, the
computation of
•
•
•
•
•

the shortest path between two nodes,
the connected components of a graph,
the maximum flow between two nodes,
several variants of measures for node centrality,
determining the isomorphism between two graphs.

Graphs are visualized in MATLAB by calling the plot command, which either places the nodes on
a number of layers [1, 2, 3] (’layered’ layout), assigns attractive and repulsive forces between the
nodes and plots the balanced system [4] (’force’ layout), or determines node coordinates from the
eigenvectors of the Laplacian matrix, projected into a suitable subspace [5] (’subspace’ layout).
Nodes and edges can be colored individually, or their color can be based on a numerical property.
Additionally, the database toolbox provides an interface to Neo4j graph databases. This is a type
of database that models data based not on tables, but on graph nodes, with relational tables being
replaced by edges connecting nodes. Subsets of such a database can be imported into MATLAB as
digraph objects.
This poster will present examples using the new graph objects based on the Mathematics Genealogy
Project, on text analysis of novels, and on the analysis of road networks.
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On the Singular Values of Matrices with Displacement Structure
Bernhard Beckermann and Alex Townsend
Abstract
Matrices with rapidly decaying singular values frequently appear in computational mathematics.
Such matrices are numerically of low rank and this is exploited in a wide variety of applications.
However, it can be theoretically challenging to fully explain why low rank techniques are so effective
in practice. Here, we derive explicit bounds on the singular values of matrices with displacement
structure and in doing so justify many of the low rank techniques that are being employed on such
matrices.
Let X ∈ Cm×n with m ≥ n, A ∈ Cm×m , and B ∈ Cn×n , the matrix X is said to have an (A, B)displacement rank of ν if X satisfies the Sylvester matrix equation given by [4]
AX − XB = M N ∗ ,
for some matrices M ∈ Cm×ν and N ∈ Cn×ν . Matrices with displacement structure include Toeplitz
(ν = 2), Hankel (ν = 2), Cauchy (ν = 1), Krylov (ν = 1), and Vandermonde (ν = 1) matrices, as
well as Pick (ν = 2), Sylvester (ν = 2), and Löwner (ν = 2) matrices.
We use the displacement structure of X to derive explicit bounds on its singular values by using
an extremal problem for rational functions from complex approximation theory. In particular, we
prove that the following inequality holds:†
σj+νk (X) ≤ Zk (E, F )σj (X),

1 ≤ j + νk ≤ n,

(1)

where σ1 (X), . . . , σn (X) denote the singular values of X and Zk (E, F ) is the Zolotarev number
for complex sets E and F that depend on A and B. The inequality (1) provides an intriguing
link between the decay rate of singular values of certain matrices and the approximation power of
rational functions. To those not familiar with Zolotarev numbers, it may seem that (1) trades a
difficult task of directly bounding the singular values of a matrix X with a more abstract task of
understanding the behavior of Zk (E, F ). However, Zolotarev numbers have been extensively studied
in the literature [1, 3, 9].
In a handful of special cases explicit bounds on Zk (E, F ) are known, which provide explicit bounds
on the singular values of certain matrices. For example, if E = [−b, −a] and F = [a, b] with
0 < a < b < ∞ then we show that


∞
Y
(1 + ρ−8τ k )4
π2
−2k
Zk ([−b, −a], [a, b]) = 4ρ
,
ρ = exp
,
(2)
2µ(a/b)
(1 + ρ4k ρ−8τ k )4
τ =1

√
where µ(λ) = π2 K( 1 − λ2 )/K(λ) is the Grötzsch ring function, and K is the complete elliptic
integral of the first kind [5, (19.2.8)]
Z 1
1
p
K(λ) =
dt,
0 ≤ λ ≤ 1.
2
(1 − t )(1 − λ2 t2 )
0
†

The statement of this inequality was presented by the first author at the Cortona meeting on Structured Numerical
Linear Algebra in 2008 [2] as well as several other locations. Similar statements based on the presentation have
appeared in [6, Theorem 2.1.1] and [7, Theorem 4].
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Matrix class
Pick

Notation
Pn

Cauchy

Cm,n

Löwner

Ln

Krylov, Herm. arg.

Km,n

Real Vandermonde

Vm,n

Pos. semidef. Hankel

Hn

Upper bound on rank (X)
2dlog(4b/a) log(4/)/π 2 e
dlog(16γ) log(4/)/π 2 e

2dlog(16γ) log(4/)/π 2 e

2d4 log(8bn/2c/π) log(4/)/π 2 e + 2

2d4 log(8bn/2c/π) log(4/)/π 2 e + 2

2d2 log(8bn/2c/π) log(16/)/π 2 e + 2

Table 1: Summary of the upper bounds proved on the -rank of matrices with displacement structure.
For the bounds above to be valid for Cm,n and Ln mild “separation conditions" must hold. The
parameter γ is the absolute value of the cross-ratio of a, b, c, and d. The first three rows show an rank of at most O(log γ log(1/)) and the last three rows show an -rank of at most O(log n log(1/)).
The infinite product formula in (2) allows us to derive an asymptotically tight upper bound on
Zk ([−b, −a], [a, b]) and in turn provide upper bounds on the singular values of Pick matrices and
Cauchy and Löwner matrices with mild “separation conditions".
For Vandermonde and positive definite Hankel matrices, we do not know explicit formulas for the
associated Zolotarev numbers. However, by carefully constructing rational functions we are able to
adequately provide a reasonably tight upper bound. We show that an n × n positive definite real
Hankel matrix, Hn , has singular values that satisfy the bound:


σj+2k (Hn ) ≤ 16 exp

π2
4 log(8bn/2c/π)

−2k+2

σj (Hn ),

1 ≤ j + 2k ≤ n.

That is, all positive definite Hankel matrices have singular values that decay geometrically to zero.
The Hilbert matrix is one of the most well-known examples of a positive definite Hankel matrix
with rapidly decaying singular values.
When employing low rank techniques in practice, we are most interested in the -rank of matrices.
For a working tolerance of 0 <  < 1, we say that the -rank of a matrix X is k if k is the smallest
integer such that σk+1 (X) ≤ kXk2 . That is,
rank (X) = min {k : σk+1 (X) ≤ kXk2 } .
k≥0

The Eckart–Young Theorem [8, Theorem 2.4.8] allows us to conclude that X can be approximated,
up to a precision of kXk2 , by a rank k = rank (X) matrix. An immediate consequence of explicit
bounds on the singular values of certain matrices is a bound on the -rank. Table 1 summarizes our
main upper bounds on the -rank of certain matrices with displacement structure.
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Block Operators and Spectral Discretizations
Lloyd N. Trefethen, Jared L. Aurentz
Abstract
A standard tool of computational science is block matrices. The idea begins with block 2 × 2 and
block diagonal systems and moves on to saddle-point systems, bordered systems, and more intricate
structures of many kinds. These formulations have been important for decades and are growing
more so as technologies advance that blend discretization of differential and integral operators with
techniques of optimization and control. Block matrices have proved useful in part because they
leverage our powerful built-in visual abilities. For examples of this powerful and compelling way of
thinking, see [2, 10, 17].
Traditionally, block structures are most often exploited after matrices have been obtained by discretization of differential or integral operators. In this talk we will show how they can provide
a powerful framework before discretization, too, in the setting of the operators themselves, both
linear and nonlinear. Applied at this stage in formulating a problem, block structures can help
guide linearization and discretization. Under the leadership of Toby Driscoll, Nick Hale, and Ásgeir
Birkisson, this point of view has been exploited since 2010 by Chebfun, which solves ODEs and
integral equations by using the discretizations discussed here embedded in a system for adaptive
determination of grid parameters [3, 8, 9, 11]. Ideas related to block operators have also been used
in ApproxFun [13] and by other authors too, including Tretter [16], and we would certainly not
claim that the Chebfun team is the only group to have made use of block structures at the operator
level. Indeed, an example appears in a paper by Born, Heisenberg, and Jordan from the legendary
quantum mechanical year 1926 [4].
We wish to propose that explicit consideration of block operators and associated diagrams should
be a central tool in scientific computing, a tool to be employed systematically in specifying discretizations, at least for 1D problems.
The starting point is a trio of familiar discrete-continuous analogues:
column vector
row vector
matrix

↔
↔
↔

function
functional
operator

One naturally thinks of linear functionals and operators, but these structures work for the investigation of nonlinear functionals and operators too. A key aspect of our formulation, following Driscoll
and Hale [8], is that operators are represented by blocks that are in general not square but rectangular. Although block structures can be applied more generally, these ideas have been developed
in the context of a particular highly effective method of discretization of integral and differential
operators with smooth (or piecewise smooth) coefficients and solutions: Chebyshev spectral collocation. In this context, block operator diagrams carry immediate implications as to the appropriate
dimensions of matrix blocks constructed by discretization.
The notion of the rectangular shape of a block can be made precise via the theory of Fredholm
operators [12, 14, 18]. For example, suppose we have the problem
0.2u00 (x) + u0 (x) + u(x) = f (x),
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u(−1) = α,

u0 (1) = β,

(1)

The linear operator L of this equation can be regarded as a closed operator in the Banach space
X = C([−1, 1]) of continuous functions in the maximum norm. The domain of L, D(L), is the
subset of X consisting of twice continuously differentiable functions on [−1, 1], and the range, R(L),
is all of X. √
The nullspace is the kernel of L in D(L), namely the span of the functions ea± x with
a± = (−5 ± 5)/2, and the nullity of L, nul(L), defined as the dimension of this nullspace, is equal
to 2. The deficiency of L, def(L), is the codimension of the range R(L) in X, which in this case is
0 since L(D(L)) = X. The index of L is the difference
ind(L) = nul(L) − def(L),

(2)

assuming at least one of these quantities is finite. (In general a linear operator L is a Fredholm
operator if R(L) is closed and both nul(L) and def(L) are finite.) Thus for (1) we have ind(L) =
2 − 0 = 2, giving a mathematically precise measure of the degree of rectangularity of the block
depicting L. When discretized, L will be approximated by matrices of dimension n × (n + 2) for
n ≥ 1.
The notion of the index as defining the degree of rectangularity of a block operator works for
nonlinear problems too. For a nonlinear operator N : u 7→ N (u), a basic tool of analysis and of
algorithms is the Frećhet derivative N 0 = ∂N/∂u. If N is continuously Fréchet-differentiable as a
function of u and ind(N 0 (u)) is independent of u, then this number is called the index of N [18,
Sec. 8.4]. This condition of constancy of ind(N 0 (u)) holds for many nonlinear differential operators
that arise in practice, where the leading order term is linear with nonvanishing coefficient.
After presenting the general framework, the talk will proceed through a sequence of examples,
with variations introduced successively along the way including variable coefficients, eigenvalues,
integral constraints, unknown parameters, periodic domains, and nonlinearity. Our convention is
to represent a nonlinear object by a shaded block and a linear object by an unshaded one. This
echoes the notion that a nonlinear object is a “black box” mapping inputs to outputs in an arbitrary
manner. When a nonlinear problem is solved by iteration of linear problems, the linearizations
involve unshading the shaded boxes.
Although this talk is aimed at researchers, the ideas have potential use in the classroom too. The
speaker’s little book Spectral Methods in MATLAB from 2000 has attracted a wide following [15].
However, the rectangular discretizations that follow from the block operators point of view are
conceptually richer, mathematically better founded, and computationally more flexible than the
square matrix methods in that book and in much of the literature of spectral collocation methods.
If he were teaching this material today, after warming the students up perhaps with a few chapters
of the blue book, he would turn the methods described in this talk.
This work will appear in [1].
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Perturbation Bounds for the Quadratic Eigenvalue Problem
Ninoslav Truhar, Zoran Tomljanović
Abstract
We consider a quadratic eigenvalue problem (QEP):
(λ2 M + λD + K)x = 0 ,

(1)

where matrices M and K are Hermitian semidefinite and at least one of them is positive definite.
The most widely used approach for solving the polynomial (which includes QEP) eigenvalue problem
is to linearize in order to produce a larger order pencil, whose eigensystem is then found by any
method for generalized eigenproblems. This approach has been used, for example, in [1, 2].
To avoid linearization (or simultaneous diagonalization of M and K, which is sometimes the preprocessing step, as in [3]), we propose three different types of bounds. The first type belongs to
so-called residual type, the second to the aposteriori bounds, while the third is a simple first order
approximation of functions of several variables.
Thus, let X = [x1 , . . . , xn ] be a nonsingular matrix which contains n linearly independent right
eigenvectors, and similarly, let Y = [y1 , . . . , yn ] be a nonsingular matrix which contains n linearly
independent left eigenvectors of QEP (1).
The corresponding pertubed QEP (1) is given by:
e2 (M + δM ) + λ(D
e + δD) + K + δK)e
(λ
x = 0,

(2)

ei , x
where (λ
ei ) is a perturbed eigenpair of (2).

The first bound is a residual type of bound for individual eigenvectors xi and x
ej , i 6= j and it is of
the following form
ej ),
|yi∗ T x
ej | ≤ f (yi∗ δM x̃j , yi∗ δC x̃j , yi∗ δK x̃j , λi , λ
where yi is the i-th left eigenvector and

Ti,j =

Dij
,
λi + λj

and f is an appropriate rational function.
The second bound is an upper bound for the measure of the difference between the left and right
subspaces spanned by X1 and Y2 , where X = [X1 , X2 ] and Y = [Y1 , Y2 ] are divided correspondingly.
We present a bound between the corresponding left and right eigenvectors in M scalar product. For
that purpose, we will bound the following Frobenius norm:
e1 − Y ∗ M X1 ||2 =
||Y2∗ M X
2
F

where


e1
Y2∗ M X



ij

X 
i,j

− (Y2∗ M X1 )ij ≤



e1
Y2∗ M X

e1
Y2∗ DX



ej
λi + λ



ij

ij

−

− (Y2∗ M X1 )ij

(Y2∗ DX1 )ij
λi + λj

2

,

+

ej ).
g(Y2∗ δM X̃1 , Y2∗ δDX̃1 , Y2∗ δK X̃1 , λi , λ
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(3)

The function g in the above bound is also a rational function.
Bound (3) makes sense only if one can efficiently bound


e1
Y2∗ DX
(Y2∗ DX1 )ij
ij
−
.
ej
λi + λj
λi + λ

This can not be obtained in general, but we will illustrate that this could be done efficiently for
some specific problems, for example, if the kernel of D is orthogonal to the subspace spanned with
columns of Y2 . We will compare this bound with corresponding bounds from [2] (which are derived
particularly for a hyperbolic case) and [1].
As the third type of bound, we will present the upper bound for the first order approximation,
based on Taylor’s theorem, for the eigenvalues and the corresponding left and right eigenvectors of
the following QEP
(λ(v)2 M (v) + λ(v)D(v) + K(v))x(v) = 0 ,

(4)

where all three matrices M, D and K depend on v = [v1 , . . . , vs ] ∈ Rs .

Although for the damping optimization one can assume that M and K are constant matrices, for
the sake of completeness, we present the expressions in the most general way.
As presented in [4], the derivatives of eigenvalues and eigenvectors with respect to vi can be calculated, more or less efficiently, depending on the multiplicity of eigenvalues. Using these results,
we will estimate the quality of the approximation for the eigenvalues and eigenvectors based on the
algorithm from [3]. This can be further applied to [5] for the damping optimization based on the
spectral radius optimization.
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A Nonlinear Krylov-type Method for Mixed Subordinate Matrix Norms
Francesco Tudisco, Antoine Gautier, Matthias Hein
Abstract
Consider the problem of computing the matrix operator β → α norm, defined by
kAkβ→α = max
x6=0

kAxkα
kxkβ

being k · kα and k · kβ any two vector norms. This problem is a natural generalization of the problem
of computing the largest singular value of A, retrieved when both the vector norms are Euclidean.
We shall therefore refer to that special case as the linear case.
The computation of kAkβ→α has several applications and arises in contexts such as approximation
theory, estimation of the condition number and the relative residual, eigenvalue problems for tensors
and graph clustering. The latter application is part of the novel contribution of this work and will
be briefly discussed below. Closed form solutions are known for some matrix β → α norms, as for
instance when k·kα = k·kβ and they coincide with either the `1 , the `2 , or the `∞ norm. It is known,
however, that the computation of kAkβ→α is generally NP-hard. The state-of-the-art method for
its estimations is a nonlinear power method, essentially introduced by Boyd in [2] and then further
investigated and extended for instance in [1, 5, 8]. In this work we propose a new method that uses
a nested optimization strategy to compute a Krylov-type approximation of kAkβ→α , well-suited for
large matrices.
In the following we use standard component-wise notations, so for instance x ≥ 0 denotes a vector
with nonnegative entries, and |x| denotes the vector with entries (|x|)i = |xi |.

The algorithm
Consider the nonnegative function fA (x) = kAxkα /kxkβ . In what follows we assume that the norms
defining fA are both Gâteaux differentiable and introduce our algorithm in that case. For the sake
of brevity, the case of non-differentiable norms is not considered in this abstract. Given the vector
norm kxkα , let Jα be its Gâteaux derivative ∂kxkα = Jα (x).

Let k·kβ 0 be the dual norm of k·kβ . Consider the nonlinear operator Sβ→α (A)(x) = Jβ 0 (A∗ Jα (Ax)).
The norm kAkβ→α is the global maximum of fA , and any critical point of fA is a scalar multiple
of Sβ→α (A). Note that in the linear case, the norm kAk2→2 coincides with the square root of the
largest eigenvalue of A∗ A. Moreover, for the `2 norm, the operator J2 is just the identity map on
the unit sphere J2 (x) = x/kxk2 , thus applying S2→2 (A) coincides with one step of the standard
power method for the leading eigenvalue of A∗ A. Boyd’s Nonlinear Power Method (NPM) essentially applies Sβ→α (A) repeatedly and aims at approximating kAkβ→α by evaluating fA on the
current iteration xk+1 = Sβ→α (A)(xk ). This method is the state-of-the-art technique for approximating kAkβ→α . On top of being relatively simple to be implemented, the NPM can count on a
very fundamental convergence result [2, 8]: Let xk and λk = fA (xk ) be the sequences defined by
NPM. Then λk is an increasing sequence converging to a critical value λ of fA and any convergent
subsequence of xk converges to a critical point of fA corresponding to the critical value λ. Moreover,
for `p norms, a global convergence property holds: Let fA (x) = kAxkp /kxkq and assume that A is
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entry-wise nonnegative with AT A irreducible. If 1 ≤ p ≤ q, then for any x0 > 0 the sequence xk
converges to x+ > 0 such that fA (x+ ) = kAkq→p .
We propose the following new method - called Nested Nonlinear Power Method (NNPM) - which
aims at accelerating the NPM. The idea is to introduce a kind of Krylov-subspace optimization
step, where at each step k + 1 we look for the maximum of fA over the vector space spanned by the
previous k approximations.
x
0 = x0 /kx0 kβ , V0 = [x0 ], for k = 0, 1, 2, 3, . . .

1 . yk+1 = Sβ→α (A)(xk ), λk+1 = fA (yk+1 )



2 . V
k+1 = orth(Vk , yk+1 )

3 . zk+1 = arg maxz fA (Vk+1 z), xk+1 = Vk+1 zk+1



4 . If A is entry-wise nonnegative, then set x
k+1 = |xk+1 |

(M1)

However, unlike the linear case, the function fA is typically not convex and the exact computation
of the global maximum of step 3 is out of reach in the general case. Nevertheless, observe that, for
z̃ = Vk+1 z, we have
fA (Vk+1 z) =

kAVk+1 zkα
=
kVk+1 zkβ



kAVk+1 zkα
kzk2

(2→α)



∗ z̃k
kVk+1
2
kz̃kβ



(2→α)

(β→2)

= fAVk+1 (z) fV ∗

k+1

(z̃) .

(β→2)

Note that optimizing individually fAVk+1 and fV ∗
can be done by applying an inner NPM. Thus
k+1
we propose the following modified alternate NPM to address the inner optimization problem
z0 = (0, · · · , 0, 1), µ0 = fA (Vk+1 z0 ), σ > 0, for t = 0, 1, 2, 3, . . .
1 . yt+1 = S2→α (AVk+1 )(Vk+1 zt )



2 . x
∗
t+1 = Sβ→2 (Vk+1 )(Vk+1 yt+1 )

3 . x̃t+1 = yt+1 + σ (µt zt − xt+1 )



4 . z
t+1 = arg max{fA (Vk+1 xt+1 ), fA (Vk+1 x̃t+1 )} and µt+1 = fA (Vk+1 zt+1 )
(2→α)

(M2)

(β→2)

Steps 1 and 2 are essentially NPM iterations for fAVk+1 and fV ∗ , whereas the modification
k+1
introduced in step 3 is required to ensure that the sequence µt is monotonic increasing, that is each
iteration of (M2) guarantees ascent in the original function fA (Vk+1 z). As shown in Corollary 2
below, we are free to select the positive parameter σ within a range (0, σ0 ). In this talk we shall
present and discuss various strategies and examples for the choice of σ and the computation of σ0 .
It is important to note that the inner method in (M2) involves rectangular matrices of size n × d,
being d ≤ k + 1. Thus, for small values of k, the nested method is very cheap. Furthermore, we
stress that the computation of the matrices Vk and AVk can be done iteratively. In fact, a standard
modified Gram-Schmidt technique can be used to compute Vk+1 by appending a new column to Vk ,
thus allowing to compute AVk+1 from AVk with a single matrix vector multiplication.
In this talk we will show various numerical experiments made on random matrices and matrices
borrowed from some real-world data of different sizes (ranging from 103 to 106 ). Our experiments
are made for kAkp→p for different values of p, and show that very small values of k (between 10 and
50 outer iterations and an average of 10 inner iterations) are typically enough for NNPM to reach
several digits of precision, even though the NPM can be very slow (between 300 and 800 iterations).
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Perron-Frobenius theorem and convergence of the method
A norm k · k on Cn is absolute if k |x| k = kxk for any x ∈ Cn , and strongly monotonic if x ≤ y
and x 6= y imply kxk < kyk. We show that the convergence properties of the NPM are inherited
by our new method, for any pair of Gâteaux differentiable, absolute and strongly monotonic norms.
The proof for the global convergence for nonnegative matrices in the original NPM requires the
fundamental condition 1 ≤ p ≤ q on the `p norms involved. The main technical difficulty of our
analysis lies in the generalization of such condition. Indeed, identifying the constant p in the more
general setting of arbitrary norms k·kα and k·kβ is not straightforward. This issue can be addressed
by looking at the best Lipschitz constant of the Gâteaux derivative of the norms, with respect to
the so-called Funk hemi-metric [6, 4]. For x, y > 0 define

xi 
RFunk(x, y) = ln max
.
i=1,...,n yi

The Funk constant of a function F : Rn → Rn which preserves the positive cone, is defined by

p(F ) = inf C > 0 RFunk(F (x), F (y)) ≤ C RFunk(x, y) ∀x, y > 0 .

By noting that for `p norms p(Jp ) = p − 1, one realizes that the condition 1 ≤ p ≤ q is equivalent
to p(Jp )p(Jq0 ) ≤ 1, where q 0 is such that 1/q + 1/q 0 = 1. The following theorem and the subsequent
corollary provide a Perron-Frobenius type result for the nonlinear function fA and fully describe
the convergence of the new NNPM technique, generalizing the results of Boyd for the NPM.
Theorem 1 Let A ∈ Rm×n be entry-wise nonnegative and suppose that AT A is irreducible. Let
k · kα and k · kβ 0 be Gâteaux differentiable, absolute, strongly monotonic norms on Cm and Cn
respectively. If γ 2 = p(Jα )p(Jβ 0 ) ≤ 1, then, for every x+ ≥ 0 such that Sβ→α (A)(x+ ) = x+ , we
have fA (x+ ) = kAkβ→α . Moreover, the following Collatz–Wielandt characterization holds
 (Ax)
 (AT y)
γ
j
i
min max
= fA (x+ )(γ+1) .
x,y>0 i=1,...,m kxkβ 0 Jα (y)i
kykα Jβ 0 (x)j
j=1,...,n

Corollary 2 There exists σ0 > 0 such that, for any σ ∈ (0, σ0 ), the sequence µt defined in (M2) is
monotonically increasing. Moreover, if xk and λk are the sequences defined by (M1), then
1. λk ≤ λk+1 for k = 0, 1, 2, . . . and λk converges to a critical value λ of fA .
2. There exists a convergent subsequence of xk .
3. Every convergent subsequence of xk converges to a critical point of fA associated to λ.
Moreover, if A is entry-wise nonnegative, AT A is irreducible and p(Jα )p(Jβ 0 ) ≤ 1, then

4. For any positive starting point x0 > 0, the sequence xk converges to a positive vector x+ such
that fA (x+ ) = kAkβ→α .

An application to graph clustering
Consider a simple, connected and undirected graph G = (V, E), with V = {1, . . . , n} and weighted
adjacency matrix W ∈ Rn×n . In the graph-balanced clustering literature a typical criterion to
partition G is to minimize the normalized cut function, defined, for a subset of vertices S ⊆ V , by
1 X
cut(S, S)
,
cut(S, S) =
wij ,
ν(S) = |S| |V \S|/n .
φ(S) =
ν(S)
2
i∈S,j6∈S
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Towards Data-Sparse Incomplete Factorizations
Miroslav Tůma
Abstract
Iterative methods are widely used for the solution of large sparse linear systems of equations
Ax = b.

(1)

Here, we assume, for simplicity, that A is symmetric and positive definite, but the proposed strategy can be generalized to more general systems in a straightforward way. In order to increase
robustness and speed of the iterative solvers, the systems generally need to be transformed. Such
transformations are often called preconditioning. For a given A, an important class of preconditioners is represented by the incomplete Cholesky factorization (IC) having the form A ≈ L̄L̄T , and
obtained by factorizing A only approximately.
There are various algorithms to compute the incomplete Cholesky factorization that differ by the way
to approximate the complete factorization A = LLT of direct methods. Some early influential ideas
to introduce incompleteness into the Cholesky factorization include prescribing sparsity pattern
of the factorization L̄, dropping entries with small magnitudes, prescribing amount of available
memory, satisfying auxiliary identities, bounding condition number of the preconditioned system,
or relying on favorable properties of special matrices to name just a few. The new ideas led to efficient
algorithms that exploit standard sparse models based on the structure of nonzeros in transformed
A and in the intermediate data structures.
Recent progress in computational linear algebra as well as in scientific computing in general have
come with another way to exploit the “uneven distribution of information” in matrices and have
introduced the concept of data sparsity. This new concept significantly differs from the traditional
treatment of sparsity based on the structure of nonzeros. The data sparsity principle in scientific
computing is based on exploiting low-rank structures that exist in a wide spectrum of models from
matrices to more complex applications, and approximating them efficiently with respect to space
and/or time.
Considering this line of development, its start can be traced to the seminal FMM paper [4] but many
subsequent and relevant contributions have been introduced since then. Let us just mention the
concept of H matrices as data-sparse representations of a certain class of dense matrices introduced
by Hackbusch [5], H2 matrices with additional hierarchy of nested bases, hierarchically off-diagonal
low-rank (HODLR) matrices including the hierarchical semi-separable (HSS) matrices that use
nested bases. A lot of important work on fast dense solvers has been extended by the use of lowrank decompositions for representation and solving sparse systems introducing also other formats as
the hierarchical block-separable format (HBS) and the BLR format based on a non-hierarchical block
structure. In case of complete decompositions of direct methods, natural target of approximations
are dense and possibly large frontal matrices within the multifrontal method, but there is a starting
interest in preconditioning iterative methods as well [1].
Our proposal here is dual to the efficient data-sparse processing mentioned above for solving both
dense and sparse systems where the favorable structure in matrix-based approaches is often obtained
by matrix reorderings. We propose to exploit specific data-sparse techniques for compressing information in standard incomplete Cholesky factors applicable to general unstructured systems without
a need to reorder the system. In order to be able to do this, we have to discuss and extend some
347

parts of standard graph theory of sparse complete factorizations (direct methods) to their incomplete
counterparts.
Consider the column-based algorithm for the incomplete Cholesky factorization. It computes in its
major step a column of L̄ by updates from previous columns. From the graph-theoretical point of
view, the crucial role in this algorithm is played by approximate row and column structures of L̄.
In some cases, as in simple incomplete factorization IC(0), these structures are obtained directly
from A. In some other cases they can be obtained by a sophisticated search in the graph of A.
Getting them in general and possibly value-based incomplete factorizations is a more subtle point.
A straightforward and standard efficient method to get the row structures of L̄ is based on searching
in the active part of the incomplete Cholesky factor L̄, that is, searching in the part of L̄ involved in
the updates of subsequent columns. There is a long history of this approach starting with the Yale
sparse matrix package for complete factorizations, [3], via the subroutine GSFCT of the package
SPARSPAK and leading, for example, to the implementations of Jones and Plassman [6, 7], Lin and
Moré [8] and generalizations by Li and Saad, or Greif, He and Liu. But, considering the data-sparse
representation for the columns, the explicit search in the active part to get the row structures is
generally not possible since L̄ or its parts may be compressed and stored implicitly. Fortunately,
there is a way to overcome this problem and this is what we propose.
A way to avoid the problem with the explicit sparse gather is to compute the approximate row
structures by searching the sparse principal leading submatrices of L̄ only. This can be done under
a mild condition on explicitness of the representation of L̄. Namely, assuming that only those parts
of the final incomplete factor L̄ not involved in any further column updates are available explicitly.
Another way is to employ the concept of matrix skeleton [9] that may provide approximate row
structures as well. Computation of the approximate row structures via a graph search in a specific
incomplete factorization has been recently proposed in [10], where the main motivation has been
very similar to the data-sparse motivation that we have here – avoiding expensive searches in the
implicitly stored data structures. A nice example to get the row structures in the context of complete
factorizations is the concise sparse row Cholesky factorization proposed by Davis [2] where the rows
are evaluated using the elimination tree of A and its row subtrees. In the incomplete factorizations
this elimination tree structure may not need to be relevant. But the approximate row structures
can be still efficiently and cheaply obtained if we construct the elimination tree of L̄ + L̄T on the
fly and use, in addition, the above mentioned search.
Efficiency of the low-rank representation in solvers strongly depends in many cases on matrix reorderings as mentioned above. One should assume that if the strongly fill-in minimizing reorderings
of direct methods or graph partitioning based nested dissection reorderings are used, the graphtheoretical concepts of the complete factorization could be employed for incomplete factorizations
as well. But, this conclusion may not be always true since the graph structures from direct methods
may lead to a strong overestimation of the actually stored factor L̄. Moreover, reorderings can
have additional adverse effects. If an incomplete factorization is to be used as an efficient preconditioner, it is well-known that some reorderings may significantly delay convergence of the resulting
preconditioned iterative method.
Once the approximate row structures are evaluated, corresponding approximate column structures
can be derived from appropriate merges of possibly implicitly stored columns. Using the graph
theoretic approach that avoids the search in the active parts, the door to compressed and partially
implicitly stored incomplete Cholesky factor L̄ is open.
Let us mention the data-sparse approximations compatible with our approach. In case of pointwise
incomplete factorization that we discuss here, simple Haar wavelets can be used. To motivate such
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compression let us consider a trivial (and nonrealistic) case. Assume to have a matrix A with
a symmetric arrow structure having nonzeros only in its first row, column and on the diagonal.
Furthermore, assume that there are a few entries with large magnitudes in the first column and
the rest of them has the same value δ of a relatively small magnitude. The standard approach,
not only in direct methods, is to reorder this matrix to move this row/column at the end to avoid
fill-in and this is typically the best solution. Here, we can expect to get cheaply still a sparse
incomplete Cholesky factor if we do not permute and proceed as follows: First, the graph search
determines the approximate row and column structures of L̄. Second, we just store the value δ and
the effect of these entries with value δ can be easily embedded into the column updates. Using just
the value (or average) δ is a trivial case of the wavelet compression of the entries. An interesting
interpretation of what we have achieved in this way is that we use additional intermediate memory
for the construction. But, the factor with the implicitly stored compressed information can be used
not only for the preconditioner construction but for the preconditioning of an iterative method as
well, using the same implicitly stored data.
The pointwise case of the data-sparse incomplete Cholesky factorization that we have discussed up
to now is in some sense the most difficult case. A natural extension to block incomplete Cholesky
factorization enables to compress the blocks approximately by truncated block factorizations while
the graph-based procedures may be even more efficient being based on the quotient graphs.
The ideas described above represent the work in progress [11].
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A Newton–Carleman Linearization for Eigenvector Nonlinearities
Roel Van Beeumen, Karl Meerbergen, Wim Michiels
Abstract
We propose a new linearization-based technique for solving eigenvector nonlinearities
A(x)x = λx,
where λ ∈ C is called an eigenvalue, x ∈ Cn \ {0} the corresponding eigenvector, and the matrix A : Cn → Cn×n depends on the eigenvector x. This important class of eigenvalue problems
arises in density functional theory and Hartree-Fock based electronic structure analysis of molecules
and solids. Furthermore, eigenvector nonlinearities also arise in machine learning as variations on
principle component analysis and in robust control.
Linearization, i.e., the reformulation as a linear eigenvalue problem of larger dimension with the same
eigenvalues, has been proven to be a powerful tool for solving polynomial eigenvalue problems [1].
The same technique can also be applied to eigenvalue problems with nonlinearity in the eigenvalue,
so called nonlinear eigenvalue problems. In this case the nonlinear matrix-valued function is firstly
approximated by an interpolating matrix polynomial before mapping to a linearization [6]. The
advantage of linearization is that the nonlinear problem can be analysed as a linear problem, which
eigenstructure is well understood and for which reliable solution tools exist. A direct reformulation
of eigenvector nonlinearities as a larger linear eigenvalue problem with the same eigenvalues is
unfortunately not possible. However, we show that by using multivariate polynomial approximations
of f (x) := A(x)x a Carleman-like linearization process [3, 4] is possible.
Let the multivariate Newton polynomial which interpolates f (x) in the points σ1 , . . . , σd ∈ Cn be
defined as follows
d
X
p(x) := f (σ1 ) +
Di n1,j (x),
i=1

where the multivariate Newton basis functions are given by
ni,j (x) := (x − σi ) ⊗ (x − σi+1 ) ⊗ · · · ⊗ (x − σj ),
i

1 ≤ i ≤ j,

and the divided difference matrices Di ∈ Cn×n for i = 1, . . . , d. In case i = j, we will use the
concise notation ni (x) := ni,i (x). An important property of interpolation in Newton basis is that
the addition of new interpolation points leaves both the basis functions and the divided differences
unchanged. Consequently, it also leads to dynamically growing linearizations [7]. We propose a
Newton–Carleman linearization for eigenvector nonlinearities of the following form
Ax = λBx,
where A, B ∈ CN ×N , and




n1 (x)
n1,2 (x)


x :=  .  ∈ CN ,
 .. 
n1,d (x)
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with N = n + n2 + · · · + nd for d ≥ 1. With a suitable choice of the interpolation points σi the
eigenpairs of L(λ) := A−λB are good approximations to the ones of the original eigenvalue problem
with eigenvector nonlinearities.
We consider and compare different ways of selecting the interpolation points σi . A first strategy is
using multivariate Leja points [2] or Leja sparse grids [5] leading to a fast and uniform convergence
of the approximation on the whole target set. A second strategy consists of embedding the choice
of the interpolation points into an iteration process whereby the current interpolation points are
chosen as the eigenpair approximations from the previous iteration.
Remark that the dimension of the linearization grows exponentially with the degree d of the Newton approximation. Therefore, we maximally exploit the Kronecker structure of the linearization
matrices A and B by using tensor techniques to overcome the curse of dimensionality. We also illustrate the methods with numerical examples and give a number of scenarios where this linearization
technique performs very well.
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Subspace Methods for Computing the Crawford Number
and the Real Pseudospectral Abscissa
Daniel Kressner, Ding Lu, and Bart Vandereycken
Abstract
Certain eigenvalue or singular value optimization algorithms require repeatedly calculating the spectrum of a smoothly varying matrix. Two examples are the computation of the Crawford number
and the real pseudospectral abscissa. In this talk, I will show how the computed eigenvectors and
singular vectors can be used to construct subspace methods that approximate the original problems
increasingly well. For the Crawford number, our convergence analysis seems very tight in numerical verification, whereas for the real pseudospectral abscissa we show a more general superlinear
convergence.
Crawford number. The numerical range of a matrix A ∈ Cn×n is defined as
F(A) = { v ∗ Av : v ∈ Cn and kvk2 = 1 }.
As in [3, 4, 9], we are interested in computing the Crawford number
C(A) = min{ |z| : z ∈ F(A) }.
Denote by ϕ(θ) = λmin (H(θ)) the smallest eigenvalue of the complex Hermitian matrix
H(θ) =

A∗ + A
A∗ − A
cos(θ) +
 sin(θ),
2
2

then it is well known (see, e.g., [3, 4]) that C(A) = max{maxθ∈R ϕ(θ), 0}.

We have thus far reduced the problem of computing C(A) to a scalar eigenvalue optimization
problem where the objective function ϕ(θ) is obviously 2π periodic. In addition, we can show that
the strictly positive part of ϕ(θ) is also strongly concave modulo 2π. Such a property guarantees
that simple bisection delivers the global optimizer.
Even though there exist faster algorithms than bisection to compute C(A) (see, e.g, [4, 8, 9]), they
typically still require computing the eigenvalues of possibly large matrices, like H(θ). We therefore
apply subspace acceleration.
Given an orthonormal matrix V ∈ Cn×k with k ≤ n, we define the reduced Crawford number,
C(V ∗ AV ) = max ϕ(θ; V ),

ϕ(θ; V ) = λmin (V ∗ H(θ)V ).

θ∈(0,2π]

The reduced function has several useful properties:
Lemma 2 Let U and V be orthonormal bases of the subspaces U ⊂ V of Cn . We have
(a) Monotonicity: ϕ(θ; U ) ≥ ϕ(θ; V ) ≥ ϕ(θ).
(b) Strong concavity: If C(A) > 0, then ϕ(θ; V ) has a unique maximizer modulo 2π.
(c) Interpolation: Let v(θ) ∈ V be an eigenvector belonging to λmin (H(θ)). Then, ϕ(θ; V ) = ϕ(θ).
Moreover, if λmin (H(θ)) is simple, the derivatives satisfy ϕ0 (θ; V ) = ϕ0 (θ).
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The reduced objective function ϕ(θ; V ) provides an upper bound to ϕ(θ) that monotonically converges as we increase the dimension of V. To find the maximum of ϕ(θ), we will therefore approximate ϕ(θ) using the maximizer of ϕ(θ; Vk ) for successively larger subspaces V0 ⊂ V1 ⊂ · · · . To
enlarge the subspace, we choose a greedy strategy that is motivated from the interpolation property
in Lemma 2(2):
(1) Compute reduced Crawford number: θk+1 = arg max λmin (Vk∗ AVk )
(0,2π]

(2) Compute the eigenvector vk+1 of H(θk+1 ) belonging to a smallest eigenvalue
(3) Update the subspace: Vk+1 = orth([Vk , vk+1 ])
Such greedy strategies have been used in similar contexts before. In particular, it is formally the same
as [7, Alg. 1]. However, whereas [7] analyzes general subspace methods for multivariate Hermitian
eigenvalue optimization problems, our convergence analysis is tighter due to the restriction to the
Crawford number:
Theorem 1 Assume the maximum C(A) = ϕ(θ∗ ) > 0 is a simple eigenvalue. Then√the sequence
θ0 , θ1 , . . . produced above converges locally monotonic with R-order of convergence 1 + 2 ≈ 2.4142.
√
In many numerical experiments, we could confirm 1 + 2 as the order of convergence when performing the iterations with 200 significant decimal digits.
The simplicity assumption in Thm. 1 is standard. Moreover, from numerical experimentation it
seems also necessary. For example, the order is reduced to approximately 2.0 for certain tridiagonal
matrices with ϕ(θ∗ ) an eigenvalue of multiplicity 2, 3, . . . , 7. This shows that even in case of multiple
eigenvalues, subspace acceleration is effective and leads to superlinear convergence. To analyze it
rigorously remains however open.
Real pseudospectra abscissa The real ε-pseudospectrum of a matrix A ∈ Rn×n is defined as
n×n
ΛR
, kEk ≤ ε},
ε (A) = {λ ∈ C : λ ∈ Λ(A + E) with E ∈ R

(1)

where Λ(A) denotes the eigenvalues of a matrix A and k · k is the spectral norm. Thanks to [1], the
set (1) can be written as
ΛR
(2)
ε (A) = {α + β ∈ C : µ(α, β) ≤ ε} ,
with the µ-function,
µ(α, β) = sup σ−2
γ∈(0,1]



A − αI −βγI
βγ −1 I A − αI



(3)

Here, σ−2 (·) denotes the second smallest singular value of the corresponding matrix.
We are interested in computing the real ε-pseudospectral abscissa,
αεR (A) = max{Re(λ) : λ ∈ ΛR
ε (A)},
since it provides a robust indication of the stability of A under real perturbations. Exploiting (2)–
(3), we have again obtained an eigenvalue (here, singular value) optimization problem.
However, unlike the Crawford number, there seems to be no reliable and efficient method to compute
ΛR
ε (A), even for small matrices. In [6], we have therefore extended the criss-cross method from [2] for
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the complex pseudospectral abscissa† . Since this method still requires computing all the eigenvalues
of possibly large matrices, we accelerate it with suitably chosen subspaces.
Similar to the Crawford number, we define a reduced real pseudospectrum for an orthonormal matrix
V ∈ Rn×k as
ΛR
b(α, β ; V ) ≤ ε},
ε (AV, V ) = {α + β ∈ C : µ

where the reduced µ
b function satisfies

µ
b(α, β ; V ) = sup σ−2
γ∈(0,1]



AV − αV
βγ −1 V

−βγV
AV − αV



.

(4)

Under suitable technical assumptions on V (which are easy to satisfy), analogous properties as in
Lemma 2 hold. In particular, the reduced objective function is quasi concave and for subspaces
U ⊂ V we have monotonicity:
R
R
ΛR
ε (AU, U ) ⊂ Λε (AV, V ) ⊂ Λε (A).

Such properties allow again that a greedy strategy can be used to reliably compute αεR (A). This
time the algorithm is closely related to [5] although it needs to be applied to the more difficult
objective function (4). Under simplicity of the optimizing singular value, the subspace acceleration
is shown to be superlinearly convergent.

References
[1] B. Bernhardsson, A Rantzer, and L. Qiu. Real perturbation values and real quadratic forms in a complex
vector space. Lin. Alg. Appl., 270(1–3):131–154, 1998.
[2] J.V. Burke, A.S. Lewis, and M.L. Overton. Robust stability and a criss-cross algorithm for pseudospectra. IMA Journal of Numerical Analysis, 23(3):359–375, 2003.
[3] S. H. Cheng and N. J. Higham. The nearest definite pair for the Hermitian generalized eigenvalue
problem. Linear Algebra Appl., 302:63–76, 1999.
[4] N. J. Higham, F. Tisseur, and P. M. Van Dooren. Detecting a definite Hermitian pair and a hyperbolic
or elliptic quadratic eigenvalue problem, and associated nearness problems. Linear Algebra Appl.,
351:455–474, 2002.
[5] D. Kressner and B. Vandereycken. Subspace methods for computing the pseudospectral abscissa and
the stability radius. SIAM J. Matrix Anal. Appl., 35(1):292—313, 2014.
[6] D. Lu and B. Vandereycken. Criss-cross type algorithms for computing the real pseudospectral abscissa.
Tech. report (submitted to SIMAX), 2016.
[7] F. Kangal, K. Meerbergen, E. Mengi, and W. Michiels. A subspace method for large scale eigenvalue
optimization. arXiv preprint 1508.04214v2, 2016.
[8] E. Mengi and M. L.ËĲOverton. Algorithms for the computation of the pseudospectral radius and the
numerical radius of a matrix. IMA J. Numer. Anal., 25(4):648–669, 2005.
[9] F. Uhlig. On computing the generalized Crawford number of a matrix.
438(4):1923–1935, 2013.

Go back to Thursday’s schedule.
†

Go back to speaker index.

See the abstract of Ding Lu.

355

Linear Algebra Appl.,

Dual Minimal Bases of Polynomial Matrices and Applications
Fernando De Terán, Froilán Dopico, Steve Mackey, Paul Van Dooren
Abstract
In this talk we revisit the complete eigenstructure problem of polynomial matrices of degree d :
P (λ) = P0 + P1 λ + ... + Pd λd ,

Pi ∈ Cm×n

and the problem of finding equivalent characterizations of this eigenstructure via polynomial matrices of lower degree. It is well known that the Smith normal form of P (λ) plays a crucial role for
its zero structure but it is less well known how to describe the so-called left and right null space
structures of P (λ). This is normally done via the notion of minimal bases of rational vector spaces,
which were quite popular in the 1970’s in systems and control theory. If a minimal basis is n1 dimensional and is arranged as the rows of a n1 × n polynomial matrix Z1 (λ) then the so-called dual
space is n2 -dimensional and is spanned by the rows of a n2 × n polynomial matrix Z2 (λ) such that
Z1 (λ)Z2 (λ)T = 0 and whose rows form also a minimal basis, i.e. these two bases span each others
null space and their dimensions add up to the full dimension n1 + n2 = n. The matrices Z1 (λ)
and Z2 (λ) are called dual minimal bases and play a crucial role in the problems we address in this
talk, which is why we first look at their properties such as degree constraints and smoothness under
perturbations. In the second part of the talk we show the importance of these dual minimal bases in
three applications : the construction and perturbation theory of linearizations of a given polynomial
matrix P (λ), the construction of `-ifications of P (λ) and the inverse problem of polynomial matrices
with given eigenstructure.
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Riemannian Optimization and a Geometric Condition Number
for Tensor Rank Decompositions
Paul Breiding, Nick Vannieuwenhoven
Abstract
In recent years, tensors have found application in a growing number of applications. Just as the
matrix decomposition framework proved to be a vital stepping stone for transforming matrices into
the staple of scientific computing, tensor decompositions are now increasingly employed for revealing practical multi-linear structures underlying multidimensional data. Applications of these tensor
decompositions originated in psychometrics as a tool for exploratory multidimensional data analysis, but arguably the earliest signature application was devised by Appellof and Davidson [3] who
showed that fluorophores in a collection of diluted chemical mixtures can be identified naturally
from a specific tensor decomposition of the multidimensional data array that is sampled in fluorescence spectroscopy experiments. Since these early approaches, tensor decompositions have found
application in chemical sciences, signal processing, computer graphics, medical imaging, scientific
computing, and machine learning; see the review articles [16, 12, 2, 14].
Among the various tensor decompositions, there is the broad class of join decompositions: if Mi ⊂
Rn1 ×n2 ×···×nd is a smooth embedded submanifold of the space of n1 × n2 × · · · × nd tensors, then
we say that the elements of the join set
J = Join(M1 , . . . , Mr ) = {p1 + p2 + · · · + pr | pi ∈ Mi , i = 1, . . . , r} ⊂ Rn1 ×n2 ×···×nd
admit a join decomposition. Well-known examples include decompositions of square matrices into
its symmetric and skew symmetric parts, low-rank (nonnegative) matrix decompositions, the tensor
rank decomposition [13] (also known as the Candecomp/Parafac decomposition or CPD), (partially)
symmetric tensor rank decompositions [8] and block term decompositions [9]. The tensor rank
decomposition will be the focus of this presentation. It factorizes a tensor T ∈ Rn1 ×n2 ×···×nd as a
linear combination of rank-1 tensors:
T=

r
X
i=1

a1i ⊗ a2i ⊗ · · · ⊗ adi ,

(1)

where ⊗ is the tensor product, aki ∈ Rnk , and r is minimal among all such expressions. In the case
where d = 2 a tensor rank decomposition is simply a rank-r matrix decomposition.
Contrary to their matrix counterparts, join decompositions in tensor spaces Rn1 ×···×nd with d ≥ 3 are
often unique in the sense that P
p ∈ Join(M1 , . . . , Mr ) admits a unique set of summands {p1 , . . . , pr }
with pi ∈ Mi such that p = ri=1 pi . For instance, if we let M1 = · · · = Mr be the manifold of
rank-1 tensors, then it is well-known that the tensor rank decomposition of a rank-r tensor is not
unique for d = 2 (for any r ≥ 2) because
A=

r
X

ai bTi

T

= AB = (AX)(BX

i=1

−T T

T

) = CD =

r
X

ci dTi .

i=1

However, it is known in many cases that for d ≥ 3 the rank-1 tensors appearing in a decomposition
are uniquely determined [15, 6]. It is this property that Appellof and Davidson exploited in their
fluorescence spectroscopy application for uniquely identifying the chemical compounds. The case
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of symmetric rank decompositions is to our knowledge the only example of a join decomposition
where the generic† uniqueness properties are wholly understood for all d ≥ 1 and all r ≥ 1; this
classification was completed only recently by the joint efforts of Ballico [4], Chiantini, Ottaviani
and Vannieuwenhoven [7] and Galuppi and Mella [11]. These decompositions can be used for
mathematically identifying the parameters in certain statistical latent variable models [2].
A major open question about join decompositions concerns numerical stability:
Given a join set J and join decomposition J 3 p = p1 + · · · + pr , how sensitive are the
summands pi ∈ Mi with respect to a small perturbation of p?
In the case of the tensor rank decomposition, an answer was given by Vannieuwenhoven [17].
In this presentation, we develop a theory of condition for join decomposition problems. This is
e ∈ Rn1 ×n2 ×···×nd that admit
motivated by the fact that we are not usually dealing with tensors T
a mathematically exact unique join decomposition with few summands in applications, because of
the usual representation, roundoff, measurement, and model errors. For this reason, one is usually
interested in the solution of the nonlinear least-squares problem
b ∈ arg min 1 kT
e − Ak2 ,
T
2
A∈J

(2)

e ∈ Rn1 ×n2 ×···×nd is the tensor obtained from the appliwhere J is the join set of interest and T
cation, which we assume corresponds to some approximation of a true underlying tensor T ∈ J .
We are often interested in the summands p = (p1 , . . . , pr ) appearing in T’s join decomposition in
applications; however, its relationship with the unique set of summands b
p = (b
p1 , . . . , pbr ) in the
b is not a priori clear. Essentially, we seek the
join decomposition of the computed approximation T
condition number of the inverse of the function
Φ : M1 × M2 × · · · × Mr → J , (p1 , p2 , . . . , pr ) 7→ p1 + p2 + · · · + pr .

(3)

Note that Φ−1 computes the unique join decomposition of an element of p ∈ J , so that we may
call its condition number the condition number of the join decomposition problem. The condition
number that we propose bounds the maximum forward error as the product of the condition number
and the backward error in an asymptotically sharp manner:
b
kp − b
pk . κ · kT − Tk.

A natural approach for deriving a geometric condition number consists of applying to Φ−1 the
recently proposed, unified geometric framework of Bürgisser and Cucker [5], which applies to any
function between smooth manifolds. While a join set J is constructed from a collection of manifolds,
the resulting set unfortunately does not admit the structure of a manifold in general. For instance,
if M1 = M2 is the manifold of rank-1 matrices in Rn1 ×n2 then it is known that Join(M1 , M2 ),
i.e., the set of matrices of rank at most 2, is only a semi-algebraic set. Recall that a semi-algebraic
set is the solution of a system of polynomial equations and inequalities. Generally such sets admit
singular points, which are points where there does not exist a local diffeomorphism to a Euclidean
space, hereby violating the key property of smooth manifolds. For this fundamental reason, the
framework of [5] does not apply unreservedly. We propose instead to characterize the condition
number κ of the join decomposition problem as an inverse distance to a locus of ill-posed problems,
†

This is to be understood in the sense of algebraic geometry: the join decompositions that are not unique form a
closed algebraic subvariety of Lebesgue measure zero.
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an approach that was already pursued—among others—by Demmel [10] in the context of matrix
problems. A peculiarity of our approach is that this locus of ill-posed problems is defined via an
auxiliary product of Grassmann manifolds. The distance measure is essentially a product of chordal
distances on the constituent Grassmannians.
The first main result we present, states that the geometric condition number of a join decomposition
problem, which is defined everywhere, at p = (p1 , . . . , pr ) coincides with the usual definition of [5,
Section 14.3] on the smooth locus of J , i.e., the subset where J is a (possibly reducible) manifold.
Theorem 1 Let p = (p1 , . . . , pr ) ∈ M1 × · · · × Mr and let Φ be as in eq. (3). Then, the geometric
condition number satisfies
κ(p)−1 = σM (dp Φ),
where M is the dimension of the product manifold M1 × · · · × Mr , σM is the M th largest singular
value, and dp Φ is the Jacobian matrix of the smooth function Φ evaluated at p.
Our second main result relates the proposed geometric condition number to the convergence properties of a Riemannian optimization algorithm for computing join decompositions. Note that Riemannian optimization algorithms may not be applied to optimization problem (2) because J is not
a manifold in general. This situation may be resolved via a desingularization of J , however the
singular locus of most join decomposition problems involving tensors of order d ≥ 3 is very poorly
understood. We propose instead solving the following standard Riemannian optimization problem
on the product manifold M1 × · · · × Mr :
b
p∈

arg min
p∈M1 ×···×Mr

1 e
kT − Φ(p)k2 ,
2

from which the solution Φ(b
p) is obtained. We prove the following general result for join decomposition problems solved with a Riemannian Gauss–Newton (RGN) method [1].

Theorem 2 Let M be an embedded submanifold of RN with n = dim M ≤ N equipped with the
standard Riemannian metric inherited from RN . Let x? ∈ M be such that x? is a zero of the smooth
objective function f : M → R, x 7→ 21 kF (x)k2 with dx? F injective. Let κ(x? ) := σn (dx? F )−1 > 0
be the least singular value of dx? F . Then there exist constants α, β, γ > 0 such that for all x0 ∈
B (x? ) ∩ M in the ball centered at x? of radius at most
 ≤ α · κ(x? )−1
a RGN method generates an infinite sequence x0 , x1 , . . . that converges quadratically to x? . In fact,
successive approximations satisfy
kx? − xk+1 k ≤ (γ + β · κ(x? )) · kx? − xk k2 .
Finally, for the specific case of the tensor rank decomposition we developed a practical implementation of a RGN optimization algorithm with dogleg trust region that employs a rank-1 ST-HOSVD
approximation [18] as retraction operator.
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A New Proof of the Square-Root-Condition-Number Bound
for Conjugate Gradient
Sahar Karimi and Stephen Vavasis
Abstract
Let A be an n × n symmetric positive definite matrix and b an n-vector. Daniel [1] proved that
after k iterations of conjugate gradient applied to f (x) = xT Ax/2 − bT x and starting from x0 ,
!2k
p
1
−
`/L
p
f (xk ) − f (x∗ ) ≤ 4
(f (x0 ) − f (x∗ )).
1 + `/L

Here, x∗ is the optimizer, i.e., A−1 b, and `, L are the smallest and largest eigenvalues of A respectively. This formula implies
pthat to achieve a relative decrease in the function value of , the required
number of iterations is O( L/` log(1/)). The presence of the square-root in this bound represents
the improvement over simple steepest descent applied to f . This bound is known to be tight; in
particular, it follows from a much more general result by Nesterov [3] that any algorithm working in
the function-gradient model requires this many iterations. For specific examples of (A, b), however,
the true number of iterations depends on more detailed properties of the spectrum of A. See [2] for
more information.
Daniel’s proof of this bound, and all others known to us, use the following approach. First, the
above bound is proved for some other iterative method, e.g., Chebyshev iteration. Then one appeals
to the optimality of CG with respect to the Krylov space to claim that its iterates must be at least as
good as the Chebyshev iterates. A disadvantage of this proof technique is that it does not establish
a reduction in any quantity by the appropriate factor on each iteration. Therefore, convergence
may be difficult to monitor in theory or in practice even though the bound is obeyed.
p
We present a different proof that CG yields an -approximate answer in O( L/` log(1/))p
iterations.
Our proof establishes the bound by showing a constant factor reduction of (1 − const · `/L) per
iteration in a certain two-term potential function. The potential depends on x∗ , ` and L.
A possible application of this potential in practice is when a new variant of CG (e.g., a new preconditioner) is being tested. In this case, prior knowledge of x∗ , ` and L may be used to evaluate the
decrease in the potential on each iteration to pinpoint the iteration when the convergence stagnates
(due to roundoff or some other source of inexactness).
The authors acknowledge helpful comments from A. Greenbaum and Z. Strakos.
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Linear-Quadratic Optimal Control of Differential-Algebraic Equations
Timo Reis and Matthias Voigt
Abstract
In this talk we revisit the linear-quadratic optimal control problem:
Minimize J (x, u) :=

Z

0

∞

T 
x(τ )
Q
u(τ )
ST

S
R




x(τ )
dτ
u(τ )

(1)

with Q = QT ∈ Rn×n , S ∈ Rn×m , R = RT ∈ Rm×m subject to the linear time-invariant differentialalgebraic control system
d
(2)
dt Ex(t) = Ax(t) + Bu(t),
with E, A ∈ Rn×n , B ∈ Rn×m and the constraints Ex(0) = Ex0 and limt→∞ Ex(t) = 0. Typical
questions that arise in this context are the following:
• Is the problem feasible, i. e., does the minimum of (1) exist for all consistent x0 ∈ Rn ?

• If the problem is feasible, does there exist an optimal control, i. e., a function u(·) attaining
the minimum value of the cost functional? If yes, is it unique?

• How can we (numerically) construct optimal controls?
These questions are quite classical and have found a lot of attention in the past decades. For systems
governed by ordinary differential equations, i. e., E = In , theory and numerical methods are already
well-established. If R > 0, the system is feasible if and only if there exists a solution X ∈ Rn×n of
the algebraic Riccati equation
AT X + XA − (XB + S)R−1 (XB + S)T + Q = 0,

X = XT

with A−BR−1 (XB +S)T having all its eigenvalues in the closed left half-plane (called a “stabilizing
solution”). An optimal control exists and is unique, if and only if A − BR−1 (XB + S)T further has
no imaginary eigenvalues. Numerically, the solution can be determined by computing the stable
invariant subspaces of the Hamiltonian matrix


A − BR−1 S T
−BR−1 B T
AH =
∈ R2n×2n .
SR−1 S T − Q −(A − BR−1 S T )T
The situation is more complicated, if R is singular. In this case, the algebraic Riccati equation
cannot be formulated and one has to turn to the so-called Lur’e equation [1]. Moreover, instead
of considering the invariant subspaces of a Hamiltonian matrix, one has to determine the deflating
subspaces of an even matrix pencil.
The case E 6= In has been considered as well, see e. g., [2, 3, 4]. However, in all the approaches that
exist in the literature, certain (sometimes quite artificial) hconditions
are posed on the system or
i
Q S
the cost-functional. For instance, it is often assumed that S T R ≥ 0, R > 0, or there are certain
restrictions the so-called index of (2). This means that there are optimal control problems that
could not treated with the available theory.
In this talk we will discuss how to close this gap. Our main tool for this is a generalization of the
Lur’e equation for differential-algebraic systems. To formulate this equation we need the system
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space Vsys ⊆ Rn+m which is the smallest subspace that contains all pointwise evaluations of all
solution trajectories (x(·), u(·)) . We make further use of the notational convention
M =V N

:⇐⇒

v T M v = v T N v for all v ∈ V

for symmetric M, N ∈ Rn×n and a subspace V ⊆ Rn . Then the general Lur’e equation is given by
 T
 T


K 
E XA + AT XE + Q E T XB + S
K L , X = XT ,
=Vsys
(3)
T
T
T
B XE + S
R
L
which has to be solved for a triple (X, K, L) ∈ Rn×n × Rq×n × Rq×m with the additional property
B ∈ R[s](n+q)×(n+m) has full row rank as a rational matrix.
that the pencil −sE+A
K
L

In this talk we will present feasibility criteria for the optimal control problem (1) in terms of the
solutions of the Lur’e equation (3). We further characterize the solution structure [5]. Similarly
as for the algebraic Riccati equation, under some conditions, there exist maximal and stabilizing
solutions that are unique in a certain sense. If (X + , K + , L+ ) is such a solution, then we can
characterize existence and uniqueness of optimal controls in terms of the spectral structure of the
B
closed-loop matrix pencil −sE+A
∈ R[s](n+q)×(n+m) .
K + L+

In this talk we will also discuss the relation to the spectral structure of the even matrix pencil


0
−sE + A B
Q
S  ∈ R[s](2n+m)×(2n+m) ,
sE − A = sE T + AT
T
T
B
S
R

and its implications for the numerical construction of solutions for the Lur’e equation and the
optimal control problem. We will show how these solutions can be obtained by a sequence of
regularizations and structured matrix factorizations, similarly as discussed in [6].
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The Adapted Augmented Lagrangian Preconditioner
for the Turbulent Incompressible Navier-Stokes Equations
Discretized by a Finite Volume Method
Kees Vuik, Xin He, Chris Klaij
Abstract
The augmented Lagrangian preconditioner and its variants have attracted much attention in solving
the incompressible Navier-Stokes equations [1]. These preconditioners are originally designed in the
context of the finite element method (FEM), where their robustness with respect to the Reynolds
number and mesh refinement is exhibited. The finite volume method (FVM) is widely utilised to
discretize the Navier-Stokes equations due to the local conservation of mass. Since both FEM and
FVM lead to saddle point systems, in [3] we evaluate the extension of these preconditioners to
FVM to broaden the domain of application of these preconditioners. However, a challenge for these
preconditioners in the FVM context is that their performance for variable viscosity, e.g. due to the
turbulence models, is not comparable as for constant viscosity cases.
For this reason, we have studied the augmented Lagrangian preconditioner for linear systems resulting from Navier-Stokes equations with turbulence models and the FVM discretization. In particular, we propose an adapted way to construct the approximation of the Schur complement involved
in augmented Lagrangian preconditioner, instead of the usual strategy. The adapted augmented
Lagrangian preconditioner solves the difficulties encountered in the variable viscosity cases. Furthermore, the complexity of constructing the adapted augmented Lagrangian preconditioner and
solving systems with it is not increased. Besides, we reveal the inherent connection between the
adapted augmented Lagrangian preconditioner and the old but still vibrant SIMPLE(R) preconditioners [2]. In this talk, we demonstrate numerically the performance of the adapted augmented
Lagrangian preconditioner for both constant and variable viscosity cases, and the comparison with
the usual augmented Lagrangian preconditioner and the SIMPLE(R) preconditioners.
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Preconditioning for Two-Phase Flow
Niall Bootland, Andy Wathen, Chris Kees
Abstract
It is now over ten years since Elman, Silvester and the 2nd author introduced the Pressure ConvectionDiffusion (PCD) and Least-Squares Commutator (LSC) preconditioners for linearised Navier-Stokes
problems describing incompressible fluid flow. There has been much subsequent development and
further analysis. In this poster we present what we believe are the natural generalisations of PCD
and LSC for problems of incompressible two-phase flow. The applications we are interested in come
from models of hyrological flows where water and air are the two fluids.
We will show our derivation of these new preconditioners and the results of application as well as
comparison with more elementary approaches.
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Francis’s Algorithm as a Core-Chasing Algorithm
David S. Watkins, Jared L. Aurentz, Thomas Mach, Leonardo Robol, Raf Vandebril
Abstract
Francis’s implicitly-shifted QR algorithm [8] has been one of the most important tools for eigenvalue
computation for more than fifty years now, and one might think that everything that can be said
about it has already been said, but this turns out not to be the case. We claim that superior
implementations can be obtained by storing the upper Hessenberg (or Hessenberg-like) matrix A in
QR-decomposed form: A = QR. The unitary factor Q is then a product of n − 1 essentially 2 × 2
matrices (e.g. Givens rotators or reflectors), for which we use the generic term core transformation.
Of course we store Q in this factored form. The standard Francis algorithm is a bulge-chasing
algorithm. When we implement it on the QR-decomposed form, it chases extra core transformations
(instead of a bulge) from the top to the bottom of the matrix, so we call it a core-chasing algorithm.
There are classes of structured eigenvalue problems for which this methodology is obviously advantageous. Of these the most obvious is the unitary problem, for which the upper-triangular matrix
R is just the identity matrix. Executing the algorithm with R removed, we get a fast algorithm
that requires O(n) flops per iteration (instead of O(n2 )) and uses O(n) storage space (instead of
O(n2 )). Of course this is nothing new; it is a variant of Gragg’s unitary QR algorithm [9]. Our
implementation is documented in [4].
Another special structure for which our methodology works well is the companion matrix, which
is upper Hessenberg and unitary-plus-rank-one. In the QR-decomposed form, the upper-triangular
matrix R inherits the unitary-plus-rank-one structure. In [3] we presented a method of storing R
that requires only O(n) storage space and leads to a fast algorithm that requires O(n) flops per
iteration and is backward stable. We were not the first to develop a fast algorithm for this problem;
see [5], [6], and [7], for example. In fact the paper by Chandrasekaran et. al. [7] stores the matrix
in QR-decomposed form just as we do. However, their scheme for storing R is different from ours.
Our algorithm is the first for which backward stability has been demonstrated, and it is the fastest
algorithm so far for the unitary-plus-rank-one eigenvalue problem.
The companion matrix can be used to find the zeros of a monic polynomial. If a polynomial is not
monic, we can divide by its leading coefficient to make it monic. However, if the leading coefficient
is very small in magnitude, the resulting large coefficients can cause instability resulting in reduced
accuracy. In these cases it is better to use a companion pencil and apply the Moler-Stewart QZ
algorithm [10], which is the variant of Francis’s algorithm that is appropriate for a matrix pencil.
The companion pencil is a Hessenberg-triangular pencil A − λB = QR − λB for which both R and
B are unitary-plus-rank-one upper triangular matrices. Our method from [3] can be adapted to this
case to yield a fast backward-stable algorithm [2].
The polynomial eigenvalue problem of degree d
(A0 + λA1 + λ2 A2 + · · · + λd Ad )v = 0
can be recast as a unitary-plus-rank-k pencil of size kd, where k is the size of the coefficient matrices
Ai . This can then be factored as a product of 2k unitary-plus-rank-one matrices (and a unitary
matrix factored into core transformations). We reduce this factored form to upper Hessenberg form,
then we apply the core-chasing algorithm to get an algorithm that computes the complete set of
eigenvalues in O(k 3 d2 ) flops, which compares favorably with the conventional O(n3 ) = O(k 3 d3 ) flop
count when d is large [1].
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In addition to these special problems, one can consider applying the core-chasing methodology to
perfectly general matrix and matrix-pencil eigenvalue problems. In order to be competitive in this
arena, we need to be able to perform multiple steps at once (chasing many core transformations,
one after the other) in order to achieve efficient cache use (“BLAS3 speed”) and parallelism on large
problems. We know how to do this in principle, but this is work in progress.
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Fast and Superfast Structured Eigenvalue Solutions and Accuracy Analysis
Jianlin Xia
Abstract
We design fast and superfast eigenvalue solvers for some structured matrices, and consider the eigenvalue accuracy after structured approximations. For Hermitian banded/Toeplitz/HSS matrices, a
superfast (nearly O(n)) complexity eigenvalue decomposition is given. We show how to preserve the
structure throughout the dividing process that involves recursive updates, how to quickly perform
the major computations, and how to ensure the stability. The eigenvector matrix appears in a
structured form and can be applied to a vector in nearly O(n) flops. We also justify how to control
the accuracy of the eigenvalues if structured approximations are applied to more general cases.
For general non-Hermitian matrices, we design a fast contour-integral eigensolver for finding selected
or all the eigenpairs based on an accelerated FEAST algorithm. It includes several features.
1. The quality of some quadrature rules for approximating a relevant contour integral is analyzed.
We show that a filter function based on the Trapezoidal rule has nearly optimal decay in the
complex plane away from the unit circle (as the mapped contour).
2. The eigensolver needs to count the eigenvalues inside a contour. We justify the feasibility of
using low-accuracy matrix approximations for the quick and reliable count. Both deterministic
and probabilistic studies are given. With high probabilities, low-accuracy matrix approximations give counts very close to the exact one.
3. Both the eigenvalue count and the FEAST eigenvalue solution need to solve linear systems
with multiple shifts as in A − sI. For this purpose and also to conveniently control the
approximation accuracy, we use structured approximation and factorization, and illustrate
how to quickly update the factorization for varying shifts sI.
The eigensolver may be used to find a large number of eigenvalues, where a search region is then
recursively partitioned into subregions. We give an optimal threshold for the number of eigenvalues
inside each finest level subregion so as to minimize the total complexity, which is O(rn2 ) + O(r2 n)
to find all the eigenpairs of an order-n matrix with maximum off-diagonal rank or numerical rank r.
This includes joint work with James Vogel, Xin Ye, and Raymond Chan.
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A Preconditioned Locally Harmonic Residual Method
for Nonlinear Eigenproblems
Fei Xue
Abstract
We present a preconditioned locally harmonic residual method for solving large nonlinear eigenvalue
problems of the form T (λ)v = 0 for a few eigenvalues around a specified value σ. Preconditioned
eigensolvers have been extensively studied primarily for linear symmetric eigenproblems Av = λBv
[4, 5, 6, 7, 8, 9, 11] and have recently been extended to solve (general) linear nonsymmetric [10],
linear response [1] and nonlinear symmetric eigenproblems [2, 3] with certain variational principles.
In this study, we show how this framework can be applied to develop preconditioned eigensolvers for
solving large nonlinear eigenproblems. The method naturally works with preconditioners M ≈ T (σ)
and is ideal when exact linear solves for the coefficient matrix T (σ) is not practical. We discuss
the structure of search and test spaces, the use of appropriate projectors, deflation (locking), and
restarting, all in block form for computing several eigenvalues simultaneously. A local convergence
theory is established through a connection to the Jacobi-Davidson method. Numerical experiments
for several large problems demonstrate the arithmetic and memory efficiency of this algorithm.
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Fast Structured Matrix Computations:
Tensor Rank and Cohn–Umans Method
Ke Ye, Lek-Heng Lim
Abstract
We find the fastest algorithms for forming structured matrix-vector product, the basic operation
underlying iterative algorithms for linear systems, least squares, eigenvalue, and other problems
involving structured matrices. The structures that we investigate will include Toeplitz, Hankel, circulant, symmetric, skew-symmetric, f -circulant, block-Toeplitz-Toeplitz-block, triangular Toeplitz
matrices, Toeplitz-plus-Hankel, sparse/banded/triangular. Except for the case of skew-symmetric
matrices, for which we have only upper bounds, the algorithms that we derived in all other instances
are the fastest possible in the sense of having minimum bilinear complexity.
The bilinear complexity of an algorithm for a problem that can be cast as the evaluation of a
bilinear map is the number of multiplications required by the algorithm. The bilinear complexity
of the problem is then that of an optimal algorithm with lowest possible bilinear complexity [1,
Chapter 14], or equivalently, is the tensor rank of the structure tensor of the bilinear map. This is
a classical notion of complexity best known for its use in quantifying the speed of matrix-matrix
product and matrix inversion by Strassen (O(nlog2 7 ) in [7]), Coppersmith–Winograd (O(n2.375477 )
in [5]), Le Gall (O(n2.3728639 ) in [6]), and many others.
We present a framework that allows one to systematically discover algorithms of optimal bilinear
complexity by (i) generalizing a method of Cohn and Umans [3] for studying the bilinear complexity
of matrix-matrix product; and (ii) combining this generalized method with Strassen’s quantification
of bilinear complexity via tensor rank. The work discussed here is based on [8, 9].
Roughly speaking, the Cohn–Umans group theoretic approach [3, 2, 4] computes product of matrices
b B
b in a group algebra C[G] for some finite group G,
A, B by first mapping them into elements A,
P
i.e., C[G] is a vector space whose elements are linear combinations g∈G cg · g of elements in G;
b and B
b in the
it inherits a product from G, making C[G] into an algebra. We then multiply A
b
b
group algebra and read off the entries of AB from the product AB — the so-called ‘triple product
property’ ensures that this is possible. The tacit hope is that, for some judiciously chosen G, the
bB
b in the group algebra may be computed more efficiently than the original matrix-matrix
product A
product AB.

We generalize the Cohn–Umans method so that it works with bilinear operations other than matrix
multiplication, with algebras other than group algebras, and with an appropriate triple product
property for each instance. To be precise, let U, V, W be vector spaces and let ϕ : U ⊗ V → W
be a linear map. Suppose A is an algebra with multiplication mA : A ⊗ A → A. We seek maps
j : U ⊗ V → W and p : A → W so that the following diagram commutes:
U⊗V

j

ϕ

W

A⊗A

mA

p

A.

The commutativity of the diagram is in fact a generalization of triple product property. We show
that the bilinear complexity of ϕ is upper bounded by that of mA . In [8, 9], we apply this generalized Cohn–Umans method to find the fastest algorithms for forming structured matrix-vector
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product as well as other bilinear operations such as matrix-matrix product, commutator product,
and simultaneous matrix product involving structured matrices:
(A, x) 7→ Ax,

(A, B) 7→ AB,

(A, B) 7→ AB − BA,

(A, B) 7→ (AB, AT B).

In fact, the generalized Cohn–Umans method is sufficiently general that it extends beyond bilinear
complexity of numerical algorithms. As we show in [8], even the fast integer algorithms of Karatsuba,
Toom–Cook, Schönhage–Strassen, Fürer are all special cases of this method.
Some of the algorithms that we found through the generalized Cohn–Umans method are highly
nonobvious. For instance, the fastest possible algorithm for multiplying an n × n symmetric matrix
to a vector involves first writing the symmetric matrix as a sum of dn/2e Hankel matrices of
decreasing dimensions bordered by zeros, e.g., a 4 × 4 symmetric matrix would have to be first
decomposed into

 
 
 

a b c d
a b c d
0
0
0
0
0 0
0
0
 b e f g   b c d g  0 e − c f − d 0 0 0
0
0

=
+
+

 c f h i   c d g i  0 f − d e − c 0 0 0 h − g − e + c 0 .
d g i j
d g i j
0
0
0
0
0 0
0
0

We then apply dn/2e Hankel matrix-vector products to obtain an algorithm of optimal bilinear
complexity for the symmetric matrix-vector product.
Another example is an algorithm for block-Toeplitz-Toeplitz-block (bttb) matrix-vector product.
Recall that an nk × nk bttb matrices is one of the form


T0
T1 · · · Tn−2 Tn−1
 T−1
T0 · · · Tn−3 Tn−2 


 ..
..  ,
..
..
..
 .
.
. 
.
.


T2−n T3−n · · · T0
T1 
T1−n T2−n · · · T−1
T0
where each Tj is a k × k Toeplitz matrix, j = 1 − n, . . . , n − 1. Exploiting such a bttb structure in
a matrix-vector product is, as far as we know, an open problem before our work. We deduce, again
using an appropriate instance of the generalized Cohn–Umans method, an explicit algorithm for the
bttb matrix-vector product of optimal bilinear complexity, which we proved to be (2n − 1)(2k − 1).

Furthermore, if we regard a bttb matrix as a ‘2-level structured matrix,’ then our algorithms extend
to multilevel structured matrices, e.g., a block Toeplitz matrix whose blocks are bttb matrices (3
levels), a block bttb matrix whose blocks are bttb matrices (4 levels), and so on. In fact, our
algorithms extend to arbitrary structures with arbitrary number of levels, including not only bhhb,
bccb, bthbthb (h for Hankel, c for circulant, th for Toeplitz-plus-Hankel), but mixed structures
such as a block bccb matrices whose blocks are Toeplitz-plus-Hankel, and in all cases, we obtain
explicit algorithms of optimal bilinear complexity using the generalized Cohn–Umans method.
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Algebraic Sparse Reduced Order Multi-Scale Method
for Large Dynamical Systems
Mikhail Zaslavsky, Vladimir Druskin, Alexander V. Mamonov
Abstract
We developed a novel approach to construct sparse multi-scale reduced-order models for large dynamical systems. We assume that the stiffness matrix is large and sparse and mass matrix is
diagonal. Such systems may arise from low order spatial discretization of large-scale PDEs or from
graph-Laplacian-type operators. The method is formulated in a purely algebraic way, i.e. it operates
in terms of stiffness and mass matrices only without any information where they are obtaned from.
Our algorithm consists of two main stages. During the first “off-line” stage the original operator is
partitioned on coarse cells (subdomains). Then projection-type multi-scale reduced order models
(ROMs) are constructed for the coarse cell operators. The off-line stage is embarrassingly parallel
as ROM computations for the subdomains are independent of each other. It also does not depend
on the number of simulated sources (inputs) and it is performed just once before the computing the
entire evolution of dynamical system. At the second “on-line” stage the time-domain simulation is
performed within the obtained multi-scale ROM framework. The crucial feature of our formulation
is the representation of the ROMs in terms of matrix Stieltjes continued fractions (S-fractions). The
layered structure of the S-fraction introduces several hidden layers in the ROM representation, that
results in the block-tridiagonal dynamical system within each coarse cell. This allows us to sparsify
the obtained multi-scale subdomain operator ROMs and to reduce the communications between the
adjacent subdomains which is highly beneficial for a parallel implementation of the on-line stage.
Operator partitioning and elimination of interior nodes
To fix idea, we consider the impulse source problem for a large-scale second order dynamical system

AT

RN ×N ,

Au − Butt = gδ(t),

u|t<0 = 0.

(1)

RN ,

where 0 ≥ A =
∈
u(t), g ∈
B is a diagonal matrix with positive elements and δ(t)
is the Dirac delta function. Such an equation can be obtained after spatial discretization of acoustic
or elastic wave problems on, in which case A is the graph-Laplacian-type operator and elements of
B are masses of the grid cells.
The very first step of the off-line stage is to partition the reference fine grid into the subdomains
(coarse cells) and to obtain the corresponding splitting of the fine grid stiffness matrix A and mass
matrix B. We assume that the reference fine grid operator A is sufficiently sparse with nontrivial
diagonal entries. Let akl , 1 ≤ k, l ≤ N be the elements of A and Ω be the nodal set of the graph
associated with A. We partition Ω into Nc (Nc ≥ 2) nonempty (possibly intersecting) subsets
Ωi with Ni nodal points in each that we refer to as the subdomains or coarse cells. The nodes
k, l ∈ Ω are called adjacent iff akl 6= 0. For any Ω̊ ⊂ Ω we call its neighborhood A(Ω̊) the set of
all adjacent nodes of Ω̊. For all i 6= j the subdomains Ωi and Ωj are coupled
S via their intersection
Γij = Ωi ∩ Ωj , i.e., Γij = A(Ω̊i ) ∩ A(Ω̊j ), where Ω̊i = Ωi \ Γi and Γi = j6=i Γij are the interior
and the boundaries of subdomain Ωi . We will limit our consideration
S cto the case when the outputs
and inputs and are supported on the partitioning “skeleton” Γ = N
j=1 Γj . We define prolongation
i

operators Pi ∈ RN ×Ni via the action on x ∈ RN as

xk , if k ∈ Ωi
(Pi x)k =
0,
otherwise
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(2)

We split the operators A and B respectively on Ai , Bi ∈ RNi ×Ni defined on subdomains Ωi so that
for any ω ∈ C we have
Nc
X
2
A+ω B=
Pi (Ai + ω 2 Bi )PTi .
(3)
i=1

We require Ai and Bi to be nonpositive and positive definite matrices, respectively. To optimize the
cost and simplify the partitioning, we usually consider partitioning into regular coarse grids with
cubic cells Ωi (corresponding to actual subdomains of the computational domain). Generally, such
partitioning and splitting is an intuitively obvious procedure for A obtained from a discretization
of an elliptic operator in regular domains with regular fine grids. However, for more complicated
discretizations and vectorial PDEs (e.g., elasticity), one can perform graph partitioning via the
algorithm described in [1].
On the next step we eliminate the interior nodes Ω̊i via a boundary transfer function, a Neumann-toDirichlet map defined at the boundaries Γi . A natural setting to define boundary transfer functions
is the frequency (Laplace) domain. We consider the Laplace-domain counterpart of (4) (with some
abuse of notation we denote the time and frequency-domain solutions by u)
Au + ω 2 Bu = g,

ω 2 ∈ C \ (R+ ∪ {0}) .

We define the prolongation operator PΓi ∈ RNi ×Ki from Γi to Ωi as


xk , if k ∈ Γi
PΓi x k =
, for x ∈ RKi .
0,
otherwise

(4)

(5)

Here we assume that Ni  Ki , where Ki is the the number of nodes in Γi . This assumption is
targeted to the case when A is obtained via a low order discretization of a second order elliptic PDE
operator or system. In particular, the case of second order discretizations on regular grids yields Γi
that are one reference fine grid node “thick”.
Using assumption on support of inputs-outputs and (3) we transform (4) to
Nc
X
i=1

−1
Pi PΓi Fi (ω 2 )
u|Γi = g

(6)

T

where u|Γi = PΓi Pi T u ∈ RKi and
T

Fi (ω 2 ) = PΓi (Ai + ω 2 Bi )−1 PΓi ∈ CKi ×Ki ,

(7)

is the so-called matrix transfer function, a.k.a. Neumann-to-Dirichlet map, Weyl or impedance
matrix valued function which is closely related to Schur complements of Ωi .
The transfer function is the Stieltjes matrix-valued function of ω 2 and can be written via the spectral
decomposition of the matrix pencil (Ai , Bi ) as
Ni
T
X
Vli Vli
Fi (ω ) =
,
λil + ω 2
2

l=1

were λil ∈ R− are the eigenvalues of matrix pencil (Ai , Bi ) and Vli ∈ RKi are the restrictions of the
corresponding eigenvectors on Γi .
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S S
For Nc > 2 there may exist a nonempty “corner” set Γ∩ = i j6=j 0 Γij ∩ Γij 0 . Introducing a small
error and considering the case without “corner” set we can simplify the system (6) to
PTij Fi (ω 2 )

−1

−1
u|Γi + PTji Fj (ω 2 )
u|Γj = g|Γij ,

∀(i, j) : i 6= j, Γij 6= ∅,

(8)

where PTij ∈ RKij ×Ki is the restriction operator from Γi to Γij and Kij is the dimension of Γij .
Sparse reduced order models on subdomains
We perform the model order reduction is a two steps. First, we consider the reduction of dimene i  Ki . This is achieved by projecting
sionality of boundary degrees of freedom from Ki to K
ei
2
K
×
K
i
Fi (ω ) on a tall skinny orthogonal matrix Si ∈ R
, STi Si = I, which is obtained via an approximate proper orthogonal decomposition of the boundary restrictions of solutions u|Γi . The resulting
projected transfer function has the form
e i (ω 2 ) = ST Fi (ω 2 )Si ∈ RKe i ×Ke i .
F
i

(9)

Having the compressed set of inputs and outputs Si in hand, on the second step we construct the
rational approximation of the projected transfer function
e i (ω 2 ) = ST PΓ T (Ai + ω 2 Bi )−1 PΓ Si ,
F
i
i
i

e i (ω 2 ) by
using traditional projection-based model reduction methods. In particular, we substitute F
e m (ω 2 ) = (Sm )T (Am + ω 2 Bm )−1 Sm ∈ RKe i ×Ke i where Am = VT Ai Vm ∈ RmKe i ×mKe i and
ROM F
m
i
i
i
i
i
i
e i ×K
ei
e i ×mK
ei
m = VT PΓ S ∈ RmK
T B V ∈ RmK
is
the
projected
matrix
pencil
and
S
Bm
=
V
is the
i
m
m i i
m
i
i
projected input-output.
The first step decreases both the communication and arithmetical cost, while the second step mainly
reduces the arithmetical cost. As a result of these two steps, we reduce the McMillan degree of the
ei.
final transfer function from Ni to mK

m
mKi ×mKi with
The constructed ROM in general involves the projected matrix pencil Am
i , Bi ∈ R
dense matrices. This leads to high computational costs at the on-line stage when the time stepping
is performed with such operators. To reduce the computational cost of the on-line stage we need to
compute the equivalent minimal realization of the ROM via a linear time-invariant dynamic system.
In this section we construct a sparse realization of such system, which mimics the structure of a
three-point second order finite-difference scheme.
e m (ω 2 ) via matrix Stieltjes continuous
The core of our approach is an equivalent representation of F
fraction (S-fraction) form. Following original Krein’s representation of the scalar S-fraction via a
e m (ω 2 )
string of point masses and weightless springs, a so-called Stieltjes string [2], to represent F
equivalently via a transfer function of a “three-point finite-difference scheme” with matrix coefficients
e

b 1 )−1 U1 = I,
L1 (U2 − U1 ) + ω 2 (L
b k )−1 Uk = 0,
Lk (Uk+1 − Uk ) − Lk−1 (Uk − Uk−1 ) + ω 2 (L

e

(10)
(11)

by introducing fictitious (full rank) matrix variables Uk ∈ CK×K , k = 1, 2, . . . , m + 1, with Um+1 =
0, so that
e m (ω 2 ) = U1 .
F
(12)
e

e K
e
b k , Lk ∈ RK×
Here L
are symmetric positive-definite matrices.
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e

Boundary conjugation
Replacing the true full-scale transfer function Fi (ω 2 ) in (8) with ROM (12) we obtain

−1

−1
eT F
e m (ω 2 )
eT F
e m (ω 2 )
Uj1 = geij ,
Ui1 + P
P
ji
j
ij
i

where

(13)

geij = STij g|Γij ,

e T ∈ RKij ×Ki is the restriction matrix from the set of reduced inputs-outputs Si to the set
and P
ij
that corresponds to Sij .
e

e

Vector variable Ui1 ∈ RKi (a function of ω) has the meaning of the projected approximate solution
b 1 becomes block
of (8). We note that if PΓi Si are added to the projection subspace matrices then L
i
eT L
b1 e
diagonal such that their non-zero elements are P
ij i Pij , j ∈ J (i) only. For this case, imposing
conjugation conditions
e ij U 1 = P
e ji U 1
u
eij = u
eji = P
(14)
i
j
e

for every two adjacent subdomains Ωi and Ωj , we obtain semi-discrete system

d2 b k −1 k
(L ) Ui = 0,
dt2 i
= 0, k = 2, 3, . . . , m,

Lki (Uik+1 − Uik ) − Lk−1
(Uik − Uik−1 ) −
i
Uim+1


−1 
−1 −1
d2 u
eij
T b1 e
T b1 e
e
e
=
Pij Li Pij
+ Pji Lj Pji
×
dt2


e ji L1 (U 2 − U 1 ) + P
e ij L1 (U 2 − U 1 ) + δ(t)e
× P
gij ,
j
j
j
i
i
i

(15)

(16)

which only requires communication between the adjacent subdomains. Now, at the online stage the
time-domain solution of the constructed system (15), (16) can be obtained using any time-stepping
scheme or any other method for time integration.
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An Alternating Modulus Nonnegative Least Squares Method
for Nonnegative Matrix Factorization
Ning Zheng, Ken Hayami, Nobutaka Ono
Abstract
Consider the nonnegative matrix factorization (NMF) [3]
1
min f (W, H) := kV − W Hk2F ,
2

(1)

where V ∈ Rm×n is a given nonnegative matrix, W ∈ Rm×r and H ∈ Rr×n are unknown nonnegative matrices, and k · kF represents the Frobenius norm of the corresponding matrix. Here,
r  min(m, n) is assumed. Therefore, the NMF problem seeks a low rank matrix approximation
of a given nonnegative matrix with nonnegative constraints. The NMF problem arises in many
scientific computing and engineering applications, e.g., image processing, text mining, spectral data
analysis, audio signal separation, air quality analysis, recommender system, etc.
The gradient of f (W, H) with respect to W and H are
∇H f (W, H) = W T (W H − V ) and ∇W f (W, H) = (W H − V )H T ,
respectively. The idea of the alternating nonnegative least squares (ANLS) algorithm is to alternatively solve nonnegative constrained least squares (NNLS) problems iteratively, as follows:
Algorithm 1.1 ANLS
1.
Choose initial nonnegative matrices H 0 and W 0 .
2.
For k = 0, 1, 2, . . . until convergence
3.
4.
5.

H k+1 = argminH≥0 kV − W k Hk2F
W k+1 = argminW ≥0 kV − W H k+1 k2F

Endfor

We propose a new alternating least squares method by utilizing modulus method [1, 6] to solve
the nonnegative constrained least squares problem in each iteration. Set H = [h1 , h2 , ..., hn ] and
V = [v1 , v2 , ..., vn ]. Then in each subproblem of Algorithm 1.1, we need to consider the solution of
NNLS
min kvj − W k hj k22 subject to hj ≥ 0,
(2)
where j = 1, 2, ..., n. Note that the equivalent Kuhn-Kurush-Tucker (KKT) conditions of (2) are
hj ≥ 0,

[∇H f (W k , H k )]j ≥ 0 and hTj [∇H f (W k , H k )]j = 0,

where [∇H f (W k , H k )]j = (W k )T (W k hj − vj ). Set
hj = zj + |zj | and [∇H f (W k , H k )]j = Ω(|zj | − zj ),
the KKT conditions are equivalent to an implicit fixed-point equation
(Ω + (W k )T W k )zj = (Ω − (W k )T W k )|zj | + (W k )T vj ,
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Algorithm 1.2 Modulus Method (W k , V )
1.
Choose initial matrix Z 0 .
2.
For j = 0, 1, 2, . . . until convergence
Solve Z j+1 from

3.

(Ω + (W k )T W k )Z j+1 = (Ω − (W k )T W k )|Z j | + (W k )T V,

(3)

Compute H j+1 = Z j+1 + |Z j+1 |

4.
5.

Endfor

where j = 1, 2, ..., n. It can be written in the matrix form as
(Ω + (W k )T W k )Z = (Ω − (W k )T W k )|Z| + (W k )T V,

where Z = [z1 , z2 , ..., zn ]. Therefore, we have modulus method in Algorithm 1.2 for the solution of
step 3 of Algorithm 1.1.
In Algorithm 1.2, we need to consider the solution of the normal matrix equation (3). Note that
the coefficient matrix (Ω + (W k )T W k ) is symmetric, we can apply the block CGLS method. The
derivation of the algorithm is as follows.
Consider the solution of normal matrix equation
min kAX − BkF

⇐⇒

AT AX = AT B,

(4)

the block CGLS method can be derived as follows.
Algorithm 1.3 Block CGLS for Matrix Equation
1.
Choose initial X 0 and R0 = B − AX 0 .
2.
Compute S 0 = AT R0 and set P 0 = S 0
3.
For k = 0, 1, 2, . . . until convergence
Compute Γk
X k+1 = X k + P k Γk
Rk+1 = Rk − AP k αk
S k+1 = AT Rk+1
Compute Σk+1
P k+1 = S k+1 + P k Σk+1

4.
5.
6.
7.
8.
9.
10.

Endfor

Here, the diagonal matrices Γk and Σk+1 are computed by
Γk = diag((S k )T (S k ))./diag((AP k )T (AP k )),
Σk+1 = diag((S k+1 )T (S k+1 ))./diag((S k )T (S k )),
where diag(X) denotes the diagonal part of X. Finally, we can establish the alternating modulus
nonnegative least squares (AMNLS) method for the solution of NMF, given in Algorithm 1.4.
In addition, the modulus method 1.4 can be further enhanced by incorporating the active set
strategy [6] and the Anderson acceleration [5].
We also consider NMF with sparsity constraints:
min kV − W Hk2F + α

m
X
i=1
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kwi k21 + β

n
X
j=1

khj k21 ,

(5)

Algorithm 1.4 AMNLS
1.
Choose initial nonnegative matrices H 0 and W 0 .
2.
For k = 0, 1, 2, . . . until convergence
3.
4.
5.

Solve minH≥0 kV − W k Hk2F using modulus method (W k , V )
Solve minW ≥0 kV − W H k+1 k2F using modulus method ((H k+1 )T , V T )

Endfor

where wiT and hj are ith row vector of W and jth column vector of W , respectively. The AMNLS
method for (5) can be derived as follows:
min kV − W

k

Hk2F

+β

min kV − W H k+1 k2F + α

n
X

khj k21

m
X

kwi k21

j=1

i=1

=


  
V
Wk
√
H
min
−
0
βeT

2
F

:= min kV̄ − W̄ k Hk2F



√ 
αe
= min V 0 − W H k+1

2
F

:= min kṼ − W H̃ k+1 k2F ,

where e is a column vector with all components equal to one.
Finally, we compare the proposed modulus method with the existing methods on a randomly
generated data and the ORL face image data. Numerical results show that the proposed method
converges faster than the previous gradient descent methods [2, 4].
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Phase-Preconditioned Rational Krylov Subspaces for Wave Simulation
Vladimir Druskin, Rob Remis, Mikhail Zaslavsky, Jörn Zimmerling
Abstract
Interpolatory Rational Krylov Subspaces (RKS) are a powerful tool for model order-reduction of
large dynamic systems, preconditioning of shifted systems and spectral approximation. RKS modelorder reduction of diffusive PDEs for instance clearly outperforms time stepping algorithms. However, RKS are barely used for model-reduction of large-scale dynamic systems representing wave
propagation on unbounded domains. This, despite the fact that RKS show excellent convergence
for resonant structures where the wave field can be expanded in a few eigenmodes of the system.
For non-resonant structures RKS techniques are less attractive as the frequency domain transfer
function is highly oscillatory and the RKS approach is fundamentally limited by the Nyquist-Shanon
sampling rate. More specifically, at least two interpolation points per period of the cut-off frequency
of the transfer function are required, which can lead to thousands of interpolation points for largescale wave propagation and thus prohibitively large RKS as these interpolation points need to be
solved for every right hand side. We suggest to precondition the RKS via the phase term of the
asymptotical solution of the wave equation. The asymptotical series expansion of the solution is
known as the WKB (Wentzel, Kramers and Brillouin) approximation and its phase term is easily
obtainable from the eikonal equation.
This preconditioning makes the number of interpolation points dependent on the complexity of the
wavespeed model rather than the Nyquist-Shanon sampling rate, which in turn is proportional to
the largest arrival time present in the transfer function. Phase-preconditioning not only allows a
reduction of interpolation points with respect to the Nyquist-Shanon rate but also allows us to
reduce the number of spatial discretization points. After factoring out the main phase dependency
of the wavefield it becomes spatially smooth which significantly lowers the number of points per
wavelength needed for accurate modeling. Last, the preconditioned RKS basis only weakly depends
on the right hand side of the system which allows a third level of model reduction. Specifically, the
number of right hand sides for systems with multiples sources and receivers can be reduced with
respect to standard techniques.
In summary, phase-preconditioning allows a reduction of all three computational aspects of wave
simulation: number of RKS shifts, number of spatial discritization points and number of right hand
sides.

1

Problem definition

After spatial discretization of a second-order wave equation on an open domain we obtain a linear
system with an operator non-linearly dependent on its shift
(A(s) − s2 I)u(s) = b

(1)

with the wave operator A(s), wavefield u, right hand side b and Laplace paramter s. To model
wave propagation on an unbounded domain we use a near-optimal PML as described in [1], which
leads to the dependence of the operator A(s) on the Laplace parameter. The wave operator inherits
the poperties of the underlying physics, such that it is follows the Schwartz reflection principle
A(s̄) = Ā(s), is symmetric with respect to a diagonal symmetry matrix WA = AT W and is passive.
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The symmetry and Schwarz reflection principle can be used to design a structure preserving rational
Krylov subspace method that interpolates the original problem tangentially for coinciding source
and receiver locations. Such an approach works well if the Hankel singular values of the system
decay rapidly, meaning that only a few modes contribute to the solution as is the case for resonating
structures with a few excited and observable modes [2]. Then the frequency domain response is welldescribed by a low-degree rational function and a rational Krylov technique will therefore quickly
capture the desired wave field response. For waves characterized by large travel times, however, this
may no longer be the case, since such responses are highly oscillatory in the frequency domain and
sampling should at least take place at half the Nyqvist-Shanon sampling rate. As an illustration,
consider a coinciding source/receiver pair with a reflector located at a travel time of T arr /2 away
from the source. A transmitted pulse will arrive (without distortion) at the receiver after T arr , so
that the receiver measures the source wavelet convolved with δ(t − T arr ). In the frequency domain
this translates to multiplication with exp (−sT arr ), which means that according to the NyquitsShanon sampling theorem the maximum frequency domain sampling distance is ∆ω = π/T arr .
Clearly, the number of required frequency domain samples increases as the travel time increases
leading to prohibitory large rational Krylov subspace approximations for these fields.

2

Phase Preconditioning

Intuitively we want the size of the Krylov subspace to depend on the complexity of the wavespeed
model rather then the largest arrival time. To achieve this, we propose to precondition the RKS
method with the phase term obtained from the eikonal equation |∇Teik (x)|2 = 1/c(x)2 , with wave
speed c(x). Every vector of the RKS is decomposed into a spatially smooth incoming and outgoing
field amplitude by factoring out the WKB-phase term. More specifically, we decompose a single
frequency solution u(sj ) as
u(sj ) = g(sj Teik )uout (sj ) + g(s̄j Teik )uin (sj ),

(2)

where g(sTeik ) is the WKB-phase term. At evaluation of the reduced-order model all field amplitudes
are then phase-corrected with the phase corresponding to the WKB-phase term of the evaluation
frequency. The reduced-order solution can then be represented as
um (s) = g(sTeik )

m
X

aj (s)cout (sj ) + g(s̄Teik )

j=1

m
X

dj (s)cin (sj ),

(3)

j=1

were g(sTeik ) denotes the phase term of the WKB approximation and the coefficients aj (s) and
dj (s) follow form a Galerkin condition. Clearly this makes the basis of the rational Krylov subspace
frequency dependent, which is necessary in order to precondition a spectral problem like equation (1)
for all shifts s. Doing so can be seen as spectral weighting were the residues associated with poles
far away from the evaluation frequency are deweighted by projecting the operator A(s) onto the
frequency dependent subspace. Spectral problems can in principle not be preconditioned by one
preconditioner for all shifts s, as one can in practice not achieve perfect pole zero cancellation.
Thus, convergence of a RKS method can only be enhanced by increasing the subspace size, which
is computaionally advantageous if the computational cost is dominated by solving shifted systems
rather then projection of the operator onto the subspace, as is the case in the cosidered example of
wave operators. This is the central idea of the presented approach.
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The amplitudes cout/in (sj ) obtainable via one-way wave equations are spatially smooth compared
to the original wavefield u(s). Therefore, they can be computed on a much coarser grid then necessary to accurately compute the original wavefield, which significantly reduces the cost of subspace
construction. Admittedly, coarse spatial discretization increases numerical dispersion, which can
be counterbalanced by correcting the wavespeed c(x) for numerical dispersion while constructing
the RKS. The basic idea is that numerical differentiation of the WKB-phase term should cancel
the asymptotically dominant term −s2 I in the wave equation (1). After subspace construction
with a dispersion corrected, coarse operator we project a wave operator of high accuracy onto
the phase-preconditioned subspace to obtain the phase-preconditioned reduced-order model. After phase preconditioning, the RKS approximates the correct phase of the solution u. Within the
proposed approach, optimal amplitudes are then drawn from the RKS via a Galerkin condition.
Since the subspace is phase corrected the reduced-order model can now extrapolate, meaning the
reduced-order model becomes accurate for shifts outside the convex hull of interpolation points.
Especially if c(x) is a smooth function this allows extrapolation to frequencies which are not resolvable with the grid used to construct the RKS. For smooth configurations taken from geophysics
we obtain accurate results for wavelets with a cutoff frequency of roughly 2.7 spatial points per
wavelength with a second order operator.
In this contribution we discuss extensions of the outlined method to systems with multiple sources
and receivers and discuss how right hand sides can be reduced on top of reduction of the spatial
grid and frequency domain interpolation points. We present numerical experiments showing that
reduced-order models with phase preconditioning can indeed extrapolate.
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