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Abstract

Discrete wavelet transform approximation is an established means of ap-

proximating dense linear systems arising from discretization of differential and

integral equations defined on a one-dimensional domain. For higher dimen-

sional problems, approximation with a sum of Kronecker products has been

shown to be effective in reducing storage and computational costs. We have

combined these two approaches to enable solution of very large dense linear

systems by an iterative technique using a Kronecker product approximation

represented in a wavelet basis. Further approximation of the system using

only a single Kronecker product provides an effective preconditioner for the

system. Here we present our methods and illustrate them with some numer-

ical examples. This technique has the potential for application in a range of

areas including computational fluid dynamics, elasticity, lubrication theory

and electrostatics.

1 Introduction

Discrete wavelet transform (DWT) approximation has been used successfully [2, 3,

5, 6] to precondition linear systems arising from discretization of differential and

integral equations defined on a one-dimensional domain. Such preconditioners fall

into two broad categories: implict preconditioners for dense matrices, based on

approximating a dense matrix by a sparse matrix in a wavelet basis; and explicit

preconditioners for sparse matrices in which the matrix is expressed in a wavelet

basis and then a sparse approximate inverse is found.

For higher dimensional problems, approximation with Kronecker products [1, 11]

has been shown to be effective in reducing the storage and computational costs

associated with solving large linear systems. Given an n × n matrix A, known to
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2 Discrete wavelet transforms and Kronecker product approximation

correspond to an operator discretized on a d-dimensional grid, we form an approx-

imation

Kr =
r∑

i=1

V
(1)
i ⊗ · · · ⊗ V

(d)
i ≈ A (1.1)

by seeking matrices V
(k)
i , i = 1, 2, . . . , r, k = 1, 2, . . . , d, such that ‖A − Kr‖F is

minimized. When d = 2, this can be done using an SVD algorithm [1, 11], but

for higher dimensions it is necessary to resort to alternative methods, such as the

alternating least squares algorithm described in [1]. The V
(k)
i are much smaller

than A, being ni × ni matrices, where n = n1 · · ·nd; so, provided that r is small

compared with n, Kr requires much less storage than A itself, and certain matrix

operations can be performed more cheaply.

For very large dense A, even when memory contraints preclude the explicit storage

of A, it may be possible to compute Kr using techniques developed by Tyrtyshnikov

[14, 15]. If the V
(k)
i are suitably ‘smooth’ (i.e. they have small divided differences),

it is possible to make further savings by expressing them in a wavelet basis and

setting to zero small entries [8], as is done for the one-dimensional case in [5, 6].

Once we have a representation Kr of A as a sum of Kronecker products (either

in the standard or wavelet basis) we can solve the linear system using an iterative

method such as CG or GMRES. To simplify the presentation, we will restrict our

considerations to the case d = 2 and define Kr =
∑r

i=1 Ui ⊗ Vi. The matrix-

vector multiplication required at each iteration can be achieved at low cost using

the identity (see e.g. [16])

(U ⊗ V ) x = V (
V XUT

)
, (1.2)

where X is the p × q matrix obtained by listing the entries of x in the columns of

X and V (Y ) is the vector obtained by columnwise listing of the entries of Y .

To speed up convergence of the iteration, a preconditioner may be needed. For

many matrices, the single Kronecker product K1 = U1 ⊗ V1 can be used for this

purpose. Using the identity (U ⊗ V )−1 = U−1 ⊗ V −1, K−1
1 v can readily be com-

puted for any vector v, provided that U−1
1 and V −1

1 are not too expensive to apply.

Using ideas from wavelet-based preconditioning of 1-D problems (see, for example,

[4, 7]), we are able to reduce the cost of applying the preconditioner by re-ordering

the entries to inhibit fill-in under LU factorization.

2 Approximating dense function-related matrices

Suppose that a matrix A is associated with a function of two variables in the fol-

lowing way:

A = (aij) = (f(zi, zj)), i, j = 1, 2, . . . , n = pq; (2.1)

where {zi} and {zj} are the nodes of some grids logically equivalent to the Cartesian

product of two one-dimensional grids with p and q grid points respectively. Then,



c©Copyright reserved 3

under assumptions on f that are given in Theorem 2.1 below, it is possible (see

[8, 14, 15])to approximate A, to any required accuracy, by a sum of Kronecker

products:

A ≈ B = U1 ⊗ V1 + U2 ⊗ V2 + · · ·+ Ur ⊗ Vr, (2.2)

where the Ui and Vj matrices of dimensions p× p and q × q respectively. Provided

that r is small compared with pq this offers significant savings in storage.

Before giving further details of the method, we quote a theorem which establishes

conditions under which approximation by a sum of Kronecker products is possible.

Definition 2.1 A function F (u, v) is said to be a complete asymptotically smooth

function if any mixed derivative

DmF =
∂k ∂l

(∂u)k (∂v)l
F, m = k + l,

satisfies the inequality

|DmF | ≤ c dm m! ρg−m, ρ =
√

u2 + v2 6= 0, (2.3)

for some real constants c, d > 0 and g.

Theorem 2.1 (See [14].) Let A = [f(zi, zj)] be a matrix of order n = pq, where

zi = (xk(i), yl(i)) with integer k(i), l(i) defined by

i = (k(i)− 1)q + l(i), 1 ≤ k(i) ≤ p, 1 ≤ l(i) ≤ q

and one-dimensional grids

0 ≤ x1 < . . . < xp ≤ 1, 0 ≤ y1 < . . . < yq ≤ 1.

Assume that f satisfies

f(z′, z) = F (u, v), u = x′ − x, v = y′ − y, (2.4)

where F (u, v) is a complete asymptotically smooth function. Define the minimal

step size for the one-dimensional grids

h = min{ min
1≤k,k′≤p

k 6=k′

|xk − xk′ |, min
1≤l,l′≤q

l 6=l′

|yl − yl′ |}, (2.5)

and let γ be an arbitrary number such that 0 < γ < 1.

Then, for any m = 1, 2, . . . , there exists a matrix B of the form (2.2) with

the following estimates on the number of summands r and approximation error:

r ≤ (
c0 + c1 log h−1

)
m, (2.6)

|{A−Ar}ij | ≤ c2 γm ||zi − zj ||g, 1 ≤ i, j ≤ n, (2.7)

where c0, c1 and c2 are positive constants depending on γ, and 0g is to be set to 0

for any g.



4 Discrete wavelet transforms and Kronecker product approximation

Throughout this paper we illustrate our method using the following example

matrix, which can be shown (see [12]) to satisfy the conditions of Theorem 2.1.

Example 2.1 Define the matrix A = [aij ] of order n = p2 by

aij =

{
2p, i = j,

1/||zi − zj ||, i 6= j,
(2.8)

where

zi = (xk(i), yl(i)), i = (k(i)− 1)p + l(i), (2.9)

with uniquely defined integer k(i) and l(i) in the range from 1 to p. The nodes

z1, . . . , zn belong to the unit square Ω = [0, 1] × [0, 1] and match the Cartesian

product of same one-dimensional grids with

xα = (α− 0.5)/p, α = 1, . . . , p,

yβ = (β − 0.5)/p, β = 1, . . . , p.
(2.10)

We have used uniform grids in our introductory example for the sake of simplicity,

with the consequence that the matrix A in Example 2.1 is doubly Toeplitz1. This

structure means that it could be stored compactly in a straightforward manner. In

this paper we use Example 2.1 purely to illustrate our proposed technique, which

does not rely on uniformity of the grids, so in what follows we ignore the Toeplitz

property of A. Real-life applications typically use non-uniform grids and so give

rise to matrices that do not have such a convenient structure.

Given A, minimization of r for a given ε can be done via SVD applied to a matrix

P(A) defined as follows:

P(A) = [V(A11),V(A21), . . . ,V(App)]
T

,

provided that

A =




A11 . . . A1p

. . . . . . . . .

Ap1 . . . App


 ,

and V maps a matrix to a vector of its entries taken column by column. We make

use of the following observation [11]:

P
(

r∑

k=1

Uk × Vk

)
=

r∑

k=1

(V(Uk))(V(Vk))T , (2.11)

∥∥∥∥∥A−
r∑

k=1

Uk × Vk

∥∥∥∥∥
F

=

∥∥∥∥∥P(A)−
r∑

k=1

(V(Uk))(V(Vk))T

∥∥∥∥∥
F

. (2.12)

Consequently, the best Frobenius norm approximation of the form (2.2) can be

computed by the standard SVD method applied to P(A).
1By “doubly Toeplitz” we mean that A is a block Toeplitz matrix whose blocks are themselves

Toeplitz.
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However, for large dense A we cannot afford to use the SVD to compute the Uk

and Vk. Indeed, it may not even be possible to compute or store all of the entries

of A. So we appeal to results proved in [10] and [9] which show that a low-rank

approximation to a matrix of order n can be reliably obtained using only O(n)

entries in some, appropriately chosen, positions. These results form the basis for

the Incomplete Cross Approximation algorithm (ICA) for approximating P(A) by
r∑

k=1

(V(Uk))(V(Vk))T , which can be found in [13].

If the underlying function f is smooth, then the Uk and Vk can be expected to

be smooth matrices (like those corresponding to discretizations of functions on a

1-D grid) and cannot easily be approximated by simple thresholding (i.e. setting to

zero ‘small’ entries) because most of the entries are similar in magnitude. However,

further compression of the data can be achieved by first applying a DWT to sepa-

rate the information into blocks of entries corresponding to weighted averages and

weighted differences of entries in the original matrix. The weighted average entries

will be large compared with the weighted difference entries, enabling a sparse ap-

proximation to the transformed matrix to be obtained by thresholding. This gives

a new approximation P1 ⊗Q1 + P2 ⊗Q2 + · · ·+ Pr ⊗Qr, where the Pi and Qi are

sparse matrices expressed in a wavelet basis.

Figure 2.1: First two Kronecker factors of Example 2.1 matrix A before and after

bior3.1 DWT.

Figure 2.1 shows U1 and U2 derived by applying Incomplete Cross Approximation

to P(A) from Example 2.1. They are shown, on the left, expressed in the standard

basis and, on the right, after application of a DWT of the biorthogonal 3.1 genus
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from the Matlab wavelet toolbox. This wavelet has 3 vanishing moments and an

effective filter length of 4 for both decomposition and reconstruction filters. Observe

that the untransformed matrices have a large proportion of entries that are similar

in magnitude, whereas after applying the DWT the entries differ by several orders

of magnitude. This allows us to work with the approximate matrices P1 ⊗ Q1 +

P2 ⊗ Q2 + · · · + Pr ⊗ Qr without much loss of accuracy. Using a combintion of

Kronecker product approximation and wavelet compression we can store a close

approximation to A using only a fraction of the usual storage. For example [8],

when N = p2 = 65536 we can compress A by a factor of 7.2 × 10−5, with an

estimated relative error of 5.8× 10−5.

3 Solving the linear system

The linear system

Ax = b (3.1)

can be solved approximately by solving the approximate system defined by C =

P1 ⊗ Q1 + P2 ⊗ Q2 + · · · + Pr ⊗ Qr. To do this we need to transform the right

hand side vector b into the wavelet basis. Let Wp be the p× p matrix defining the

wavelet transform that is applied to the Ui and let Wq be the q× q matrix defining

the wavelet transform that is applied to the Vi.Then

Pi ≈ WpUiW
T
p , Qi ≈ WqViW

T
q ,

C =
r∑

k=1

Pi ⊗Qi ≈ Wp ⊗WqAWT
p ⊗WT

q .

So (3.1) becomes

Cx̃ = Wp ⊗Wqb, x = WT
p ⊗WT

q x̃. (3.2)

Inverting C would be costly, but this can be overcome by using an iterative

method. At each iteration it is necessary to multiply a vector by C. This can be done

at low cost using (1.2). To speed up convergence of the iteration, a preconditioner

may be needed. Here we consider the Inverse Kronecker Product preconditioner

(IKP) described in [8], which uses the single Kronecker product P1 ⊗ Q1, whose

inverse P−1
1 ⊗Q−1

1 can be applied by LU factorization of P1 and Q1. This essentially

reduces the task to that of preconditioning the dense matrices U1 and V1, each of

which is smooth with a diagonal singularity.

To apply the preconditioner M = P1 ⊗Q1 at each iteration, we need to be able

to find M−1y, where y is any vector. A straightforward way of doing this is to

decompose P1 and Q1 into LU factors before the start of the iteration so that at

each step M−1y can be computed using forward and backward substitution:

M−1y = P−1
1 ⊗Q−1

1 y = U−1
P L−1

P ⊗ U−1
Q L−1

Q y = V
(
U−1

Q L−1
Q Y L−T

P U−T
P

)
. (3.3)



c©Copyright reserved 7

The cost of applying M will depend on the number of non-zero entries in the LU fac-

tors. The ‘finger’ structure (see Figure 3.1), resulting from application of a standard

DWT to a smooth matrix with a diagonal singularity, produces a large amount of

fill-in under LU factorization. One way of avoiding fill-in is to include in the precon-

ditioner only entries within the diagonal band (i.e. neglecting entries in the outlying

‘fingers’) and this is sometimes effective for 1-D problems; but usually too many

significant entries are ignored by this approach and the resulting preconditioner

gives poor convergence. In the present situation, we have already approximated the

original matrix by choosing to use only the first pair of Kronecker factors, so we

wish to include as many significant entries as possible in our preconditioner. For

this reason we do not attempt to use this approach.
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Figure 3.1: Sparsity pattern of P1. Left: standard DWT; centre: DWTPer; right:

DWTPerMod.

Another way of avoiding the ‘finger’ pattern is to apply a lower level DWT and

then to permute the rows and columns of Ã so as to bring the large entries associ-

ated with the diagonal singularity into a diagonal band. (It is necessary to restrict

the wavelet transform level to prevent the bandwidth, which increases with the

level, from becoming too large.) The sparsity pattern of this ‘DWTPer’ transform

is shown in the centre diagram of Figure 3.1. Here the entries corresponding to

weighted differences of entries near the diagonal singularity are contained within a

wrap-round diagonal band; but note that the weighted average entries are now dis-

persed at regular intervals across the whole matrix, rather than being confined to a

small square as they are when a standard DWT is applied. A typical DWTPer-based

preconditioner would be formed by setting to zero all elements outside of a diagonal

band. This preconditioner undergoes very little fill-in under LU-factorization and

so is cheap to apply so that, particularly for matrices with a pronounced diagonal

singularity, this approach produces cost-effective preconditioners (see [4, 5, 6]). A

bound for the width of the diagonal band of large entries is proved in [4] and this en-

ables a suitable bandwidth for the preconditioner to be chosen, based on the width

of the non-smooth band in A and the order and level of the DWTPer transform.

In order to include as many of the largest entries as possible without incurring a
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large overhead in terms of fill-in, we choose to use the ‘DWTPerMod’ preconditioner

proposed in [7]. This involves applying additional permutations to the DWTPer

transform so that the largest entries are concentrated withing an ‘arrow’ shape

comprising a diagonal band and borders at the right-hand and bottom edges of

the matrix. This structure can be seen in the right-hand diagram of Figure 3.1. A

preconditioner is then formed by setting to zero all the entries that lie outside of the

arrow shape. As can be seen from the figure, almost all of the largest entries will

be included in the preconditioner, which can be factorized without any non-zeros

being created outside of the arrow structure. This enables us to predict accurately

the maximum number of non-zeros in the LU factors based on the level of the DWT

and the order (i.e. the number of filter coefficients) of the wavelet genus and hence

to choose an optimal level to minimize the number of non-zero entries.

Finally, we need to consider which wavelet genus to use. We have carried out ex-

periments using several types of orthogonal and biorthogonal wavelets with compact

support and have found that, for Example 2.1, the Daubechies family give a com-

petitive performance. The order of the Daubechies DWT determines the number

of filter coefficients and the number of vanishing moments, with order D denoting

D filter coefficients and D/2 vanishing moments. A higher order gives better com-

pression of smooth areas of the matrix, because of the larger number of vanishing

moments, but the increased number of filter coefficients means that the filter stencil

will cross the diagonal singularity on more occasions giving more large entries in the

‘fingers’ of the transformed matrix. This means that it is not feasible to use a high

order DWT for very small matrices. We found that good results could be achieved

by using Daubechies 2 (Haar) DWT for the smallest matrices and Daubechies 4, 6

or 8 DWT for larger ones.

Table 3.1: Performance of IKP preconditioner using Daubechies DWT.

Standard DWT DWTPerMod√
N level Nz its time level Nz its time order

16 4 256 10 0.27 2 226 10 0.22 2

32 5 1024 11 0.93 2 718 11 0.61 2

64 6 3942 20 5.98 2 2766 21 3.35 4

128 7 12842 23 30.54 2 9154 26 24.71 6

256 8 44574 29 521.84 3 22488 31 208.33 6

Table 3.1 compares the performance of the IKP preconditioner for Example 2.1

using standard Daubechies DWT and DWTPerMod. The first column records the

dimension of the Uk and Vk; columns 2–5 and 6–9 give the wavelet level, the total

number of non-zeros in the LU factors of the preconditioner, the number of itera-

tions required for convergence of CG to a tolerance of 10−6 and the total time taken
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to solve the approximate linear system Bx = b, using standard DWT and DWT-

PerMod respectively; column 10 gives the order of the Daubechies wavelet genus.

When the standard DWT is used, we apply the highest level possible for the matrix

dimension, so as to ensure maximum compression; when DWTPerMod is used, we

compute the optimal level to minimize non-zeros in the factorized preconditioner.

The systems were solved using Matlab on a Pentium III 1GHz laptop with 256Mb

RAM.

4 Conclusions and future work

We have presented a method of approximating (to any required accuracy) a dense

matrix A whose entries correspond to a smooth function on a 2-D grid by ex-

pressing A as a sum of Kronecker products; and then compressing each Kronecker

factor using a DWT. Using this method we can reduce storage costs dramatically,

typically by a factor of 10 000 with a relative error of 10−5. The computational

cost of matrix-vector multiplication is also reduced, making solution by an iterative

method feasible. For functions on uniform grids the IKP preconditioner is cheap

and effective, particularly when the DWTPerMod transform is used.

Preliminary work using non-uniform meshes (see [8]) shows that similar savings

can be made in terms of storage and cost of matrix-vector multiplication, but, in

the examples that we have tested, the IKP preconditioner is less effective than for

uniform grids. An alternative preconditioner, based on applying a higher threshold

to all of the Kronecker factors and then computing the Kronecker product sum,

gives satisfactory performance for relatively small matrices, but requires too much

storage to be feasible for very large systems. We plan to investigate alternative

preconditioning techniques, such as approximate inverse approaches.

The combination of Kronecker product approximation and wavelet compression

could be used to approximate the inverses of sparse matrices derived from discretiza-

tion of PDEs on 2-D grids. Such matrices have dense inverses, but they are pseudo

sparse when expressed in a wavelet basis, which suggests that a wavelet approxi-

mate inverse preconditioner (similar to that proposed in [3] for 1-D problems) might

be effective. Preliminary experiments, using the 2-D Laplacian operator, indicate

that computation of such an approximate inverse preconditioner can be done more

cost-effectively if the matrix is first expressed as a sum of Kronecker products, since

his reduces the cost of manipulating the matrix and of applying the wavelet trans-

form. Work is ongoing into possiblities for improving on our initial results and for

extension to more general problems.
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